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Abstract

Bayesian neural networks (BNNs) have been widely applied to solve inverse problems
(e.g., deconvolution), offering flexibility between prediction fidelity and uncertainty quan-
tification. In this work, we focus on BNNs with heavy-tailed distributed weights, which
aim to preserve the sharpness of the underlying unknown state.

Numerically, we consider a one-dimensional deconvolution problem to illustrate the ef-
fectiveness of heavy-tailed BNNs. Gaussian and Laplace distributed priors are also studied
to show the limitations of smooth and sparse promoting priors. Across all considered pri-
ors, we evaluated three posterior approximation methods: deep ensembles, Markov Chain
Monte Carlo (MCMC) sampling and, our primary interest, the mean-field variational ap-
proximation with Cauchy-distributed factors.

The results suggest that the Cauchy mean-field approximation introduces a sharp-
promoting bias, making it a suitable modeling choice for signals with discontinuous struc-
ture. By explicitly imposing a heavy-tailed structure on the posterior distribution, the re-
covered signal exhibits sharp transitions that closely resemble the edges of the underlying
hidden state.

Furthermore, we find that the Cauchy mean-field approximation achieves competitive
edge-preserving reconstructions even with a significantly reduced network capacity, pro-
vided the network is large enough to sample a sufficient number of extreme weights. This
makes it a computationally appealing alternative to full Bayesian inference methods such
as MCMC.
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Introduction

1.1 Background

The underlying mechanism of probabilistic signal processing is to assume that the observed
signal y(t) can be decomposed into a desired state u(t) and independent random noise €(f).
For instance, a modeling choice shared by most statistical models is to define y(t) as

y(t) = u(t) +et), teT (1.1)

where f belongs to some index set 7 (e.g., time) keeping the components aligned with each
other. From this perspective, our problem amounts to a filtering task, as we are interested in
filtering out the noise €(t) from the observed data y(t) to recover the true hidden state u(t).
A natural attempt is to assume that the true signal follows a well behaved and beforehand
defined structured pattern, whereas the rapid and random-like fluctuations in the observed
data arise from independent noise. Variations that deviate from such structure will therefore
be attributed to corruption rather than to the signal itself and, as a result, the recovered signal
will tend to favor smooth and consistent behavior.

Many statistical /machine learning algorithms follow this idea by encoding smooth favor-
ing solutions on their modeling assumptions, so that abrupt changes are implicitly attributed
to the noise component. For instance, the choice of Gaussian noise penalizes deviations from
the true expected signal quadratically which, combined with a low complexity selection of
models (e.g., with low number parameters to estimate), gives rise to a strategy that discour-
ages extreme events.

Another well common choice that leads to smooth favoring solutions are Gaussian Pro-
cess. Here, the covariance function typically takes the form of an infinite differentiable func-
tion, such as the squared exponential kernel, which induces a continuous family of functions
as possible candidates for the underlying signal. However, a question still remains about its
true nature: what if the true state does exhibit sharp features? That is, what if the observed
abrupt changes are not side effects derived from noise, but intrinsic components of the signal
itself?
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Figure 1.1: Handwritten digit embedded in a uniform background. Note the sharp intensity
transitions at stroke boundaries, which encode essential geometric information. Images are
taken from the MNIST dataset.

1.2 Motivation

Before looking closer at the previous questions, consider the task of handwritten digit recog-
nition. Typical samples of this task include handwritten digits embedded in a uniform back-
ground, as shown in Figure Observe that sharp jumps in the color scale (from light to
dark) occur at the edges of the strokes. These edges encode valuable information on the
geometry of the hidden number that should guide learning algorithms on deciding which
number really is. However, models that favor smooth solutions tend to attenuate precisely
these features, interpreting them as unlikely deviations. This highlights a key limitation: the
mechanisms used to suppress noise may simultaneously suppress the most informative com-
ponents of the signal.

In this work we will be concerned with exploring Bayesian neural networks (BNNs) as
edge preserving filters. BNNs are stochastic neural networks whose parameters are estimated
using Bayesian inference [§], for instance, by placing a prior distribution on these and solving
for the posterior distribution given the training data. A more detailed discussion is given in
Section 2.2l where we also review the challenges related to this technique.

BNNs have been widely applied to solve inverse problems (e.g., de-convolution), offering
flexibility between prediction fidelity and uncertainty quantification. However, a downside
of BNNs is that they are computationally expensive models when insisting on using (asymp-
totically) exact methods, such as Markov Chain Monte Carlo (MCMC) algorithms. In practice,
we rely on approximation techniques for the various posterior predictive computations.

1.3 Aim

In this project, we will focus on a particular subclass of BNNs which aim to preserve the
sharpness of the underlying true state. The ideas discussed in the remaining chapters follow
from the work done in [10], which we will use as a constant point of reference throughout
this work. In such, the authors propose BNNs with heavy-tailed priors as a mechanism to
encode the sharp properties of the true signal and provide mathematical justification for such
behavior as well as satisfactory numerical results in de-convolution problems defined on one-
and two-dimensional spatial domains.

The aim of this work is to extend the result from [10] to the variational inference frame-
work. We are interested in showing the advantages of this approach while still imposing
the same kind of heavy tailed priors. To this end, we examine the two inference methods
considered by [10], deep ensembles and MCMC, and introduce variational inference as an
additional benchmark.
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1.4 Research questions

We investigate the variational inference (VI) framework as a tool for edge-preserving inver-
sion under a Cauchy prior, using a mean-field Cauchy variational family. Specifically, we
address the following questions.

1. Does a mean-field Cauchy variational distribution preserve the edge-preserving behav-
ior induced by the Cauchy prior?

2. If so, is VI under this variational family a competitive alternative to MCMC-based in-
ference in terms of reconstruction quality and computational efficiency?



Theory: Bayesian neural
networks

A probabilistic interpretation of neural networks provides a way to translate their compo-
nents into the language of Bayesian inference where the learning objective is no longer to
determine a single optimal set of weights, but rather to characterize the posterior distribution
over the weights given the observed data. This approach to inference is rooted in treating
the learnable set of parameters as random variables following some prior distribution over
the latent space, allowing us to quantify the uncertainty over their possible values using a
probability distribution.

The goal of this chapter is to understand how neural networks fit into the task of Bayesian
inference. That is, by placing a prior distribution over the network weights, one implicitly in-
duces a prior over the space of functions represented by the network. Then, by specifying an
appropriate measurement model, the network defines a likelihood that relates the observed
data to the true underlying function, so that the (unnormalized) posterior is proportional to
the product of the two.

The organization of this chapter is as follows. Section [2.T| formulates the inverse problem
in function space within a Bayesian framework. Section [2.2] then introduces Bayesian neural
networks, along with a brief review on Bayes Rule. Section[2.3|motivates the use of neural net-
works to induce priors over function space and formalizes their role as a reparameterization
of the original inverse problem. Finally, Section [2.4{ summarizes heavy-tailed distributions
and discuses the edge-preserving properties of the Cauchy distribution.

2.1 Bayesian inverse problem

Consider the problem of finding the parameters u € ¢/ from observations y € Y where u and
y are related by the equation
y=F(u)+e (2.1)

with € representing additive noise and F : f — ) the forward operator that maps parameters
to observations. It is typical of inverse problems like this to be ill posed [4] since, for instance,
the system might be undetermined. To see this, consider the case for which # € R™ and
y € R" with m > n. Then, the number of available equations is fewer than the number of
parameters to solve for, which leads to multiple solutions or no solutions at all. Moreover,
the dependence on the noise € only adds complexity to the task as it is often the case that the
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specific instance of the noise term € is not known to us, but only its statistical properties are
accessible (e.g., its expected value). This last subtlety motivates a probabilistic treatment of
the variables involved.

A common source of uncertainty introduced to the inverse problem formulation is the ad-
ditive noise €. A natural modeling choice is thus to interpret € as a random variable following
some appropriate distribution (typically with mean zero) and accept that the the observed
value y is characterized through a random component. It might not feel an improvement,
but such decision will eventually lead us to a description of u in terms of a probability distri-
bution. The path becomes even clear if we allow u itself to be random as well, for instance,
by assuming a prior distribution over its range of possible values, so that Bayes Rule can be
applied to find the posterior distribution of u. Observe that this probabilistic interpretation
relaxes the solution u from a single value satisfying to a full distribution. This decision,
of course, comes at the expense of requiring the specification of a prior distribution for u and
a error distribution for e that appropriately encode the underlying problem structure.

For the rest of this work, we focus on the setting where the parameter space I/ is a space
of functions defined over a domain X" and prior knowledge suggests that the underlying
true u exhibits sharp features (e.g., jump discontinuities) that make smoothness-promoting
approaches not suitable for this task. The use of heavy-tailed priors over neural network
parameters for encoding these features has been documented in [10] and is further described
in section Before turning to these ideas, however, we first review the Bayesian inference
framework for neural networks in the next section.

2.2 Bayesian inference with neural networks

The Bayesian approach to inference is based on the idea that probabilities should be regarded
as a measure of belief about the occurrence of an event, rather than the long-run limit fre-
quentist interpretation [12]]. It provides a mathematical formulation for updating our inves-
tigation hypothesis as new evidence becomes available. This process is formalized in Bayes
Rule, which we now review. Let D be the data and p(D | ) the likelihood density of the data
implied by the choice of model, which we summarize by the set of weights 6 € ©. Assume a
prior distribution Py with density function p(0). Bayes Rule states that

p(D16)p(6)
0|D)= (2.2)
p(6]D) (D)
where p(D) is referred to as evidence or marginal likelihood, since p(D) = §gop(D |

0)p(60)d0. In general, exact knowledge of the posterior is often a challenging task since the
marginal likelihood involves a integral over the weight space ® whose dimensionality grows
with the number of weights. Moreover, for complex models such as neural networks, the
likelihood contains highly nested nonlinearities that rule out any attempt to produce a closed-
form expression ﬂ Consequently, it is often the (only) wisest choice to resort to approximate
methods as those described in Chapter 3|

Bayesian neural networks

Hereafter we consider the case in which the set of weights 6§ summarizes a specific configura-
tion of a neural network. To this end, we study only fully-connected architectures composed
of a finite number of hidden layers L € IN where the output of the I layer ¢ (x) is a function

of the previous layers outputs ' ~!(x), a non linear activation function ¢ : R? — R? and

IThere are, however, special cases in which an analytic solution can be achieved. For certain likelihood-prior
combinations (e.g., Normal-Normal, Poisson-Gamma), the posterior is closed under Bayes Rule. That is, the pos-
terior belongs to the same family as the prior and we refer to them as conjugate distributions with respect to the
likelihood function.
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Figure 2.1: A fully connected neural network with two hidden layers.

weights W'. Specifically, ¢/ (x) satisfies the following recursion.
¥ (x) = Wl (:,bl*l(x)), 1=12,...,L+1 (2.3)

Here, W' € ]Rdlx‘ilfl, and ¢°(x) = x is the input to the network. The network is defined in
a domain X < RP where D is the dimension of the input x. Without loss of generality, to
simplify notation, notice that we do not make explicit the presence of the bias b € RY as
it can always be taken into account by including a constant dimension to the corresponding
W!. Moreover, we denote the full forward pass of the model as ¥(6,x) := L+ (x) where
0= (Wl,Wz, .. .,WL) is the collection of all weights. A schematic representation of such a
model is shown in Figure

Bayesian neural networks are neural networks as in whose parameters 0 are treated
as random variables following some prior distribution Pg. As we describe in Section 2.3} this
prior induces a probability law in function space through the forward pass of the network
that allows us to infer u by performing inference in the weight space ©, instead.

Now, suppose that we have an independent fixed data set of observations D =
{xn,yn}nNzl, and we wish to perform inference on this data using a neural network with
weights 8. We can represent this data set as a N x D input matrix X and N-dimensional
target vector y, so that Bayes Rule becomes

p(0 |y, X)ocp(y|6,X)p(0) (2.4)

where p(y | 0,X) is the likelihood implied by the neural network. Notice that the input
matrix X appears in the conditioning side of the likelihood, as it is treated as known at all
times. Indeed, a neural network combined with a measurement model specifies the data-
generating process of the observed samples, that is, the conditional probability distribution
of y given X and a particular set of weights 6. For instance, a typical modeling assumption is
to let the measurement errors be i.i.d. Gaussian with zero mean and variance . This choice
also makes the likelihood Gaussian with mean given by the network output. More concretely,

p(y | 6,X) = N (9(6,X),0%Iy) (2.5)

where the symbol AV represents the normal density and Iy the N x N identity matrix. Notice
that, in practice, 0 is not known and must be inferred along with the weights 8. However,
a more realistic approach would be to let 02 be a function of the input x or, equivalently, to
assume a heteroscedastic (input-dependent variance) Gaussian distribution in (2.5). In this
case, a second output node can be added to the network for learning ¢? as in the Mean-
Variance Estimator networks described in [16]. Regardless of the choice of variance model,
the end goal of Bayesian inference is to characterize the distribution of a new value ynew via
the posterior predictive distribution defined as

p(]/new | Xnew, Y, X) = f@ p(]/new | 0, Xnew)P(e | Yy, X)de (2.6)
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Figure 2.2: Gaussian Process regression example with a squared exponential kernel. Panel
(a) shows functions drawn at random from a GP prior. Panel (b) shows functions drawn at
random from the posterior after observing 5 data points. In both plots, the shaded region
corresponds to the 95% confidence region.

Observe that the predictive distribution is an average over all possible likelihoods for the new
value ynew weighted by the posterior distribution of 6.

2.3 Neural network priors

A common strategy for inducing a probability measure over function space is a Gaussian
Process (GP), as illustrated in Figure Here, we show a sample of random func-
tions drawn from such a process and its posterior counterpart after observing five data
points. As shown by Neal in [15], infinitely wide fully-connected neural networks with ap-
propriate random weight initializations converge in distribution to a GP, which motivates the
exploration of such models under different initialization strategies for regression and classifi-
cation tasks, as they provide a flexible way to construct priors in function space. These priors
are constructed by assuming a distribution Py over the weights of the neural network, allow-
ing us to propagate the uncertainty into the input-to-output mapping. To see this, consider
the process ¥(0) = {¢(6,x) : x € X'} governed by a probability distribution Py and indexed
by &. Often, & is taken as time, but this is usually not the case for neural networks. Here,
the process is indexed by the set of possible inputs X, so that each element ¢ : @ — Y (a
random variable) represents the possible output values of the neural network as a function of
the weights 0 € O for a fixed input x. Then, for any appropriate set Aand a finite collection
Y,(0) = {¥(6,x1),...,9(6,xn)}, we have

Pe(¥,4(8) € A) = [ 14 {24(6)} p(6)d6, @7)

where 1 4 {-} is the indicator function that evaluates to 1 if its argument belongs to .A and
0 otherwise. Thus, Py induces a distribution for any finite collection of random variables
in ¥ which allows us to estimate u by considering a finite-dimensional neural network
parametrization. In particular, we assume that u = ¥(0), so that we can restate equation
using a parametrized measurement model. Specifically,

y=F(¥(0)) +e. (2.8)

It might seem that we have not achieved anything more than a restatement. However, we
are now able to work with the joint density p(y, 0) instead of p(y, 1) and, as we have dis-
cussed, this leads to a tractable Bayesian inference formulation since 0 is an element of a
finite-dimensional space (i.e., ® < RP), whereas u is an infinite-dimensional object.

2The usual Borel product o-algebra is assumed.
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Figure 2.3: Function samples drawn from different neural network priors. Normal (a),
Laplace (b), and Cauchy (c). The choice of weight distribution significantly affects the
smoothness of the resulting functions.

To further illustrate the idea behind neural network priors, Figure[2.3|shows a side by side
comparison of multiple realizations of random neural networks with Gaussian, Laplace and
Cauchy independently distributed weights. Each distribution is parametrized by location
and scale parameters with support on R. Their density functions are given by

) _ 1 _ 1 a2
PG(61601W> - Wexp{ 2172 (6 00) }
1 0—0
pL(6;60,b) = 5, exp {-' 2 0'} (2.9)

27 -1
1+ (9 — 90) ]
Y

where the subscripts G, L, and C denote Gaussian, Laplace and Cauchy, respectively. Observe
that samples taken from Gaussian and Laplace distributed neural networks favor smooth
functions, while the Cauchy prior exhibits sharp transitions across the full range. Intuitively,
this behavior is due to the heavy tails of Cauchy distributions that assign high probability to
extreme values, resulting in strong hidden activations that eventually lead to large jumps in
the network output [10]. We provide more insight on why this is the case in Section[2.4 where
we examine the Cauchy distribution in more detail. Notice, however, that these outputs are
still continuous, as are also the activation functions in the network.

As mentioned in[2.1} we are interested in encoding the prior knowledge that the unknown
state u is a function over X with discontinuous-like structure. As can be seen in[2.3d, heavy
tailed priors such as the Cauchy distribution show desirable properties for capturing sharp
transitions between different regions in X, making them a suitable choice for such a task.

1
9‘9 = —_—
pc(6;60,7) —

2.4 Heavy tailed distributions

Heavy-tailed distributions are those whose exponential moments do not exist. More pre-
cisely, a distribution with cumulative distribution function (CDF) F and density f is said to be
heavy tailed if

Joo f(x)e*dx = o0, Vt>0. (2.10)

An equivalent characterization, which provides more insight into the limit behavior that this
type of distributions exhibit, is given in terms of the lim sup of the product with the expo-
nential function e/* for all + > 0. To this end, we define heavy-tailed functions as follows. A
nonnegative function g is said to be heavy tailed if and only if [5]

limsup g(x)e™ = o0, Vt > 0. (2.11)

xX—00
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This definition states that, for any real number y, the product g(x)e!* fails to be bounded
above on the interval (y,o0) as it keeps reaching arbitrarily large values infinitely often.
Equivalently, for any pair of real numbers M,y with M > 0, there exists x > y such that
g(x)e'™ > M. Note that this implies that ¢(x) > Me~** under the conditions already men-
tioned, and thus heavy-tailed functions are those that fail to be bounded by any decreasing
exponential.

Again, consider a distribution with CDF F and density f. Define its corresponding tail
function by F(x) = 1— F(x). The distribution is said to be heavy-tailed if and only if its
corresponding tail function is heavy-tailed ﬂ That is, if and only if

limsup F(x)e™ = o0, Vt>0. (2.12)
X—00

This lim sup definition allows us to more naturally reason on the tail behavior of distributions
as it only requires to test F against any exponential decay. Take, for instance, the Pareto
distribution. This distribution has scale and shape parameters x,; > 0 and & > 0, respectively,
and support on [x,,, ). Its tail function is given by F(x) = (%2)" and is shown in Figure
against multiple exponential decay rates e~** for the case x,, = a = 1. Notice that, no matter
the value of ¢, the Pareto tail eventually dominates. This is precisely the heavy-tailed property
implied by the lim sup in , which we now verify. Consider the limit

lim (%’”)“e“c Wt > 0. 2.13)

X—00

A Taylor expansion for the exponential function shows that this limit diverges to o con-
firming the heavy-tailed behavior of the Pareto distribution. That is, using the fact that
=3, % for any real number x, the previous limit can be rewritten as

&t
: X
lim xj, Z
n=0

n—u
—, V>0 (2.14)

X—00 n:
which diverges since, for n > «, the terms t”f:,_a — wasx — wand x € [x,, o) is always
positive. Notice that this conclusion is stronger than the one required by the heavy-tailed
definition. The lim sup in requires F(x)e!™ only to not be bounded for any choice of
interval (y, 0). This unboundness can arise, for instance, from arbitrary large oscillations or
infinitely repeated arbitrary large jumps. In contrast, our result in shows that F(x)e'* —
o0, meaning that is stays arbitrary large and above any threshold. However, the use of the
lim sup is general enough to also include density functions under a single definition. That is,
if the distribution is heavy-tailed and F is absolutely continuous, then the density function f
is also heavy-tailed. Though the converse is not true, in general: f being heavy-tailed does
not imply the distribution is heavy-tailed as well.

The relevance of heavy-tailed distributions in this work is on they provide a way to en-
code prior knowledge about the sharp features of the underlying hidden state 1. As proved
in [10], for finite-width networks, the distribution of the derivative of the output function at
a fixed point is heavy-tailed, provided that the weights in the network are also heavy-tailed.
Consequently, large derivative values occur at a meaningful rate, which explains the large
jumps in the output function of the network (as seen in Figure 2.3d), providing a mechanism
for capturing sharp transitions. In the following, we study the one-dimensional (® < )
Cauchy distribution as a special case. We extend the work done by [10] by also providing a
formal justification that these edge-preserving properties also carry over to the weight space
©® by examining the behavior of the Cauchy regularization in the small and large weight
regimes. This perspective is particularly relevant for optimization-based approaches to pos-
terior inference such as the MAP estimator reviewed in Section 2.2

3For a proof on the equivalence between the two definitions see Theorem 2.6 in [5]
4See Lemma 2.7 in [5] for a proof and a subsequent counterexample.
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Figure 2.4: Tail functions F of the Pareto and Cauchy. Pareto (left) with x,, = « = 1 and
Cauchy (right) with 8y = 0 and v = 1 distributions plotted against multiple exponential
decays e~™*. If we wait long enough, the heavy-tail eventually dominates. Vertical axis is
log-scaled.

The Cauchy distribution

The Cauchy distribution is the probability distribution with density function pc(6; 6y, y) de-
fined in (2.9) and tail function Fc given by

L1 6 — 6,
Fe(6) = 5~ ;arctan ( S ) (2.15)

To show this distribution is, in fact, heavy-tailed, we will proceed in the same way as we did
for the Pareto distribution in (2.13). This means that we would like to show that the following
limit diverges.

% — %arctan (@)
Jim = . Vt>0. (2.16)
—00 e
Notice that lim,, arctan(u) = 7, so we get a % indeterminate form. Applying L'H6pital’s

rule,

et@

lim - . (2.17)
b= <(9—720) n 1)

The exponential in the numerator dominates over the quadratic expression in the denomina-
tor, so this expression diverges to c as § — 0, thus confirming the heavy-tail property of the
Cauchy distribution. To further illustrate this conclusion, Figure shows how multiples
choices of exponential decay fails to bound the Cauchy tail.

We now study the properties of the Cauchy regularizer in the small and large weights
regime. For simplicity, we do so for the one dimensional case, as the multidimensional setting
follows the same logic. As mentioned before, this is particularly important for optimization-
based approaches as it provides a mechanism for converging to sharp edge-preserving solu-
tions. Let Rc(6) denote the regularization term implied by the Cauchy distribution. Specifi-

cally,
6 2
Re(8) = —log pc(6) = log <1 + (7) ) ,

where we have set the location parameter 6 to zero and ignore any constant term that does
not depend on 6. To explore the behavior in the small weights regime of Rc(6), we consider
its Taylor expansion around 0 (i.e., the Maclaurin series). To this end, consider instead the
expansion of log(1 + t) given by

I
10g(1+t):t—5+§+.... (2.18)
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Figure 2.5: Negative gradient fields of the Gaussian (left) and Cauchy (right) regularizers.
Color indicates magnitude.

Substituting t = ?Ti gives the desired result. That is,

1 1
Re(0) ~ —6% — — 6%, 2.19
C ( ) ,)/2 2 74 ( )
where we have truncated the expression to the first two terms of the series. Notice that, to
first order, the Cauchy penalty around 6 = 0 behaves like a Gaussian (L) regularizer with a
penalty factor of % For reference, the Gaussian regularizer implied by a zero-mean Gaussian

prior with scale 7 is

Rg(0) = —6°. (2.20)

This local equivalence is illustrated in Figure which plots the negative gradient fields
of the bivariate Cauchy and Gaussian regularizers side by side. The two fields are visually
indistinguishable near the origin, and diverge only as |0| grows. To measure how much
the curvatures from both regularizers resemble at # = 0, consider the second derivative of
both R¢(0) and Rg(0) at this point. For Cauchy, since the Taylor expansion matches all the
derivatives at the expansion point § = 0, this value can be easily extracted by differentiating
twice. For the Gaussian case, we can directly differentiate the regularizer expression in
(2.20) accordingly. Thus, we obtain

2 1
R (0) g0 = ol and  Rg(0)|o—0 = — (2.21)

a
Meaning that, for 7> = 25%, both regularization strategies are indistinguishable from each
other around 6 = 0.
On the other hand, large weights are penalized differently as the series expansion does

not hold anymore. To see this, consider 8 » . Then, 1 + 3—22 ~ fr—zz, so that R¢(6) becomes
Rc(0) ~2logh, 6> 1. (2.22)

Meaning that, for large weights, the penalty is much weaker compared to the small regime.
Due to such logarithmic behavior, the gradient decays as % which means that the shrinkage
effects reduces as 6 increases. This contrasts with the L, regularizer where shrinkage effect
is at all times proportional to 6. The same conclusion can also be obtained by examining the
first derivative of R¢(6) directly, which is given by

20

(2.23)
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2.4. Heavy tailed distributions

When 6 » 7, the derivative decays by % and thus large weights do not shrink as forcefully.
As a final remark, note that the maximum of the first derivative occurs at 7, that is,

2 (02— 2)

03Rc(0) = -
? (62 +92)

0— |6 =1 (2.24)

since vy is always positive. Said differently, weights located within the radius |f] < 7 are
pushed toward zero with increasing force until the first derivative peaks at |f] = <. For those
weights that where able to escape this regime, for instance, by means of the loss landscape or
initialization, the shrinkage effect becomes less apparent and they are sais to be released.
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Methods: Bayesian inference

A full Bayesian description of a probabilistic model requires the evaluation of the posterior
distribution of the latent variables involved. For many models use in practice, however, this
distribution is hard to access analytically. Typically, this is due to the high dimensional latent
space although, for more highly nested non linear models, it can also be the case that the like-
lihood describing the data generating process is so that the posterior density becomes highly
complex. In such situations, the evaluation of expected values with respect to the posterior
often becomes an unfeasible task. This expectation is particular as many applications rely on
it. For instance, to be seen in Section 3.4} in the expectation-maximization algorithm we need
to evaluate the expectation of the complete-data log likelihood with respect to the posterior
distribution of the latent variables [2]. Another important use case is deriving the predictive
distribution of a new observation ynew Which is obtained, as given in , by taking the ex-
pectation of the model likelihood with respect to the posterior distribution. It is therefore a
main challenge within the Bayesian framework to find ways to characterize the posterior.

In such circumstances, it is perhaps the only option to resort to approximation techniques,
as the ones described in this Chapter. The first one, deep ensembles, approximates uncer-
tainty through collections of independently trained models. The second is Markov Chain
Monte Carlo (MCMC), which approximates the posterior by sampling from a Markov chain.
Finally, we present the variational inference framework, in particular, the mean-field approx-
imation and its associated equations.

3.1 Maximum a posteriori

Inference techniques are typically divided into two categories according to how they treat the
latent variables in the model. On the one hand, the frequentist, assumes these are fixed, but
unknown, and aims to estimate it from data. In this setting, uncertainty is only attributed to
the data-generating process via the noise term in the measurement model (2.1, and inference
is only concerned with producing a single point estimate say, for instance, via maximum
likelihood estimation. On the other hand, the Bayesian way acknowledges uncertainty about
latent variables a priori and provides a formal way of mixing domain knowledge and data
evidence through Bayes Rule. Nonetheless, even under a Bayesian framework, it is often
desirable to summarize latent variables using a single statistic. In what follows, we review

13



3.1. Maximum a posteriori

the mode of the posterior density, more commonly known as the maximum a posteriori (MAP)
estimator.

As before, assume an independent fixed data set of observations {x,, };\’:1 summarized
by the matrix X € RV*D and the vector y € RN. MAP estimates are obtained by maximizing
the posterior distribution. More concretely,

Oviap = arg max p(6 |y, X). (3.1)
This is equivalent to minimizing the negative log-posterior,
Onap = argmin {—log p(y | 6,X) —log p(6)}, (32)

where we have used the product decomposition in For this optimization task, we pro-
ceed as in [9] and use a network that outputs two values in the final layer that correspond
to the predicted mean jp(x) and variance 0j(x) > 0 of a (possibly) heteroscedastic (input-
dependent) Gaussian likelihood. Meaning that,

N N
Py 16,%) = [T p(yn | 0,x) = [TN (malxu), o3 (xa) ) - (33)
n=1 n=1

where 11(x,) and 03 (x,,) represent the outputs of the network for the n-th input sample. The
contribution of a single observed data point (x,, y,) to the negative log-likelihood is thus
given by

log 3 (xu) , (yn — o (x))?

—log p(yn | 0,xn) = > + 202 () + const (34)
o \Xn

To constrain the variance sub-network to positive values, the scalar output is transformed via
an exponential function, that is,

03 (x) = exp (W(fzzL_l) , (3.5)
where z'~! denotes the last hidden layer activation feeding directly to the output, and Wﬁz

are the weights (including the bias) of the variance sub-network output layer. Next, we im-
pose a prior over the weights 6, so that the full objective function to be minimized is

+R(6) (3.6)

N 10 2(x, n— Xp, 2
7@ =3 [ 8300 | 20585,1)”

n=1

where we let R(0) = —log p(0) symbolize the regularization term implied by the prior. The
MAP estimate then becomes
Opiap = argmein J(0). (3.7)

As mentioned previously, we consider Gaussian, Laplace and Cauchy priors whose regular-
ization terms are denoted by Rg(80), Ry (0) and Rc(8), respectively. These are given by

1 2
Rg(0) = @Zej,
]

1
RL(Q) = b 2 ‘9j|/ (3.8)
]

Re(0) = Zlog (1 + (?)2> .

]

Notice that we assume an i.i.d. prior over 6.
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3.2. Deep ensembles

We follow [16] and [9] and minimize the criterion in (3.6) using a two stage procedure:
a warm-up stage where only the mean sub-network is updated followed by a full-training
mode where both sub-networks are optimized jointly. In the warm-up stage, we focus on
avoiding minimizing 7 (8) by arbitrarily increasing c2. This is achieved by freezing the
weights associated with the variance sub-network until the fitted mean sub-network, y4(x),
is somewhat close to the true regression function g (x). The initial weights for the mean sub-
network are drawn from the chosen prior distribution while for the variance sub-network are
set to zero, corresponding to an initial estimate of unit variance over the entire input space.
Initializing weights by sampling from the prior is particularly important in this setting, as it
ensures that the network starts with weight configurations consistent with the assumed reg-
ularity. For the Cauchy prior, this means that large weights are present from the start, giving
the network the capacity to represent sharp transitions from the first training iteration.

The warm-up stage is completed once the approximation of true pg(x) stops improving.
At this point, as suggested in [16], to accelerate learning 07 (x), the bias of the output layer for
the variance sub-network is set to the log of the current mean variance over the training data
and, for subsequent training, all parameters (from both sub-networks) are updated until the
total number of epochs is reached.

3.2 Deep ensembles

We use the term deep ensembles to refer to the strategy of using a collection of neural networks
as base learners for a regression or classification task. Let M denote the number of members
in the ensemble and {6, }n]\f:l denote the parameters of the ensemble. That is, 8,, corresponds
to the parameters of the m-th element of the ensemble. These members, each being an inde-
pendent neural network, are trained independently and in parallel according to the two stage
procedure described for the MAP estimate (see Section . Similarly to [9], we treat the en-
semble as a uniform mixture, that is, p(y | x) = M1 2:1 p(y | 6m,x) which, according to
our choice of likelihood, becomes a mixture of Gaussians with equal mixing probabilities. In
particular,

M
Py %) =M1 Y N (v e, (x),63,() (39)
m=1

Then, as done in [9]], we collapse the distribution to a single Gaussian having the same pa-
rameters as the mixture, so that

P 1%) =N (v | n(x),0(x)) (3.10)
where

M
n(x) =M~ > p,, (%)

””;1 (3.11)
() =M1 Y (0, () +115,(0) —HA(x)

m=1

Note that this collapse is an approximation, as a mixture of Gaussians is not itself Gaussian.
However, following [9], it provides a computationally convenient single predictive distribu-
tion.

3.3 Markov Chain Monte Carlo

The origin of Monte Carlo (MC) methods traces back to 1946 at Los Alamos, where the idea
of using randomness to workaround analytical intractability was conceived from conversa-
tions between the well recognized von Neumann and Stanislaw Ulam [18]. The goal at that
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3.3. Markov Chain Monte Carlo

time was to calculate neutron diffusion rates in fissile material (for nuclear bombs). Through
the use of the ENIAC (Electronic Numerical Integrator and Computer), simulation of parti-
cle systems became possible and the quantities being considered were able to be estimated
using stochastic collisions. Fission rates, for instance, could then be estimated by counting
how many particles survived the simulation. The limitation of MC methods, however, was
on the available distributions from which samples could be drawn, which were restricted to
the uniform and its transformed variants. During the same time, Marshall Rosenbluth and
his wife Arianna, Edward Teller and his wife Augusta, and Nick Metropolisﬂ acknowledged
such restrictions during their work on the properties of the Boltzmann distribution from sta-
tistical mechanics [13]]. The realization was that uniform sampling from the possible set of
configuration was not practical as high energy configurations were chosen with high prob-
ability, contrary to what the Boltzmann distribution implies. Therefore, the need to sample
from more complicated probabilities quickly became a major concern which gave rise to what
we now know as the Markov Chain Monte Carlo (MCMC) algorithms.

Markov chains

This subsection provides a brief and somewhat informal treatment of Markov Chain as it
will provide a clear landscape of what the MCMC algorithms propose. Assume a stochastic
process {X; | t € T} defined on a common probability space (Q), F, P) where T is a countable
set and X; takes values in some state space S for all t € 7. The process is said to be Markov if

P(th €A | Xi=x;,i< t) = P(Xt+1 eA ‘ X = xt) (3.12)

for any choice of appropriate EI set A,any t € T and any x; € S with i < t. In other words, a
process is Markov if the probability of a future event depends on the past only through the
most recent observation. We denote the conditional probabilities in the right hand side of
(3.12) as the transition probabilities. More concretely, for any x € S and A < S, we let

pe(x, A) = P(Xpy1€ A| Xp = x) (3.13)
Similarly, we define the h-step transition probabilities as
pl(x,A) = P(X;up € A| X¢ = x). (3.14)

That is, the probability of reaching A from x by means of & transitions. Hereinafter, we only
consider time-homogeneous Markov chains, which are those whose transition probabilities are
independent of ¢, that is, p¢(x, A) = p(x, A) and p}'(x, A) = p"(x, A) forall t e T.

A major concern in the study of Markov chains is to characterize the stable (also called
invariant or asymptotic) distribution 7t. A complete treatment on the necessary and/or suffi-
cient conditions for such distribution to exists is out of the scope of this work. The case when
the state space S is continuous (uncountable) is complex and we instead refer the reader
to [14] for a comprehensive treatment. Instead, for the ones considered in this section, we
require that such a distribution exists and satisfies [20]

Jim pl(x, A) = m(A) (3.15)

for all subsets A = S. That is, for large enough #, the h-step transition density converges to
the invariant density 7r. However, the idea of MCMC algorithms is to consider the reverse
direction: if we are given a target distribution, say 7r, which transition probabilities will make
the Markov chain leave 7t as the asymptotic distribution? In what follows we review the
Metropolis-Hasting algorithm which is a specific instance of a MCMC algorithm that pro-
poses a solution for this question.

!During the 50th anniversary of the Metropolis algorithm, Marshall Rosenbluth clarified that Metropolis played
no role in the development of the algorithm itself, contributing only access to computing resources. See [6]
2Measurable subset of the state space S.
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3.3. Markov Chain Monte Carlo

The Metropolis-Hasting algorithm

Suppose we are given a target density 7t for which we wish to sample from. The underlying
idea is to find a transition density p(x, y) that satisfies the reversibility condition

r(x)p(x,y) = (y)py, x). (3.16)

It follows that is such a condition is true, then 7t is the invariant distribution of the Markov
chain [20]. Suppose that we start with some initial transition density q(x, y). If q(x, y) satisfies
for all x, y we are done. Most likely it won’t. For example, it might be that 7r(x)q(x,y) >
7(y)q(y, x) meaning that the process moves from x to y too often and y to x too rarely [3]. The
Metropolis-Hastings (MH) algorithm solves this by introducing an acceptance probability
a(x,y) for a new value y given the current x. Thus, we construct a new transition density §
given by

q(x,y) = a(x,y)q(x,y) + (1 - a(x,y)) &x(y), (3.17)

where Jx(y) is a point mass at x. This implies that we transition to y with probability a(x,y)
or stay at the current x (reject y) with probability 1 — a(x,y). The choice of the MH algorithm

for the value of a(x,y) is
(4 m()q(y, x) )
a(x,y) =min [ 1, ——<—F— . (3.18)
(o) = min (3, S
Notice the condition in (3.16) is satisfied by this choice.

Curse of dimensionality

Real word applications of the MH algorithm typically require to sample from a high-
dimensional target density 7. This poses a serious concern on the design of MCMC algo-
rithms as it becomes easier for the samples drawn from the Markov chain to be correlated. To
see why this is the case, we briefly review uniform densities in high dimensional spheres.

Let the random pair (X, Y) be uniformly distributed on the unit circle. We want the proba-
bility that a random instance of such pair is closer to the origin than it is to the boundary of the
unit circle, meaning that its distance to the origin is less than 3. To do so, let Z = VX2 + Y2.
Since the distribution is uniform, this probability is equal to the ratio between the areas of the
half-radius circle and the full unit one. Namely,

2
1
PO<Z<iy= ~(3) _1 (3.19)

that is, it is 3 times more likely that a random sample lands closer to the boundary. It is
interesting to see what happens as we grow in the number of dimensions, as our geometrical
intuitions conceived by our three dimensional view of the world fail badly. For this purpose,
consider the general case of a uniform distribution over a n-dimensional sphere of radius r
whose volume is given by [1],
w2y,

e +1)r , (3.20)
where T is the gamma function. Now, imagine a thin shell of width € € (0,1) attached to
the surface of the sphere. Following the same argument, the probability of a random sample
being outside the inner n-dimensional sphere of radius 1 — € (i.e., falling inside the € width
shell) is

Vu(r) =

Vu(1—¢€)
V(1)
Notice that for a fixed € > 0, the probability goes to 1 as n — co. In other words, as the

dimension grows, a shell of arbitrary small width captures all of the volume inside the n-
dimensional sphere and thus (almost) all the probability.

Pl-e<Z<1)=1- =1-(1—¢)". (3.21)
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Dense densities close to the edges is not a property of the uniform, but a reality shared
across high dimensional distributions. The MH algorithm faces a hard challenge when work-
ing in such a setting as the Markov chain needs to perform very small steps to not get rejected
as often. However, this results in highly correlated samples which makes convergence take
long to reach making the random draws from the chain not trustworthy. The need for a
dimension-robust MCMC sampling is particularly important for our case as the BNNs con-
sidered contain thousands of parameters.

3.4 Variational Inference

Here we review the Variational Inference (VI) framework by first going through the ideas
behind the Expectation-Maximization (EM) algorithm [19], as the former can be understood
as a generalization from the latter when the exact posterior of the latent variables is not ac-
cessible. To this end, assume a probabilistic model defined by observed variables Y, latent
variables Z and parameters 8. We allow the model to be conditioned on a set of observed
features X, which we omit from the notation for simplicity. Therefore, our model specifies a
family of distributions P indexed by ®, such that

P ={pe(y z) | 0 €O} (3.22)

We call realizations of the random pair (Y,Z) as the complete data set, and refer to the ac-
tual observed data from Y as incomplete. Our goal is to learn the parameters 0 from the
data by maximizing the incomplete-data log-likelihood (also referred to as the marginal log-
likelihood or log evidence) defined as

log pe(y) = log f oy, z)dz (3.23)

Maximizing this quantity is, in general, a difficult problem. For a fixed 6, the integral is often
intractable as its dimensionality grows with the number of latent variables. Even so, knowing
how to compute the log-evidence is only half-way as the optimization task is, in general, non-
convex in 0 and may admit multiple local optima. Moreover, observe that, even if the joint
belongs to the exponential family, the integral in prevents the logarithm from acting
directly on it, so we should not expect it to be reduced to a simple form.

The incomplete-data likelihood decomposition

The core idea behind the EM algorithm (and the VI framework) is to introduce an associated
parametric family of distributions Q indexed by ® over the latent variables Z, such that

Q={q4(2) | p € D} (3.24)

and rewrite the marginal log-likelihood as an expectation over q4(z). In particular,

_ po(y,z)
logfpe(y,z)dz =logE,, (2 { 70@) ] (3.25)
Then, by Jensen’s inequality,
Pe(y,Z)] [ Pe(ny)}
logE, ) | —7=-| = E,, () |log —"= 3.26
&%q(2) [ 49 (2) a¢(2) |10 49 (2) (3.26)

where we have used the fact that log x is a concave function. It can be shown that the gap
between both sides of the inequality is the Kullback-Leibler (KL) divergence between g4 (z)
and the posterior pg(z | y), defined as

¢ (2)
KL(q¢ | po) = Ey(2) [log pg(zm} (3.27)
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Thus, for any q4(z) € Q, the following decomposition holds

log pe(y) = L(¢,0) +KL(q¢ || pe) (3.28)

where we let L(¢,0) denote the lower bound in (3.26). Since the KL divergence is non-
negative, log pe(y) = L(¢,0) (as already implied by (3.26)), thus maximizing L(¢, 8) will
cause the corresponding marginal log-likelihood to increase as well. This is precisely the
strategy used in the EM algorithm that we review next.

Maximizing the lower bound

It is worth highlighting the current status of our goal of maximizing the marginal log-
likelihood. So far, direct attempts require one to compute the integral in which is
usually intractable. Alternatively, we introduce a new parametric family of distributions Q
that allowed us to define a surrogate objective function £(¢, 0) that, by maximizing, we in-
directly improve the original objective. In fact, it follows that any algorithm that converges
to the global maximum of £(¢, 8) will find a value of 6 that is also a global maximum of the
marginal log-likelihood (Chapter 9 in [2]]). Therefore, we now consider the task of maximiz-
ing the quantity £(¢, 0), also referred to as the Evidence Lower Bound (ELBO). According to
the decomposition in (3.28),

L($,0) =logpe(y) —KL(q4 || pe) (3.29)

To maximize this expression, the EM algorithm follows a coordinate-ascent strategy in which
we successively maximize each coordinate independently, which we now define. Suppose
the current values for the parameters are ¢4 and 8,4. In the first step (E-step), we fix 0 =
0,1q and maximize £(¢, 0,q) with respect to ¢. Since the first term in (3.29) is independent
of ¢ and KL is non-negative, the maximum corresponds to the value of ¢ that causes the
divergence term to vanish which, as noted earlier, occurs whenever both distributions are
equal. Thus, the maximizer at this stage is the new value ¢new such that g¢,.,, (z) = pe,,(z |
y). Observe that this is only possible if the true posterior actually lives in Q, that is, we can
represent it exactly with a choice of ¢.

For the next step (M-step), ¢ = @Pnew is fixed and L(Pnew, ) is maximized with respect
to the second coordinate 0. This second step returns some new value Onew for which £ has
increased and, consequently, the marginal log-likelihood (unless it is already a maximum).
Observe that, at this point, the density gg,.,, (z) from the previous step is no longer equal to
the new posterior pg, ., (z | y), so the KL divergence in the new lower bound £(¢new, Onew)
becomes strictly positive again. With this updated pair of parameters, we return to the same
decomposition in (3.29) and repeat the procedure until convergence.

As mentioned, the E step is completed by choosing the value ¢new that satisfies 4¢,.,, (z) =
Po,q(z | y). Substituting this condition into gives the expression to be maximized
during the M-step. In particular,

L(Pnew,0) = ]Ep"old (zy) log pe(y, z)] + const, (3.30)

where the constant is simply the negative entropy of the g distribution, which is independent
of 6. That is, the M-step reduces to

Onew = arg max {]Ep%ld (zly) [0 pe(y,z)]} (3.31)

The EM algorithm thus proposes a simple heuristic to maximize pg(y): since we cannot use
the complete-data log likelihood, we instead consider its expected value under the posterior
distribution of the latent variable.
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Mean-field approximation

Now, suppose that our choice of probabilistic model is such that true posterior has no closed
form. In terms of our previous discussion, assume the true posterior pg(z | y) is such that it
is not included in our parametrized family Q. Then, the E-step from the EM algorithm is no
longer possible as we will never find the value of ¢ that makes q4(z) = po(z | y).

In this situation, we accept the fact that our choice of Q will not contain the true posterior,
so that the KL divergence in the decomposition will not vanish as intended. Hopefully,
Q it is still representative enough so that we can perform the E-step by instead minimizing
the KL divergence between the q4(z) and pg(z | y). In particular, the E-step becomes

P = argm(gnKL (94 || Po) (3.32)

A schematic representation of this task is provided in Figure .1 where we show the density
74 (z) € Q that is the closest, in the KL divergence sense, to the true posterior pg(z | y).

The natural follow-up is to maximize 0 in the M-step while keeping ¢* fixed. Unfortu-
nately, we cannot formulate an analytical expression for this step as the solution for
has no closed form. Fortunately, in our setting, the latent variables Z correspond to the net-
work weights, and thus 6 represents the prior distribution parameters, which are treated as
fixed throughout. Consequently, the M-step is omitted entirely, and the ELBO optimization
reduces to the minimization task in (3.32).

We now describe a particular choice of Q, known as the mean-field approximation, where
we assume each coordinate z € z factorizes independently. Namely,

]
99(z) = | [ a9 () (3.33)
j

It is worth noting that this parametric approach differs from the more general functional
assumption in which Q is not assumed to be parametrized by any index set ®. In such a case,
no restriction on the functional form of each of the factors is considered and a (variational)
optimization is performed by optimizing each of the factors in turn (see Chapter 10 of [2]).
Here, we retain an explicit parametrization ¢ and instead treat the optimization in (3.32) as a
standard numerical optimization problem over the parameters of each factor.

For the experiments presented in Chapter [}, we explore the mean-field approximation
using Cauchy distributed factors. That is, each factor gy,(zj) is chosen to be an inde-
pendent Cauchy distribution with location parameter y; and scale parameter 7;, so that
¢ = (#1,71,--.,15,7y) collects all variational parameters. The optimization in then
corresponds to finding the location and scale parameters that bring the mean-field Cauchy
approximation closest to the true posterior in the KL sense. Observe that, for our case, | cor-
responds to the total number of parameters in the network and thus ¢ € IR?/, as each network
weight is assigned an independent variational location and scale parameters.
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All distributions

ming KL(q4{ || ;75 T e

Figure 3.1: Variational Inference finds the closest distribution g4+ (z) (in terms of the KL
divergence) to the intractable posterior pg(z | y) within the tractable family Q.
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Experimental Results

We consider an inverse problem where the unknown state is assumed to be a discontinuous
one-dimensional function. Our goal is to compare different choices for the prior distribution
Py. In particular, we are interested in exploring how the approximation methods introduced
in the previous sections perform under the Gaussian, Laplace and Cauchy prior strategies,
and in evaluating how accurately they are able to reconstruct the underlying hidden state.
The inverse problem we consider here is similar to that in [10] which is described next.

Problem 1 Consider a de-convolution problem on the interval X = [—1, 1] with forward model
y=A(u)+e e~N(0,0?)

where u is the unknown, potentially discontinuous parameter to be recovered. The forward operator
is defined as A = P o B where B denotes the blurring operator defined by the convolution with a
mean-zero Gaussian kernel, and P is the evaluation operator at N observations.

The true state u, its blurred version and the noisy observations are shown in Figure
We use N = 80 observations and a noise level of 0> = 0.05%. The dataset exhibits a single
piecewise-constant block with sharp discontinuities at x = —0.5, x = 0.5 and x = 0.75,
serving as a simple, yet highly revealing, benchmark for edge-preserving recovery.

Throughout this chapter we show side-by-side comparisons of the results obtained from
these priors followed by an objective analysis on the edge-preserving properties of their so-
lutions. Our main object of interest is the posterior conditional mean distribution, i.e., the
distribution of E[u | ] taken with respect to the posterior density p(6 | y). To this end, we
provide both graphical insights and quantitative measurements through the relative L-error,
defined as

IEf2] = ulls,
Tl

where 1 denotes the true regression function, i its posterior estimate, and ||-|., the L, norm
over the evaluation points. In addition, we also report the mean and standard deviation of
the sample-wise variant of this metric.

To measure the edge recovery in the reconstructions, we compare the total variation of the
true signal u against its corresponding E[il]. The total variation (TV) for a one-dimensional

(4.1)
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Figure 4.1: One dimensional de-convolution problem. The dotted red line shows the true
parameter 1, the solid blue line its blurred observation model B(u), and the black crosses the
noisy observations.

real-valued function f on the interval [a, b] is defined as

b — b /
VI(f) Lv (x)dx, (42)

which we directly approximate using finite differences. In particular,

1 b
Ar D) = F)l > [ If (ol 3)

provided that Ax = x;;1 — x; is the same for all i. The TV variation then measures how much
a function changes within an interval [a,b]. As an example, take two real-valued oscillating
functions f1, f» with the same amplitude, but different frequency. Then, the function with
higher frequency, say f;, will have a higher TV as it goes through more changes within the
same interval. For our case, the true function u is piecewise constant and thus u’(x) = 0
almost everywhere, except at the discontinuous locations where the derivative does not exist.
In order to address this, we define the derivative at these points to equal the magnitude of
the corresponding jump. More specifically,

, 0 if x # x4
. (x)‘{w(x:)—u(x*n ifx = x., .

where x, € X represents any discontinuity. Here, u(x; ) and u(xy) are interpreted as the
limit from the left and right, respectively, so that |u(x{) — u(x; )| represents the absolute
value of the jump at any discontinuous point x,. Equivalently, this can be expressed using
the Dirac delta function as

[ (x)] = () — (xS (x — xx). (4.5)

Substituting this expression into (4.2) reduces the integral into a summation over all jumps.
Concretely,

Vi (u) = D [u(a) —u(xy)l- (4.6)

And so, the total variation in the true u is the sum of the absolute jump sizes across all dis-
continuity locations in X'. Our motivation for introducing the TV is precisely this fact. That
is, a reconstruction that smooths the edges will underestimate the true TV, while one that pre-
serves sharp transitions will have TV close to the true value. However, since TV is a global
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Figure 4.2: Domain partition in two regions: Rgparp and Ryat- Rsharp contains only the points
inside the e-neighborhood of the discontinuity x..

measure, a reconstruction 7 that introduces oscillations or wiggly patterns in flat regions can
compensate for smoothed edges and still match the true TV by coincidence. To avoid this,
we partition the domain &’ into two regions, Rgparp and Ry, and compute the TV on each
separately. The region Rgparp is defined as

Rsharp ={xeX| Hx - x*” <e€} (4.7)

where, as before, x is any discontinuous point in X'. That is, a point x € X’ belongs to Rgparp
if it is inside the e-neighborhood of any discontinuity x.. Obviously, a point belongs to R, if
it does not belong to Rsparp- Figuredepicts a schematic representation of this partitioning.

For all the results presented in this section, we chose € in 4.7 to be equal to the step size
between adjacent points in the discretized domain. Then, Rgparp Only consists of points 1 step
away, in the discrete sense, from the discontinuities. Meaning that, if x4 is a discontinuous
point, only its two most adjacent points (one for each side) are included along with x, itself.

In what follows we present the numerical results for each of the methods described in
Chapter |3 All experiments were performed using a fully connected network with tanh(-)
activations. Similar to [10]], the architecture used in deep ensembles and MCMC consists of
three hidden layers of size [50,50,100]. For the variational framework, however, we used a
smaller architecture with layer widths [50,50], motivated by the research questions of this
work, which investigate whether the Cauchy mean-field approximation can achieve compet-
itive reconstruction quality with more computational efficiency. All priors across all methods
are set to their standard variant (zero mean and unit scale). All of the numerical experiments
were performed using the NumPyro 0.20.1 [17] Python package.

Deep ensembles

Weights and biases of each ensemble member were initialized independently from the prior
distribution. Both the warm-up and full training stages described in Section (3.1| were opti-
mized using the Adam optimizer with a cosine annealing learning rate schedule [11]].

The shaded regions in Figure[4.3|represent the empirical distribution of the reconstructed
signals across ensemble members. A visual inspection shows that, for the Gaussian and
Laplace networks, the reconstruction of the true parameter u near the discontinuities ap-
pears over-smoothed while the Cauchy captures the block structure more closely. Despite
each ensemble member being initialized independently from the prior, Figure 4.3|shows that
the ensemble members converge to a similar solution, thus showing small variation across re-
constructions. We provide arguments on why this is the case in Chapter 5| where we provide
topological descriptions about the landscape introduced by sharp target signals.

This is consistent with the numerical results in Table [£.T| where Cauchy achieves the best
performance across all metrics.
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Figure 4.3: Deep ensemble posterior mean distributions. Top: mean of posterior reconstruc-
tions i with 90% empirical credible interval for an ensemble of 30 networks. Bottom: individ-
ual samples.

Score Gaussian Laplace Cauchy
|E[a] — ullr, /||ullL, 10.48 11.93 8.15
E[||a —ul|r,]/||ullr, 10.66 12.70 9.21
Std[[|a — ul[r, ]/ ||ullL, 0.006 0.009 0.011

Table 4.1: Relative Li-error of samples obtained using the deep ensembles method. Best
results per row are shown in bold.

Region Gaussian Laplace Cauchy

Rsharp 3.61 3.25 3.77
R fat 1.68 191 1.18

Table 4.2: Total variation obtained using the deep ensembles method. Best results per row are
shown in bold.

Table measures the total variation across all signals and for the two regions Rsharp
and Rg,;. We observe that, on average, the Cauchy regularization is performing best in both
regions, which further demonstrates the ability of this prior to promote both large and small
weights into the final reconstruction, as discussed in Section

MCMC

We now continue by exploring the results obtained using MCMC. We used the No-U-Turn
Sampler (NUTS) [7]], an MCMC variant algorithm that allows for an adaptive step size strat-
egy, which reduces the need for hand-tuning the initial conditions of the algorithm. For our
numerical experiments, we use 4 parallel chains and a target acceptance probability of 0.8.
Each chain runs 2000 warm-up steps followed by 2000 posterior samples. All chains within
the same regularization scheme are initialized to the same MAP estimate obtained from an
initial optimization run. Gaussian, Laplace, and Cauchy priors are each placed indepen-
dently on every network parameter and the observation noise ¢ is inferred by placing a Half
Normal prior distribution.
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Figure 4.4: Posterior mean distributions obtained with MCMC NUTS algorithm under dif-
ferent prior assumptions: (a) Normal, (b) Laplace, and (c) Cauchy. Top: reconstruction i ob-
tained using the MAP estimates used to initialize the parallel chains in NUTS. Middle: mean
of 1000 posterior reconstructions i with 90% empirical credible interval. Bottom: individual
posterior reconstructions # illustrating the variability across the approximated posterior.
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Score Gaussian Laplace Cauchy
|E[a] —ull, /||ullL, 9.61 9.12 7.77
E[||a —ul|r,]/|lullr, 10.53 10.03 8.64

Std[|| 2 —ul[,)/[lul,,  0.007 0.007  0.008

Table 4.3: Relative Lq-error of samples computed by NUTS. Best results per metric are shown
in bold.

The results for each regularization strategy are shown in Figure Here, the top row
shows the MAP estimate used to initialize the parallel chains. The middle and bottom rows
show the posterior mean with 90% empirical credible intervals and individual posterior sam-
ples, respectively. Overall, results are consistent with those obtained from the deep ensem-
bles, that is, Gaussian and Laplace priors yield smooth reconstructions, while the Cauchy
prior better captures the sharp transitions in the true parameter u. Similarly, the variation
across samples is small. Cauchy, once again, achieves the best relative L;-error as shown in
Table Table [4.4) shows the total variation scores where Cauchy also achieves the highest
TV in Rgparp and the lowest in Ry

Variational Inference

Next, we present the reconstructions obtained from the variational framework. We used a
mean-field approximation where each latent variable, that is, each weight and bias of the
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Region Gaussian Laplace Cauchy

Reharp 3.75 3.78 3.87
Rlat 1.39 1.23 0.80

Table 4.4: Total variation obtained with NUTS. Best results per row are shown in bold.

Score Gaussian Laplace Cauchy
|E[a] — ullr, /||ullL, 9.64 10.21 11.71
E[||a —ul|r,]/ ||ullr, 11.65 11.89 12.52
Std[||a — ul|r,]/[|ullL, 0.09 0.08 0.07

Table 4.5: Relative Li-error of samples obtained using the Variational Cauchy mean-field
approximation. Best results per row are shown in bold.

Region Gaussian Laplace Cauchy

Risharp 3.60 4.03 3.91
Rilat 0.78 0.08 0.06

Table 4.6: Total variation obtained using the Variational Cauchy mean-field approximation.
Best results per row are shown in bold.

neural network, is assigned an independent Cauchy variational factor. Similar to MCMC, we
use a local minimum obtained from an initial MAP optimization run to initialize the Cauchy
variational location parameters. The initial variational scale was set to 1073 across all factors.
The variational parameters were optimized for 5- 10* steps using the Adam optimizer with an
exponential decay learning rate schedule, with an initial step size of 1073. We use 8 particles
to construct Monte Carlo estimates of the ELBO gradient VL. The observation noise o
was set fixed to its true value during the optimization. Note that a tight initialization of the
variational parameters around the MAP estimate was achieve by setting the initial scale to a
low value. Had this been done differently, subsequent optimization steps would have caused
the initial MAP reconstruction to be quickly lost as the entropy term in the ELBO drives the
scale parameters toward larger values.

Numerical results obtained with each neural network prior are shown in Figure 4.5|and
Table 4.5 shows the L; relative error between the true state u and its reconstruction #. We
observe that, in contrast to the other approaches, the Gaussian distribution achieves the low-
est L score. This is because L1 is a global metric that rewards consistent proximity to the
truth across the entire domain. The smooth Gaussian transitions incur small but uniform er-
rors everywhere, while Cauchy and Laplace produce sharper transitions that are locally more
accurate at the discontinuities but accumulate small systematic offsets in the flat regions, re-
sulting in a worse global L1 score.

Moreover, Table [4.6| shows the total variational scores. Here, Laplace and Cauchy priors
are the preferred choice in both regions. In particular, both of these priors achieve the highest
TV in Rgparp and the lowest in Ry across all methods, indicating that both preserve edge
sharpness while suppressing variation in flat regions. Through a similar comparison, notice
that the Gaussian prior under the Cauchy mean-field approximation also attains its lower
Rat across all methods. We elaborate further on this finding in Chapter [5| where we argue
for an implicit edge-preserving effect introduced by this method.
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Figure 4.5: Posterior mean distributions under mean-field Cauchy variational approximation
with different prior assumptions: (a) Normal, (b) Laplace, and (c) Cauchy. Top: reconstruc-
tion i obtained using the MAP estimates used to initialize the variational location parame-
ters. Middle: mean of 1000 posterior reconstructions i with 90% empirical credible interval.
Bottom: individual posterior reconstructions i illustrating the variability across the approxi-

mated posterior.
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Discussion

The role of heavy-tailed initialization in deep ensembles

We would like to emphasize the importance of sampling from the prior when initializing
the weights of the ensemble members. The reason this strategy becomes relevant is due to
the loss landscape introduced by discontinuous targets which generally admits two types of
minimizers: smooth solutions that approximately follow the discontinuities of the true sig-
nal and sharp solutions that fit such discontinuities closely. Heavy-tailed initialization assign
large values to the network weights from the beginning of training which means that the lo-
cal search from subsequent steps is already conditioned on solutions promoting sharp transi-
tions. By contrast, standard initialization strategies that concentrate around zero cause train-
ing to converge to a smooth solution, regardless of the prior choice. That is, even when using
the Cauchy regularizer, a close-to-zero initialization strategy will still converge to smooth so-
lutions. This can be understood by the fact that, in the low weights regime, this regularizer
approximates a L, penalty, effectively causing close to zero weights to remain as such and
suppressing any edge-preserving feature.

The larger standard values for Cauchy in Table [4.1|are also consistent with the loss land-
scape interpretation provided in this work. For minima located at sharp regions, the Cauchy
penalty gradient is weak (decays as %, see Section , allowing weights to move more freely
and settle at different minimizers across independent members of the ensemble. This sug-
gests a shallow landscape with multiple flat minima at the large weights regime that make
distinct ensemble members converge to different, yet equally valid, solutions. Notably, this
multiple local minima landscape was also noted in [10], even when the forward pass of the
network is linear. By contrast, the Gaussian prior exerts a penalty proportional to the gradi-
ent’s magnitude, effectively forcing weights to a common minimizer regardless of the initial
weights. This directly causes less variability on the solutions to which these ensembles mem-
bers converge and, therefore, a smaller value for the standard deviation in Table The
flatness observed for the Laplace prior can also be explained through the shrinkage force in-
troduced by its regularization penalty. Since its gradient is constant in magnitude, all the
initial weights are pulled towards zero with the same strength effectively promoting sparse
solutions in the final reconstruction.

We also highlight that deep ensembles offer a computationally cheap alternative to full
Bayesian inference. Each member of the ensemble can be understood as an approximate
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sample from the local posterior concentrated around the MAP estimate, so the empirical dis-
tribution of forward passes approximates the posterior distribution of the regression function
in the neighborhood of that mode. The full posterior predictive is then recovered by treating
the ensemble as a uniform mixture of Gaussians as described in Section yielding a sin-
gle Gaussian whose mean and variance come directly from the ensemble output. Ensembles
training is also an ideal use case for parallelization and a suitable choice for large scale dis-
tributed computation as all members are independent between each other. It also provides a
probabilistic interpretation for inference without the need for a full Bayesian approach, which
might encourage the community to keep non-Bayesian approaches part of their stack.

The consistency between deep ensembles and MCMC is encouraging, suggesting that the
ensemble provides a reasonable approximation to the true posterior across all priors, which
is consistent with the interpretation of MAP estimates as local mode approximations. That
is, by initializing each member independently from the prior, the ensemble explores multiple
modes of the posterior density. This is further supported by the findings of [10], where sim-
ilar agreement was observed between ensemble and preconditioned Crank-Nicolson (pCN)
MCMC experiments under Gaussian and Cauchy priors.

Mean-field Cauchy approximation as an implicit edge-preserving mechanism

Let us discuss next the variational inference results. Note that, different from deep ensem-
bles and MCMC, the reconstructions obtained from the Cauchy mean-field approximation
remain flat in regions where the true u is constant, regardless of the choice of prior, mak-
ing all solutions follow the block structure more closely. We argue this behavior is a di-
rect consequence of the heavy-tailed parametrization imposed in the posterior distribution.
Meaning that, analogous to the function samples shown in Figure for the prior predic-
tive mean, function samples from the posterior predictive mean will also contain sharp and
discontinuous-like transitions since they also arise from a heavy-tailed distribution over the
weights. The Cauchy mean-field parametrization thus acts as an implicit regularizer promot-
ing sharp structures across any choice of prior. In addition to the visual insights of the recon-
structed signals, such a claim is further supported by comparing the TV score across Tables
and Notice how the variational approach attains the lowest flat TV score across
all priors, revealing that the Cauchy mean-field posterior parametrization edge-preserving
effect is consistent and independent of the prior distribution.

Remarkably, the results for the mean-field Cauchy approximation under the Laplace and
Cauchy priors achieve the highest sharp TV scores with reconstructions that follow the sharp
transitions closely. We interpret this behavior as the result of a complementary effort be-
tween the prior and the Cauchy posterior parametrization. That is, although through differ-
ent mechanisms, both Laplace and Cauchy priors allow large weights to exist. For instance,
since the Laplace regularizer is constant in magnitude, the effect of its pulling force relatively
to the large weights introduced by the heavy-tailed posterior parametrization is negligible,
thus allowing sharp transitions to persist across the domain. Under the the Cauchy prior, the
preservation of large weights follows from the discussion in Section 2.4| where we showed
that the regularizing force actually diminishes as weights grow. These observations allow us
to provide an answer to the first research question: the Cauchy mean-field approximation and
large-weight promoting priors act as complementary edge-preserving mechanisms.

On the other hand, the reconstructions for the Gaussian prior provide a different perspec-
tive. Here, the Cauchy variational approximation succeeds at suppressing the wavy patterns
in flat regions, causing the reconstructions i to follow closely the true signal u wherever the
latter is constant. This observation also suggest a complimentary effort between the prior and
the variational family. The Gaussian shrinkage force grows proportional to weight magni-
tude, effectively driving weights toward zero. In this low-weight regime, the Cauchy penalty
approximates a Gaussian, reinforcing the same shrinkage effect and further promoting flat
reconstructions. These observations allow us to provide a complementary answer to the first
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research question: the shrinkage effect of small-weight promoting priors is reinforce by the Cauchy
mean-field approximation, whose low-weight behavior resembles a Gaussian penalty.

Mean-field Cauchy approximation as more efficient alternative

To further assert the more efficient reconstruction under the variational approximation, a
smaller fully connected network of width [50,50] was chosen in place of the three hidden
layers [50, 50, 100] network used for the remaining methods, which amounts to 2,701 against
7,851 (~ 3 times less) parameters. Despite the reduced capacity, the reconstructions still offer
edge-detecting behavior, as shown by the illustrations in Figure where both Laplace and
Cauchy priors produce sharp functions that closely resemble the true discontinuities and is
further supported by the TV score values in Table

The explanation for this finding also relies on the posterior function space induced by the
Cauchy variational parametrization. Imposing a desired posterior state leads to the possi-
bility of considering lower complexity models as the representation for functions with edge-
preserving properties is already encoded in the parametrization choice. In other words, ex-
plicitly encoding the desired edge-preserving behavior into the posterior parametrization reduces the
representational cost on the network, lowering the computational resources needed to achieve sharp
reconstructions.

Limitations and future work

The claims that we provide in this Chapter are subject to the limitations and scope of the
numerical experiments performed in this work, that we now discuss.

Although the empirical evidence suggests the mean-field Cauchy approximation intro-
duces an edge-preserving bias on the final reconstructions, this study only considers the case
of one-dimensional signals. A natural extension is to introduce an equivalent inverse prob-
lem in two dimensions and provide empirical proof that the edge-preserving mechanism also
holds in higher dimensions. This is the approach taken by [10] which future work can also
take as benchmark for future comparison.

Another useful comparison is to show side-by-side reconstructions between the Gaus-
sian and Cauchy mean-field approximations, which would provide further evidence that the
edge promoting bias mechanism is consequence of the heavy-tailed factorization and not a
property that is induced entirely from the prior. Indeed, one would expect that, under the
Gaussian mean-field approximation, any edge-preserving belief encoded through our choice
of prior will get overridden by the smooth function space induced by the Gaussian variational
family.

A theoretical characterization of the edge-preserving effect would also prove to be ben-
eficial, as it would allow the experimentation and empirical evidence to be grounded on
mathematical rigor. This could be achieved, for instance, by analyzing the behavior of the
ELBO gradient under the Cauchy variational family and examining how the heavy-tailed
factorization shapes the optimization landscape.
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Conclusion

Many phenomena in signal processing require modeling assumptions that deviate from stan-
dard smooth-promoting approaches, as is the case of the sharp, convoluted and noisy one-
dimensional signal studied in this work. The Bayesian alternative allows to model this pat-
tern by encoding their discontinuous-like structure using a class of distributions referred to
as heavy-tailed. This choice is supported by the previous work from [10] where it was shown
that, for a fixed input, the derivative of the output of the neural network is heavy-tailed,
provided that the network weights are heavy-tailed as well. This implies that the deriva-
tive of the output can take on extreme values at a meaningful rate, and thus the network
output exhibits large jumps that visually appear as discontinuities. The high dimensional
latent space implied by the network weights and biases, along with its highly nested non
linear structure, prevents numerical tractability of the exact posterior distribution, making
approximate methods the only choice. In view of this, three posterior approximation meth-
ods, deep ensembles, MCMC and Cauchy mean-field variational inference, were compared
under Gaussian, Laplace, and Cauchy priors on a one-dimensional discontinuous inverse
problem.

Results for deep ensembles and MCMC agree with those in [[10] where the Cauchy prior
proves to be the preferred choice for edge-recovery, grounding this work on a solid com-
parison. Our main contribution, therefore, relies in the findings obtained from the Cauchy
mean-field variational approximation. Here, the numerical experiments performed on a one-
dimensional discontinuous target suggests that the Cauchy mean-field parametrization acts
as an edge-preserving mechanism independently of prior choice. In other words, we ob-
serve a sharp-promoting bias induced by this method that makes it suitable modeling choice
for discontinuous signals. Our explanation for this is based on the posterior function space
induced by the variational heavy-tailed parametrization. That is, by explicitly imposing
a heavy-tailed structure for the posterior distribution, the edge-preserving rationale estab-
lished in [10] for the prior is transferred to the variational family itself.

Our work also studies how different prior assumptions act as complementary mecha-
nisms for edge-recovery under the heavy-tailed mean-field variational approximation. In
particular, we find that large-weights persistent priors reinforce the edge-preserving effect of
the Cauchy variational family, as they allow the extreme values from the variational family to
persist, causing large jumps in the network output to occur with non-negligible probability.
Conversely, the gradient penalty introduced by the Gaussian prior prevents large weights to
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persist, as it is proportional to their magnitude. Nevertheless, it also provides a complemen-
tary effect to the Cauchy mean-field approximation, as both the Cauchy and Gaussian gra-
dient penalties are indistinguishable from each other in the small-weight regime, effectively
suppressing oscillations in flat regions and producing reconstructions that closely follow the
true signal wherever it is constant.

Lastly, despite the reduced capacity, the reconstructions from the Cauchy mean-field ap-
proximation show sharp transitions that closely resemble the underlying true state. This
suggests that, provided the network is of sufficient size to sample a sufficient number of ex-
treme weights, the Cauchy mean-field approximation is a competitive alternative to MCMC
when the underlying structure is known to contain discontinuities.
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Use of Generative Al

Al tools where primarily used in a "teacher-student” format. Mathematical discussions re-
garding the theory presented in this work was the main use case of Al in this work. Sug-
gestions for plot generation including choice of colors and line styles were also proved to be
useful, as well as latex commands for tables and figures generation.

Experiment design, code generation, discussion and interpretation are the work of the
author with the help, of course, of the supervisor and examiner.
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Ethical considerations

This work does not include any sensitive data and does not compromise any human, animal
or life form. For this reason, the theory, discussion and results presented here should not be
subject to any kind of ethical consideration.
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