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ABSTRACT

Memory safety vulnerabilities remain a prevalent security chal-
lenge, accounting for a significant majority of critical software
defects. This paper investigates how programming language
standards influence memory safety by analyzing three dis-
tinct approaches: the manual memory management of C++,
the ownership-based compile-time model of Rust, and the au-
tomatic garbage collection of Python. These languages are
evaluated by reproducing a suite of Common Weakness Enu-
meration (CWE) vulnerabilities, including buffer overflows,
use-after-free, and null pointer dereference conditions to de-
termine the stage at which faults are detected: compile-time,
runtime, or silent execution. The study highlights the funda-
mental trade-offs in language design: Rust shifts detection to
the compilation phase by imposing strict compile-time disci-
pline on the developer. C++ prioritizes runtime performance
and control, often relying on warnings rather than errors at
the risk of silent failures, and Python ensures safety through
significant runtime overhead. These findings quantify the cost
of safety, offering a comparative view of the memory overhead
and safety guarantees inherent to each language’s design.

INTRODUCTION

Memory safety vulnerabilities remain a critical concern in
software development, with studies indicating that approxi-
mately 70% of security vulnerabilities in large codebases stem
from memory management issues [1]. Different programming
language standards approach this challenge through varying
levels of compile-time verification, runtime checks, and devel-
oper responsibility. These approaches represent fundamental
trade-offs: stricter compile-time guarantees may reduce devel-
oper flexibility, while runtime flexibility often comes at the
cost of performance overhead or increased vulnerability to
memory-related errors.

The real-world consequences of such vulnerabilities are ex-
emplified by the Heartbleed bug, a buffer overread vulner-
ability discovered in OpenSSL in 2014. This flaw affected
an estimated 24-55% of the Alexa top one million HTTPS-
enabled websites at the time of disclosure, allowing attackers
to read sensitive data directly from server memory [2]. Buffer
overreads occur when a program reads beyond the allocated
boundary of a buffer, and while they may seem less severe than
buffer overflows, they can still have catastrophic consequences
by leaking passwords, private keys, and other sensitive infor-
mation.

This buffer overread was due to a lack of bounds-checking
inherent to C’s design. The vulnerability existed within
OpenSSL’s implementation of the TLS Heartbeat Exten-
sion (RFC 6520), a protocol feature designed to main-
tain secure connections without repeated re-negotiations.
The heartbeat mechanism works by having one party
send a HeartbeatRequest containing a payload and a
length field, which the other party should echo back in a
HeartbeatResponse.

The vulnerability arose because OpenSSL blindly trusted the
payload length field specified in the request without verify-
ing it matched the actual payload data provided. In normal
operation, a client might send "card" (4 bytes) with a length
field of four, and the server would correctly echo back those
four bytes. However, an attacker could exploit this by send-
ing "card" (4 bytes) while claiming the payload length was
65,535 bytes. Since the length field is two bytes in size (16
bits), it can represent values from 0 — 2'6, making this the
maximum payload length that could be specified (~64 KiB).
The server would then allocate a 65,535-byte response buffer,
copy the four bytes of actual payload, and continue reading the
remaining bytes from adjacent memory locations to satisfy the
claimed length. This caused the server to return up to 64 KiB
of sensitive data from active memory per request, potentially
including private keys, passwords, and session tokens [2].

To understand the trade-offs, it is necessary to define what
constitutes a "standard" in this context. In this context, pro-
gramming standards don’t only refer to syntactic rules, but
to the fundamental design decisions that dictate how a sys-
tem allocates memory, manages references, and safeguards
against invalid access. These standards determine whether a
language enforces safety through the compiler, which reduces
the burden on developers, or relies on runtime mechanisms.
By analyzing how Rust, C++, and Python implement these
standards, we can evaluate their effectiveness in mitigating
critical software defects.

RESEARCH QUESTIONS

e At which stage of the development pipeline, compile-time,
runtime, or silent execution, do Rust, C++, and Python
detect memory safety violations across a standardized set
of vulnerabilities?

e What trade-offs in compiler enforcement and runtime over-
head are introduced by each language’s memory manage-
ment model in exchange for its safety guarantees?



BACKGROUND

The Spectrum of Memory Management

This research examines three programming languages: C++,
Rust, and Python, representing distinct points along the spec-
trum of memory management philosophies.

C++ prioritizes performance and control, offering a manual
memory management model where safety is largely opt-in.
While developers are responsible for explicit stack and heap
allocation, modern language features and best practices pro-
vide optional tools to mitigate common safety vulnerabilities.

Traditional C++ memory management uses raw pointers and
manual memory operations:

int* Btr = new int(2026);
// Arbitrary use o tr .
delete ptr; // Manual deallocation required

This approach is prone to several vulnerabilities: forgetting to
call delete causes memory leaks, accessing the pointer (ptr)
after deletion creates use-after-free errors, and calling delete
twice results in double-free errors.

More modern C++ (v11+) introduces smart pointers that pro-
vide automatic memory management through RAII (Resource
Acquisition Is Initialization) ':

#include <memory>

auto ptr = std::make_unique<int>(2026);
// Arbitrary use of ptr
} // out of scope

Smart pointers enforce ownership semantics similar to Rust,
but at runtime rather than compile-time. std: :unique_ptr
ensures single ownership, while std: : shared_ptr enables
shared ownership through reference counting. However, these
protections are optional, developers can still use raw pointers
and manual memory management. Making C++ memory
safety dependent on developer discipline and code review
practices rather than compiler enforcement.

The key distinction is that C++ provides the tools for memory
safety, but does not mandate their use. This offers flexibility
but places the burden of safety on developers and development
processes.

Rust approaches memory safety through a strict ownership
discipline enforced at compile-time, eliminating the need for
a runtime garbage collector.

Rust’s ownership model has three main rules [3, ch. 4.1]:

1. Each value has an owner.

2. There can only be one owner at a time.

3. When the owner goes out of scope, the value will be
dropped.

An example of how this ensures memory safety is when as-
signing variables:

let
let

2026;
a; // OK

o'

1https://en.cppreference.com/w/cpp/language/raii.html

This is allowed because b can copy the integer value from
the stack. If we instead worked with String values, which
may have an unknown size at compile-time this would not be
allowed.

let mut a = String::new();

io::stdinQ) . . .
.read_line(&mut a); // Arbitrary input

let b = a; // Marks 'a' as invalid, data "moves" to b

This would not copy the value, due to the String being stored
on the heap, it would instead copy the pointer. Looking at the
rules, when we leave the scope, we would have two owners
of the same value, both pointing to the same address, which
is not allowed. This would lead to a double free error if it
were allowed, which in turn could lead to memory corrup-
tion, memory leaks and other security vulnerabilities such
as a write-what-where condition. [4]. A write-what-where
condition is defined by the Common Weakness Enumeration
(CWE) as a “condition where the attacker has the ability to
write an arbitrary value to an arbitrary location” [5], allowing
attackers to execute arbitrary code. Rust instead handles this
by "moving" the value to b, which invalidates a and frees the
stack memory it used to hold the length, capacity, and pointer
to the heap data.

Python takes a fundamentally different approach to memory
safety through automatic memory management and dynamic
typing, eliminating entire classes of memory vulnerabilities
at the cost of runtime overhead. It uses garbage collection
with reference counting and cycle detection to manage mem-
ory automatically [6]. Developers never explicitly allocate or
deallocate memory, the interpreter handles all memory man-
agement:

a = "2026" # Automatic memory allocation
b=a # Reference count” increased

Memory is then freed when the reference count reaches zero
or a cyclic reference with no external referents is detected.
Python’s memory safety is enforced entirely at runtime. The
interpreter performs bounds checking, type checking, and au-
tomatic memory management during program execution. This
provides strong safety guarantees but introduces performance
overhead compared to compile-time or manual approaches.

However, Python’s safety model has limitations:

o No compile-time verification: Memory errors only surface
during execution, since Python does not perform compile-
time memory safety checks.

o Performance overhead: Runtime checks and garbage col-
lection impose computational costs.

e Reference cycles: Circular references can delay memory
reclamation until the cycle detector runs.

Python represents the high-level end of the memory safety
spectrum: maximum safety through runtime automation, at the
expense of performance and the inability to catch errors before
runtime. Unlike Rust’s compile-time ownership verification
and C++’s compiler warnings, Python detects all memory-
related issues only during program execution, trading early
error detection for development simplicity.


https://en.cppreference.com/w/cpp/language/raii.html

RELATED WORK

Oey et al. conducted a comparative analysis of Rust and C++
using functionally identical code datasets to evaluate memory
safety strategies [7]. Their study demonstrated that Rust’s
ownership and borrowing model effectively prevented invalid
memory references by triggering compile-time errors, whereas
similar C++ code compiled successfully but remained vulnera-
ble to unsafe memory activity. Additionally, regarding runtime
behavior, they found that Rust handled memory out-of-range
exceptions with descriptive error messaging, contrasting with
the abrupt program crashes observed in C++ execution due to
segmentation faults. Beyond safety, the study also evaluated
performance efficiency, reporting that Rust’s standard sorting
algorithm was approximately three times faster and consumed
roughly half the memory resources of its C++ counterpart.

Beyond direct performance comparisons, the theoretical mech-
anisms by which languages achieve memory safety have been
heavily analyzed. For example, one prominently studied cat-
egory of memory safety instrumentation is the "red-zone"
approach. This mechanism specifies memory areas surround-
ing each allocation which are explicitly marked as inaccessible.
Tools utilizing this method, such as Address Sanitizer and Val-
grind’s Memcheck, ensure safety by detecting errors whenever
a program attempts to access these restricted red-zones rather
than the valid memory object itself. While these mechanisms
provide a practical layer of protection, their effectiveness is
limited, specifically the red-zone approach is considered in-
herently incomplete due to its failure to detect out-of-bounds
pointers that overshoot the red-zone and end up inside another
valid memory allocation. The analyses of these tools also
point to the trade-off required to enforce these boundaries, the
compile-time implementations such as Address Sanitizer intro-
duce a relatively low runtime slowdown of ~1.7x, while binary
instrumentation such as Memcheck can result in slowdowns
of up to 20x [8].

Paul Oorschot [9] proposes a layered framework for evaluating
memory safety, distinguishing between spatial and temporal
errors at the foundational level, elimination of uninitialized
memory access, mitigation of memory leaks, and prevention
of data races. This framework contextualizes the differences
examined in this paper: Rust largely satisfies the first three
levels through compile-time enforcement, while Python ad-
dresses them through runtime automation, and C++ leaves
them largely to developer discipline. Oorschot also highlights
that type safety and memory safety tend to go hand in hand,
languages that eliminate undefined behavior through their type
systems also tend to prevent the spatial and temporal errors
that dominate vulnerability statistics. However, he notes that
language choice alone does not fully eliminate risk, as even
memory-safe languages typically rely on native runtime li-
braries that may themselves introduce vulnerabilities.

Languages like Rust and Python prevent such vulnerabilities
through automatic bounds checking on all array accesses, caus-
ing the program to panic rather than allowing out-of-bound
reads. Given that memory-safe languages can theoretically
eliminate up to 70% of security vulnerabilities by design, the
adoption of memory-safe languages represents a significant

opportunity to improve software security at a foundational
level.

METHOD

To measure the security implications of different language
standards, some of the common memory safety issues will be
recreated in the three different languages. By running these
unsafe programs, it will be possible to measure where the
errors are caught, if at all. The results will then be tabulated
against each other based on how many errors are caught at
each stage of the process: at compile time, at runtime, or not
at all (silent errors). Common memory safety vulnerability
categories include buffer overflows, use-after-free errors, null
pointer dereferences, double-free errors, memory leaks, data
races (concurrent access), integer overflows leading to buffer
issues, and uninitialized memory access [10, 11].

The vulnerabilities selected for replication were drawn from
the 2025 CWE Top 25 Most Dangerous Software Weaknesses
[10], prioritizing the categories from top to bottom. Out-of-
Bounds Write (CWE-787)?, specifically in the form of a buffer
overflow, Use-After-Free (CWE-416)3, and NULL Pointer
Dereference (CWE-476)* were selected for their high preva-
lence and direct relevance to memory management design.

Hardware Specifications

To ensure the reproducibility of the performance benchmarks,
all compilation and execution phases were conducted within a
consistent environment. Measuring time and memory utiliza-
tion on a single dedicated machine isolated language-specific
behaviors from hardware-induced variations. The core specifi-
cations of the test environment are detailed below:

Kernel | Linux 6.19
OS | NixOS 26.05 (Yarara)
CPU | AMD Ryzen 7 7800X3D
RAM | 16GiB 6000MT/s DDR5 CL36

Table 1: Hardware Specifications

Toolchain Configuration

All C++ examples were compiled using GCC (G++) with the
-fno-stack-protector flag disabled, eliminating compiler-
level stack protection and yielding more predictable, repro-
ducible results. It is worth noting that while stack protection
is not enabled in the upstream GNU GCC source, it is active
by default in many Linux distributions and development en-
vironments, including MinGW on Windows, making this an
important distinction for reproducibility.

Language | Compiler | Version
Rust Cargo 1.91.1
C++ GCC (G++) | 143.0
Python Python3 3.13.12

Table 2: Toolchain Configuration

thtps ://cwe.mitre.org/data/definitions/787.html
3https ://cwe.mitre.org/data/definitions/416.html
4https ://cwe.mitre.org/data/definitions/476.html


https://cwe.mitre.org/data/definitions/787.html
https://cwe.mitre.org/data/definitions/416.html
https://cwe.mitre.org/data/definitions/476.html

Classification Scheme
Each vulnerability reproduction is classified according to the
stage at which the fault is detected:

e Compile-time: The compiler rejects the program outright.
The fault is caught before any executable is produced and
the program cannot run.

e Runtime: The program compiles successfully but termi-
nates with an error or panic during execution upon encoun-
tering the fault.

e Warning: The program compiles and runs to completion,
but the compiler emits a diagnostic warning indicating the
problematic code. The warning does not prevent execution
and the fault manifests as undefined or corrupted behavior.

e Silent: The program compiles and executes to completion
with no indication of a fault. No warning is emitted and no
runtime error is raised; the memory violation occurs without
any observable signal to the developer or user.

Table 4: Failure Comparisons, uses these categories to com-
pare the stage of failure of the programs.

Performance Measurement

To measure effective memory usage and CPU time across the
languages, a Mergesort variant is implemented that allocates
new arrays at each step, sorting 100,000 random numbers be-
tween 1 — 100,000. Peak memory usage will be recorded
using the GNU time utility, while execution time will be mea-
sured using each language’s standard high-resolution timer:
std: :chrono in C++, std::time: :Instant in Rust, and
time.perf_counter in Python, following the approach used
by Bugden and Alahmar [12].

Development Velocity Measurement

Measuring only performance and where errors occur doesn’t
give the whole picture, there’s still the need to measure how
much the different approaches to safety affect the developers.
To measure the development velocity a variant of the Collatz
conjecture, and pairing up the lowest and highest values of an
array with an even amount of numbers into arrays ([1, 2, 3,
4] would be split into [[1, 4], [2, 3]]) is being implemented
by study participants. Development velocity is measured by
the speed it takes on average for all the participants to write a
working version. The number of unique errors and warnings
encountered throughout development will be recorded, this
includes both compile-time feedback from test compilations
(such as type errors or syntax mistakes) and diagnostics raised
by the language or its toolchain for potential runtime issues
(such as buffer overflows or memory unsafety), reflecting how
each language guides the developer toward a correct solution.

Trade-offs
The trade-offs between the languages will be evaluated across
two primary dimensions.

e Compiler enforcement: How much of the memory safety
burden is shifted to the compiler versus left to the devel-
oper. This includes examining at which stage faults are
detected, compile-time, runtime, or not at all and how much

flexibility the developer retains in exchange. Rust’s strict
compile-time ownership model sits at one end of this spec-
trum, while C++ offers near-total developer control with
optional safety features and Python removes low-level mem-
ory access entirely in favor of runtime automation.

e Memory overhead: How much memory each language re-
quires during compilation and execution. This includes
the cost of Rust’s ownership tracking, C++’s relatively
lightweight runtime with optional smart pointer overhead,
and Python’s interpreter overhead from reference counting,
garbage collection, and the object model.

These points frame the central tension in language design.
Stricter safety guarantees tend to reduce the developer’s ability
to interact directly with memory, while greater control tends
to shift the responsibility for correctness onto the developer.

MEMORY SAFETY ISSUES

Buffer Overflow

A buffer overflow is when software writes data to a buffer
which has an insufficient capacity to store said data, resulting
in the data being written into adjacent memory. This can lead
to overwriting of other stored data, corrupting it [13].

C++

In C++, a buffer overflow can be demonstrated by allocating a
buffer and writing beyond its boundary into adjacent memory.
In this example, an integer variable is declared, followed by
a character buffer of eight bytes. By writing past the buffer’s
boundary, it is possible to overwrite the integer’s memory
location with arbitrary data, in this case, the string "Hi!".

int i
Tﬁ%nggcéet = 42;
char buffer[8];
for (int i =_0; i < 8; i++) {
buffer[i] = 'A';

buffer 8]
buffer[9

buffer 10}
buffer[11

return 0;

I
.
(=)

// Null terminator

}

The indices buffer[8] through buffer[11] are out of
bounds for an array of size 8§ (valid indices: 0 — 7). However,
C++ does not perform bounds checking, allowing these writes
to succeed and overwrite the adjacent secret variable. The
result demonstrates how the overflow corrupts memory:

Buffer after: AAAAAAAAHG!
Secret value aftter: 2189640

The integer value 2,189,640 is the result of interpreting the
string "Hi\O" as a 32-bit integer in little-endian byte order:

Byte | Char | Hex | ASCII | Multiplier Value
0 'H | 0x48 72 20 72 % 20
1 | 0x69 | 105 28 105 x 28
2 | ex21 33 216 33 x 216
3 \0 | 6x00 0 2% 0x 2%
72+26.880+2.162.688 40 2,189,640

Table 3: Little Endian calculation of the integer value
from the string "Hi\O".



These results depend heavily on the compiler being used. GCC
typically places buffer variables after other local variables to
help prevent overflows from corrupting them, and enables
compiler-level protections like stack canaries by default [14].
While OS-level features such as address space layout random-
ization (ASLR) provide additional protection at runtime.

It did however return a few warnings, it does this for all the
indices which exceed the buffer’s boundary 8§ — 11:

warning: array index 8 1s past the end of the array
11 | bu er[8]

note: array 'buffer' declared here
5 char buffer[8];

Rust

To demonstrate how Rust handles a buffer overflow, a buffer of
eight 132 elements is declared and a loop is run for ten itera-
tions, attempting to write each index value to its corresponding
position in the array.

fn mainQ) {
let mut buffer = [0i32; 8];
for i in 0..10
buffer[i] =i as i32;

}

Since the buffer has a length of eight, valid indices are zero
through seven. On the ninth iteration, when i = 8, the pro-
gram attempts to write past the buffer boundary, which would
constitute a buffer overflow. Rather than permitting this, Rust
performs bounds checking on every index access and immedi-
ately terminates the program with an index out of bounds error.
When the out-of-bounds indices are known at compile time, as
in the C++ example, Rust goes a step further and catches the
violation before the program even runs. Replicating the same
approach of writing the string "Hi!" past the buffer boundary:

fn mainQ) {
let mut buffer = [0i32; 8];
for i in 0..8
buffer[l] = 1i as i32;

uffer ] = 'H' as 132
buffer[9] = 'i' as i32
buffer[10] = '!' as i32:
buffer[11] = '\0' as 132

}

The compiler rejects each out-of-bounds access with a
compile-time error rather than a runtime panic. Where C++
silently overwrote adjacent memory and only issued a warning,
Rust refuses to compile the program entirely, making sure the
entire class of buffer overflow vulnerabilities is prevented by
preventing such vulnerabilities from ever reaching a compiled
binary.

Python

A comparable Python program cannot produce a buffer over-
flow, due to its different approach to memory management.
Python does not allow for direct memory access, its lists grow
in size as needed and all accesses are bounds-checked at run-
time.

buffer = [0] * 8
for i in ran e(1®)
buffer[i] = i

This would raise an IndexError:
similar to Rust’s panic.

index out of range,

Use-After-Free

Use-After-Free (CWE-416) occurs when a program reuses
or references memory after it has already been freed. While
the original pointer still points to that memory location, the
memory itself may be reallocated and assigned to a new pointer
elsewhere in the program. Any operations using the original
pointer are then invalid, as that memory now "belongs" to
whatever code operates on the new pointer [15].

This can result in unexpected values, crashes, or arbitrary code
execution depending on what data ends up in the reallocated
memory.

C++

When a heap-allocated object in C++ is freed, the allocator
places its memory block on a free list bucketed by size. A
subsequent allocation of equal size will be served that same
block. An attacker can exploit this by allocating a crafted
object of the same size, overwriting the original object’s virtual
method table (vtable) pointer and redirecting virtual calls to
arbitrary code.

An example of reusing the memory block through crafting a
same size object could look like this:

#include <iostream>
struct Object
virtual void identify() const {
std::cout << "Original Object\n";

virtual ~Object() = default;
int data = OxABCD; // Random address

struct EvilObject{
virtual void identify() const {
std::cout << "Hijacked by EvilObject!\n";

}
virtual ~Ev110bJect() = default;
. int data = OxDEAD; // Evil data.
1ﬁt main() {
Object* obj = new Object();
obj->identify();
delete obj; // freed
// Reuse same heap memory, since 1ts the same size.
EvilObject* eobj = new Ev110bJect(
obj->identify(); // use after free
delete eobj;
return 0;

}

This produces an output where the EvilObject is able to be
used through the Object pointer:

# obj->identify(Q);
Original Object

# delete obj;

# obj->identify(Q);
Hijacked by EvilObject!

This can be handled by making sure the obj pointer is set to
null after being freed, that way it can’t point back to the same
memory. This is a trivial fix, but a detail that is easy to miss
when writing programs that have to handle the memory freeing
manually. A more modern approach to the problem would be
to use a smart pointer which handles this automatically.



Rust

A good example of how Rust prevents invalid memory access
is its handling of heap-allocated data, such as strings, through
its Ownership model.

fn main() {
let mut a = Strlng new();

let _ = std :stdinQ)
let read 11ne(&mut a);
et b = a;

prlntln‘( 'b: {}", b),
println!("a: {}",

}

In this example, the heap memory is not freed when let
b = a; executes. Instead, the ownership of the memory is
moved from a to b. The compiler prevents any further use
of a because it is no longer the valid owner. By enforcing
the single-ownership model, Rust immediately invalidates the
original variable upon transfer. This destroys the old path to
the heap data, ensuring the programmer cannot mistakenly use
the original binding to access the memory later, effectively
eliminating the risk of a use-after-free vulnerability.

Running the program produces the following output:

error[E®382] borrow of moved value “a’
2 | let'mut a = String::new
N i move occurs because ‘a’ has type
String , which does not implement the “Copy  trait
4 let b = a;
value moved here
7 prlntlnl( a ", A),

value borrowed here after move

We can also try to hold a reference that goes out of scope to
try accessing a dangling pointer.

fn main() {
let a;
let g = String::from("Hello");
a = H

%rlntln!(”a: {3", a;

In this example, a is declared in the outer scope and assigned
a reference to b, which is created in an inner scope. When
the inner scope ends, b is dropped and the memory it held is
freed, leaving a as a dangling pointer. Rust’s borrow checker
enforces that a reference can never outlive the value it points
to, known as a lifetime constraint, and rejects the program at
compile time:

"b’ does not live long enough
String::from("Hello'
- b1nd1ng b declared here

erfor E®5%7]

4

5

; ‘

7 .

8 println! ("a: {}", a);

| - borrow later used here

a =
N AA borrowed value does not live long enough
- "b’ dropped here while still borrowed

The compiler catches the error before it has a chance to cause
issues. Rust’s borrow checker statically proves at compile time
that all references are valid for the duration of their use. Use-
after-free vulnerabilities are therefore impossible in Safe Rust
by design as the language enforces memory validity at compile
time, removing the burden of manual memory management
from the programmer entirely. [16, ch. 1.1]

Python

Python’s high-level design abstracts the handling of references
and pointers entirely. Because Python relies on reference
counting, attempting to use a variable guarantees that an active
reference exists, keeping the object’s reference count above
zero. Consequently, the memory cannot be freed while it is
still accessible.

Null Pointer Dereference

A Null Pointer Dereference (CWE-476), as the name suggests,
is the dereferencing of a null pointer. This typically leads to a
process crash unless exception handling has been implemented.
Even in cases where the exception is caught and handled, it
can be difficult to restore the operation to a safe state. In
rare cases where the null memory address (0x0) is accessible,
privileged code might read or write to this memory, potentially
leading to arbitrary code execution.

C++

In C++, there are no compile-time checks for null pointer
dereferences. It falls on the programmer to null-check func-
tion returns for possible nullptr values, unless the function
explicitly guarantees it will never return a null pointer.

1nc ll e <iostream>
#1nc e <vector>

struct Nodf
ue;
Node next;

Node* findNode Node head int id) {
while (head !'= nu lptr) {
if Chead- >value == 1id)
return head;
head = head->next;

) return nullptr;
int maln() {
std: :vector<Node*> nodes;
for (int i = 0; i < 6; i+0){
Node* newNode = new Node();
newNode->va ue =
newNode->next = nuilptr
nodes.push_| back(newNode)

for (int i = 0; i < 5; i++)
nodes[i]- Snext = nodes[1+1],
Node* head = nodes[0];
int input{}
std::cout << Ingut node value you're looking for: ";
std::cin >> inp
Node found = findNode(head, input);
std::cout <<_"Found node w1th value: "
<< found->value << std:
return 0;

3

This code will execute successfully most of the time. In cases
where the user supplies a node value which is > six, the pro-
gram will produce a segmentation fault since the return value
of findNode is dereferenced without a null check.



Rust

In Rust, we can recreate the equivalent of the prior C++ pro-
gram, but there is a critical distinction in how the failure
occurs.

use std::io;
struct_Node
value: 132,
next: Option<Box<Node>>,

fn find_node(head: &Option<Box<Node>>, id: i32)
-> Ogt10n<&Node> {
et mut current = head;
while let Some(node) = current {
if node.value == i
return Some(node);

current = &node.next;

one

fn main() {
let mut head: Opt10n<Box<Node>> = None;
for i in (® 6).re
head = Some(Box :new(Node {
value: 1,
next: head,
o
rintln! ("Input node value you re looking for: ");
et mut input = String::new();
io::stdin(g:read_line &mut in ut)
.expect("Failed to read line"
let input_id: i32 = input.trim()
.parse()
.expect("Please type a number");
let found = find_node(&head, input_id);
println! ("Found node with value: {}",
found.unwrap() .value);

Calling .unwrap () on a None value results in a safely handled
panic rather than a segmentation fault. This means the Rust
code does not run the risk of arbitrary code execution, even if
the null address (0x0) were accessible. In C++, the language
itself does not handle the error, it is instead the operating sys-
tem which intervenes to keep the system safe by terminating
the process when it attempts to access unmapped/inaccessible
memory.

Python

Python has no concept of raw pointers, so a traditional null
pointer dereference as seen in C++ is not possible by design.
Instead, Python uses None as a value to represent the absence
of a result. Attempting to access an attribute or call a method
on None raises an AttributeError at runtime, much like
Rust’s panic. This produces output similar to the following:

found = find_node(head, input_id)

print found.value

# Would return:

# "AttributeError: 'NoneType' has no attribute 'value'

This guarantees the failure is always observable, eliminating
the risk of silent memory corruption or arbitrary code execu-
tion. However, this safety comes with a trade-off: like Rust’s
unwrap (), the error only surfaces at runtime when the invalid
access is actually reached. Unlike Rust, where Option forces
the developer to handle the None case at compile time, Python
places no such obligation on the programmer. A missing None
check in Python is not a compilation error, it is simply a latent
bug waiting to occur.

RESULTS
This section presents the findings gathered from the vulnera-
bility reproductions, runtime performance benchmarks, and

development velocity trials across C++, Rust and Python.

TRADE-OFF EVALUATION

The vulnerability reproductions reveal that each language’s
memory safety guarantees are not free, they each impose a
cost through different forms of overhead, either in the strict-
ness imposed on the developer at compile time or in the com-
putational cost paid at runtime. This section evaluates the
trade-offs across two dimensions: the stage at which faults are
detected, and the memory and performance cost each language
incurs as a consequence of its safety model.

Failure Comparison

Table 4 summarizes where each language caught or failed to
catch the reproduced vulnerabilities. Rust consistently detects
faults at compile time, preventing the program from ever being
built. C++ compiles and runs in all cases, sometimes emitting
warnings but never halting execution, leaving violations to
manifest silently or cause undefined behavior. Python catches
all faults at runtime through interpreter-level checks, guaran-
teeing the error is observable but offering no protection before
execution begins.

Error Type Rust C++ Python
Buffer Overflow m/o A/x o
Use-After-Free [ ] X o
Null Pointer Dereference [ ] X o

Table 4: Failure Comparisons

m Caught at Compile-time o Runtime Error

A Compile-time Warning ~ x Silent Error

Memory Overhead & Performance

While the failure comparison reveals when faults are caught,
it does not capture what that safety costs at runtime. Each
language’s approach to memory management carries a mea-
surable price in both peak memory usage and execution time.
Figures 1 and 2 present the results of the mergesort benchmark,
where the differences between Rust, C++ and Python become
concrete and quantifiable. The mergesort variant was run 10
times for each language and measured by the average time and
memory used.
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Figure 1: Average Execution Time by Language
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Figure 2: Peak Memory Usage by Language

Development Velocity

Development velocity was measured by timing each partici-
pant from start to a working solution. To track encountered
issues, participants were asked to say "error" or "warning"
aloud whenever a unique one appeared, incrementing a counter.
And to flag any potential issues not explicitly reported by the
compiler or runtime, such as feedback from the OS indicating
unsafe behavior like segmentation faults.

All participants had prior experience in Python and C++, and
none to very limited exposure to Rust.
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Figure 3: Average velocity per language
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Figure 4: Comparison of error and warning counts between
the languages and the Operating System

Vulnerability Detection Mapping

The standardized replication of critical Common Weakness
Enumerations (CWEs) revealed a divergence in security en-
forcement mechanisms among the target languages.

o C++ compiled and executed all flawed programs, occa-
sionally emitting optional compiler warnings but ultimately
allowing the faults to manifest as silent memory corruption
or undefined behavior.

o Rust shifted the security tax entirely up-front, leveraging
its strict ownership model to catch both use-after-free and
static out-of-bounds violations at compile-time.

e Python abstracted low-level pointer interaction entirely,
ensuring memory protection by deferring all bounds and
safety checks to interpreter-level runtime exceptions.

Runtime Performance and Memory Footprint

The execution of the Mergesort benchmark quantified the
runtime overhead associated with each language’s safety
paradigm.

e C++ had an average execution speed of 45.38 ms and a peak
memory utilization of 4.28 MiB, illustrating the lightweight
nature of manual memory tracking when stack-protection
mechanisms are omitted.

o Rust followed, demonstrating optimal execution efficiency,
achieving the lowest average processing time of 8.22 ms
alongside the most compact peak memory footprint of 3.05
MiB.

o Python exhibited massive performance penalties due to its
continuous runtime instrumentation and object abstraction,
requiring 234.46 ms to complete the sort while consuming
16.45 MiB of memory at its peak, which is about 5 times
more than Rust and 4 times more than C++.

Development Velocity and Toolchain Diagnostics
The developer trials exposed a clear inverse relationship be-
tween up-front compilation discipline and initial coding speed.

e Python yielded the highest development velocity, with par-
ticipants requiring an average of only 07:42 to deliver a fully
functional script. This rapid prototyping was accompanied
by minimal toolchain friction, generating a mere 18 unique
errors/warnings during development.

o C++ implementations ended up with an average duration
of 19:05. However, the toolchain issued 56 unique er-
rors/warnings, and the lack of native runtime constraints
caused 5 unhandled operating system exceptions (such as
segmentation faults) during test compilations.

e Rust proved to be the most demanding environment for
the group of developers, requiring an average of 23:38 to
produce a valid binary. The strict compile-time verification
triggered a total of 111 unique compiler errors/warnings,
forcing the developers to resolve all syntactic and architec-
tural safety issues prior to execution.



Post-Trial Feedback

Post-testing talks provided critical qualitative context to the
development velocity metrics. A significant majority of the
participants agreed that Rust was the most frustrating language
to develop in initially. This friction was primarily attributed to
unfamiliar syntactic structures and a general lack of experience
with strict ownership semantics.

Developers also noted that the rigid feedback loop of the Rust
compiler forced them to confront and correct poor program-
ming habits, such as taking multiple references to the list of
numbers used for the pairing of the first and last array ele-
ments.

DISCUSSION

These findings highlights the fundamental trade-offs inherent
to programming language design, where safety guarantees are
closely bound to either developer friction or runtime latency.

The Cost of Safety:

Engineering Velocity vs. Execution Efficiency

The data underlines a critical paradox in system design. Python
successfully eliminates entire classes of low-level memory vul-
nerabilities, yet its automatic runtime management demands a
massive toll in processing time and memory allocation. For
applications prioritizing rapid deployment or minimal time-
to-market, Python saves approximately two thirds of the ini-
tial development time compared to Rust. However, this up-
front velocity saving renders the software highly inefficient
for resource-constrained environments where high memory
footprints are unacceptable.

Conversely, Rust delivers great runtime performance and an
optimal memory footprint that rivals or outperforms C++. It
achieves this without sacrificing safety, but shifts the engi-
neering cost into the development phase. The high volume of
compile-time errors encountered by participants shows that
the Rust toolchain acts as an automated, rigid code auditor.
This prevents dangerous flaws from ever reaching production
binaries but introduces a steep learning curve and immediate
development friction.

The Delusion of Opt-In Safety

The C++ evaluation exposes the underlying risk of manual
and opt-in safety architectures. While modern standards pro-
vide smart pointers and RAII to mitigate memory errors, the
language standard fundamentally permits unsafe legacy op-
erations. In the vulnerability trials, the failure of the com-
piler to block out-of-bounds writes or use-after-free conditions
demonstrates that the burden of safety remains squarely on the
developer’s discipline.

When developers bypass modern abstractions, the language
standard ceases to provide a safety net, relying instead on late-
stage operating system intervention to halt execution. Specif-
ically, when an unsafe operation attempts to read or write to
unmapped or restricted virtual memory addresses, the under-
lying hardware Memory Management Unit (MMU) triggers
a page fault. The kernel detects this violation and forces a
SIGSEGYV signal to terminate the process. This absolute re-
liance on low-level hardware constraints creates a dangerous

environment where subtle logic flaws easily transition into
critical, exploitable security vulnerabilities before the OS can
intervene.

Threats to Validity and Limitations

Several architectural constraints must be acknowledged when
evaluating the generalizability of these findings. Due to strict
page and time limitations, this study only evaluated three
distinct programming languages across a suite of three foun-
dational CWE criteria.

Furthermore, the development velocity metrics must be inter-
preted within their contextual constraints. Because the devel-
oper trials were integrated late in the research timeline, the
testing group was constrained to a small, homogeneous pool
of participants sharing nearly identical academic backgrounds.
The choice of relatively basic programming challenges also
limited the depth to which advanced language features could
be evaluated. Given that all participants possessed prior fa-
miliarity with C++ and Python, but lacked experience in Rust,
the elevated error rates and prolonged development durations
observed in Rust are partially a reflection of an active learning
curve.

Future Works

To build upon the findings of this study, several avenues for fu-
ture research should be explored. First, the development veloc-
ity and toolchain diagnostics trials would benefit significantly
from being scaled up to a larger and more diverse participant
pool. Expanding the testing cohort beyond a small, homoge-
neous academic group to include industry professionals and
developers from varied engineering backgrounds. Addition-
ally, the measurement methodology itself could be strength-
ened, replacing verbal self-reporting with more structured
approaches such as think-aloud protocols or recording compi-
lation/runtime output from the participants would improve the
reproducibility and depth of future velocity studies.

Second, the technical scope of this comparative analysis
should be expanded to encompass a broader and more struc-
turally diverse selection of programming languages. Introduc-
ing a foundational, legacy language like C, rather than C++,
would establish a definitive baseline for pure manual memory
management and historical vulnerability trends.

Furthermore, integrating modern languages such as Go and
Zig would provide a highly relevant look at more modern
safety design. Evaluating Go would offer deeper insights
into modern, highly optimized garbage collection frameworks,
while analyzing Zig would capture the emerging paradigm
of explicit, compile-time memory control that rejects runtime
garbage collection. Incorporating these languages across a
wider matrix of software defects would further map the evo-
lution of the trade-offs between developer velocity, execution
efficiency, and absolute software safety. Alongside this, evalu-
ating performance across a more diverse set of workload pro-
files, rather than a single allocation-heavy benchmark would
provide a more complete picture of each language’s practical
performance.



REFERENCES

(1]

(2]

(3]

(4]

(5]

(6]

(7]

(8]

[9]

(10]

(11]

[12]

Gavin Thomas and Microsoft Security Response
Center Team. "A Proactive Approach to More
Secure Code". https://www.microsoft.com/en-
us/msrc/blog/2019/07/a-proactive-approach-to-more-
secure-code. July 2019. (Visited on 01/28/2026).

Zakir Durumeric et al. “The Matter of Heartbleed”. In:
Proceedings of the 2014 Conference on Internet Mea-
surement Conference. Vancouver BC Canada: ACM,
Nov. 2014, pp. 475-488. 1SBN: 978-1-4503-3213-2.
DOI: 10.1145/2663716.2663755. (Visited on 02/17/2026).

Carol Nichols and Steve Klabnik. "The Rust Program-
ming Language". 2nd. No Starch Press, Feb. 2023. (Vis-
ited on 02/01/2026).

The Owasp Foundation. "Doubly Freeing Memory".
May 2022. (Visited on 02/05/2026).

Common Weakness Enumeration (CWE). “CWE-123:
Write-what-where Condition”. In: Common Weakness
Enumeration (Jan. 2026). (Visited on 02/05/2026).

Python Software Foundation. "gc — Garbage Collec-
tor Interface". https://docs.python.org/3/library/gc.html.
Feb. 2026. (Visited on 02/06/2026).

Oey Kevin Andrian Santoso et al. “Rust’s Memory
Safety Model: An Evaluation of Its Effectiveness in Pre-
venting Common Vulnerabilities”. In: 8th International
Conference on Computer Science and Computational In-
telligence (ICCSCI 2023). Vol. 227. Procedia Computer
Science, 2023, pp. 119-127. (Visited on 02/06/2026).

Tina Jung, Fabian Ritter, and Sebastian Hack. “Mem-
ory Safety Instrumentations in Practice: Usability, Per-
formance, and Security Guarantees”. In: Proceedings
of the 23rd ACM/IEEE International Symposium on
Code Generation and Optimization. CGO ’25. New
York, NY, USA: Association for Computing Machin-
ery, Mar. 2025, pp. 390-404. 1SBN: 979-8-4007-1275-3.
DOI: 10.1145/3696443.3708926. (Visited on 04/16/2026).

Paul C. van Oorschot. “Memory Errors and Memory
Safety: A Look at Java and Rust”. In: IEEE Security
& Privacy 21.3 (May 2023), pp. 62-68. 1SSN: 1558-
4046. DOI: 10 . 1109 /MSEC . 2023 . 3249719. (Visited on
04/08/2026).

Common Weakness Enumeration (CWE). "CWE - 2025
CWE Top 25 Most Dangerous Software Weaknesses".

[13]

(14]

[15]

(16]

https://cwe.mitre.org/top25/archive/2025/2025_cwe_top25.html.

Dec. 2025. (Visited on 02/05/2026).

The US National Security Agency (NSA) and The
US Cybersecurity and Infrastructure Security Agency
(CISA). "Software Memory Safety". Tech. rep. Nov.
2022, p. 7. (Visited on 02/05/2026).

William Bugden and Ayman Alahmar. “The Safety
and Performance of Prominent Programming Lan-
guages”. In: International Journal of Software Engi-
neering and Knowledge Engineering 32 (May 2022),
pp- 713-744. DOI: 10.1142/50218194022500231. (Visited
on 02/24/2026).

Cloudflare. "What Is  Buffer  Overflow?".
https://www.cloudflare.com/learning/security/threats/buffer-
overflow/. 2026. (Visited on 02/15/2026).

OSIRIS Lab and CTFd. "Binary Exploitation".
https://ctf101.org/binary-exploitation/overview/. Jan.
2024. (Visited on 02/17/2026).

Common Weakness Enumeration (CWE). “CWE -
CWE-416: Use After Free (4.19.1)”. In: Common Weak-
ness Enumeration (Jan. 2026). (Visited on 02/20/2026).

Rust-Lang. "The Rustonomicon". https://doc.rust-
lang.org/nomicon/intro.html. E-Book. Jan. 2026. (Vis-
ited on 02/23/2026).


https://doi.org/10.1145/2663716.2663755
https://doi.org/10.1145/3696443.3708926
https://doi.org/10.1109/MSEC.2023.3249719
https://doi.org/10.1142/S0218194022500231

ATTACHMENTS

MEMORY ISSUE EXAMPLES
C++
Listing 1: C++ Buffer Overflow Example

#include <iostream>
int mainQ {
int secret = 42;
char buffer[s],
for (int i = 0; i
buffer[l] !

buffer[8
buffer[9 ;
buffer[1 ] = 'l i

buffer[11] = '\0

std: :cout << Buffer value after:
std::cout << "\nSecret char-value after:
<< std::endl;

std::cout << "\nSecret value after:
return 0;

< 8; i++)
A'; {

'H"

W

<< secret << std:

" << buffer << std::endl;
<< (char*)&secret

rendl;

Listing 2: C++ Use-After-Free Example

#include <iostream>
struct Object
virtual void 1dent1fy() const {
std::cout << "Original Object\n";

}
virtual ~Obgect() = default;
int data = OxABCD; // Random address

struct EvilObject{
virtual void identify() const {
std::cout << "Hijacked by EvilObject!\n";

virtual ~EvilObject() = default;
int data = OxDEAD; // Evil data.

1
int maln
éect ob] = new Object();
cout << "# obj- >1dent1fy()," << std::endl;
ObJ >identify(Q);
std::cout << ”\n# delete obj;\n...\n" << std::endl;
delete obj; // freed
// Will reuse same heap memory, since it's the same size.
EvilObject* eobj = new EvilObject(Q);
std::cout << "# obj->identify();" << std::endl;
obJ—>1dent1fy(); '/ use after free
delete eobj;
) return 0;

Rust
Listing 4: Rust Buffer Overflow Example 1

fn mainQ) { 3
let mut buffer = [0i32; 8];
for i in 0..10 {, 3
buffer[ % i as i32; .
println! "{}”, buffer[i]);

Listing 5: Rust Buffer Overflow Example 2

fn mainQ) { .
let mut buffer = [0i32; 8];
for i in 0. X )
buffer[l] =i as i32;

// Inserted as 132, to prevent type warning.

buffer 8] = 'H' as 132;
buffer[9] = 'i' as i32:
buffer[10] = "!' as i33;
buffer[11] = "\0' as i323;

Listing 6: Rust Use-After-Free Example 1

fn main(Q) {

let mut a = Strlng new();

%et = std :i0::stdin().read_line(&mut a);
ot .

prlntln (‘b. {1", b);

println!("a: {}", a);

Listing 7: Rust Use-After-Free Example 2

SRR

String::from("Hello");

let b =
&l

println!("a: {}", a);

Listing 8: Rust Null Pointer Dereference Example

Listing 3: C++ Null Pointer Dereference Example

1nciu e <iostream>
e <vector

struct Nodf
ue;
Node next;

Node* findNode(Node* head, int id) {
while (hea I= nullptr) {
if(head->value == id) {
return head;

ead = head->next;

// Not Found
return nullptr;

int maln() {
std::vector<Node*> nodes;
for (int i = 0; i < 6; i++){
ode* newNode = new Node(Q);
newNode->value =
newNode->next = nuilptr
nodes.push_ back(newNode),

}
for (int i = 0; i < 5; 1++% {
nodes[i]->next = nodes[i+1];

Node* head = nodes[0];
int input{};
st ::cout <<, "
std::cin >> inp
V74 Used w1thout null check.
Node* found = findNode (head, 1nput),
std::cout << "Found node w1th value:
<< found->value << std::endl;
return 0;

Ingut node value you're looking for: ";

use std::io;
struct_Node
value: i32,
next: Opt10n<Box<Node>>

let mut current = hea
while let Some(node) = current {
if node.value == id
return Some(node),

fn find_node(head: &Opﬁ1og<Box<Node>> id: i32) ->Option<&Node> {

current = &node.next;
one

fn main() {
let mut head: Option<Box<Node>> = None;

for i in (0..6
ﬁea ( gmg(Box()néw(Node {
next: head,

Erlntlnl( Input node value you're looking for: ");
et mug input = String::new();
:st
.read_ 11ne(&mut input)
expect( Failed to read line");
let input_id: i32 = input.trim()
.parse()
.expect("Please type a number");
let found = find_node(&head, input_id);

println! ("Found node with value: {}", found.unwrap().value);

Python
Listing 9: Python Buffer Overflow Example

buffer = [0]
for i in ran e(1®)
buffer[i] = i




PERFORMANCE MEASURING CODE
C++
Listing 10: C++ Mergesort Implementation

Rust

Listing 11: Rust Mergesort Implementation

#include <algorithm>
e Svector>
#1nciu§e <ran
6 Aostreans
#include <chrono>
void merge(std::vector<int>& arr, int left,
int size_ left = mid - left +
int size_right = right - mid;
std::vector<int> Left(size_left), Right(size_right);
for (1nt i=0; i < size_left; i++){
Left[i] = arr[left + i];

int mid, int right){

or §1nt i=0; 1< size {1ght i++){

ig! t[1] = arr[mid + + 1

int i =0, j=0;

int insert_ 1ndex = left;

while (i < size_left && % < s1ze _right){
t

if (Left[i] <= R1g
arr[insert_index] = Left[1],
15+

else{
arr[insert_index] = Right[j];
J;

nsert_index++;

while (i < size_left) { arr[insert_index++] = Left[i++];_}
while (j < size_right) { arr[insert_index++] = Right[j++]; }

void_mer%esort(std::vector<int>& arr, int left, int right){
(left >= right)
return;

int mid = left + (right - left) / 2;
mergesortgarr left, mid);

mergesort(arr, mid H 1, right);
) merge(arr, left, mid, right);
int R 3éctor<1nt> arr;

arr. reserve(l@@@@@)

std::random_device r;

std::default_random_engine el(r());

std: :uniform_int_distribution<int> uniform_dist(l,100000);

std: :generate_n(std: :back_. 1nserter(arr), 100000, [&]1O {

return uniform_dist(el);

auio start = std::chrono::high_ resolutlon clock: :now();

mergesort(arr 0, arr. 51ze() 1

auto elapsed =

stg chrgno thigh_ resolut1on_clock now() - start;

int i =

for (int num : arr){

if (1 == 100){
break;

} ++;

std::cout << Elapsed

<< std: :chrono: durat1on<doub1e, std::milli>(elapsed).count ()
) << " ms" << std::endl;

use

}

fn mergesort(arr: &mut Vec<u32>,

rand: :Rng;
std: tlme

use :Instant;
fn merge(
arr &mut Vec<u32>,
gt usize,
usize,

rliht usize

et size_left: usize = m1d - left + 1;
let size_right: usize = right - mid;
let (mut left_vec, mut right_vec): (Vec<u32>,

(vec![0; size_left], vec![0; size r1ght])
left_vec.copy_from_slice(&arr[left..-mid]);
right_vec.copy_from_slice(&arr[mid + 1. 7rlght]),
let (mut i, mut j): (usize, usize) = (0, 0);
let mut insert_index: us1ze = left;
while i < size_ left && j < size_right {

if left_vec[i] <= right_vec[j] {

arr[1nsert 1ndex? = left_vec[i];

Vec<u32>) =

} else { : ) .
arr 1?sert index] = right_vec[j];
i+=1

insert_index += 1;

while i < size_left i
arr[insert_index] = left_vec[i];
insert_index += 1;
i+=1;

}

while j < size_right { i
arr[1nsert index] = right_vec[j];
1nser} index += 1;
J =1

}

left: usize, right: usize) {
if left > r1ght {

let mid: usize = left + (right - left) / 2;
mergesort(arr, left mld)

mergesort(arr, mid + 1, r1ght),

merge(arr, left mid, r1ght)

fn main() {

let mut rng = rand::thread_. rng
let mut arr: Vec<u32> = (®
.map(|_]| rng. gen_range(l
let end: usize = arr. lengg - 1;
let start = Instant :now Q5

mergesort(&mut arr, 0 U5
Ems“, elapsed as_secs_f64()

»
)).collect();

let elapsed = start, ela

println! ("Elapsed: {: * 1000.0);

Python

Listing 12: Python Mergesort Implementation

def

if

1mBort andom

ort
def merge(arr left, mid, right):
size_left = mid - left + 1

size_right = rlght - m1d
Left, Right = [0] * size_left, [0] *
for i in range(size_left):

if i_>= size_left:

e
Left[i] = arr[left + i]
for i in range(size_right):
i 1 >= size_right:
R1ght[1] = arr[mid + 1 + i]
i, =0,
1n$ rt_ 1ndex = left
e 1 < size left and j < size_right:
if Left[i] <= Right[j]:
arr[insert_ 1ndexi Left[i]
i
else1
arr[1qsert index] =

size_right

Right[]]

J
insert_index += 1
while i < size_left: .
arr[insert_index] = Left[i]
1nser} index +=

while j < size_right: . X
arr[1nsert index] = Right[j]
1nser} index += 1

mer%esort(arr, left, right):

e % >n right:

mid = left + (right - left) // 2
mergesort(arr, left, mld)
mergesort(arr, mid HEW right)
merge(arr, left m1d r1ght)

__am ="

arr = [random.: randlnt(l 100000) for _ in range(100000)]
start = time.perf_counter()

mergesort(arr, 0, len(arr) - 1)

elapsed = time. perf counter() - start

print(f"Elapsed: {elapsed * 1000:.3f} ms")
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