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Abstract

In automated planning, faceted reasoning is an approach for interactively navigating
the solution space of a planning task. This thesis explores the use of faceted reasoning in
two settings: explaining learned symbolic action policies and supporting robust observa-
tion planning. The first use case addresses the explanation and analysis of learned sym-
bolic action policies, a learning-based approach to solving classical planning problems.
While policies are in principle human readable, understanding how exactly they solve all
planning tasks of a domain, or more importantly, explaining the reasons why they fail is
challenging as the logic expressions are often complex. We introduce a framework that
allows us to analyze policies learned over description-logic features. Each policy rule con-
sists of a set of conditions that have to hold in a state and a set of effects that must occur
along the respective transition for the rule to fire. We encode the policy rules in answer-set
programming (ASP), extending an established ASP formalism for classical planning. Us-
ing faceted reasoning, we analyze how individual policy rules affect the space of possible
plans and identify issues in the policy when it fails to solve a task. Our analysis is feasible
on tasks that can be solved optimally by strong classical planners. The second use case
addresses robust observation planning. As an example, we consider the task of scheduling
the operations of a satellite constellation to take pictures of a set of regions of interest and
send these observations down to Earth. With large constellations, uncertain observation
conditions, e.g., due to clouds and limited availability of downlink capacity, it becomes in-
creasingly hard to coordinate the operations. We address the setting where satellites have
limited memory and pictures need to be sent through the constellation to a satellite that
can transmit them to a ground station. A key challenge in this problem is the highly dy-
namic environment, which requires a planning system that can quickly adapt to changes.
Here, faceted reasoning allows the current solution to be dynamically updated as condi-
tions change and avoids replanning from scratch. We show empirically that facets offer a
scalable approach for constellation planning and illustrate the robustness in a case study.
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1 Introduction

In today’s society, machines and robots appear to think and reason on their own. Robots can
navigate through complex environments and self-driving cars can drive to a desired destina-
tion without human assistance. This apparent reasoning capability is made possible partly
by a branch of artificial intelligence (AI) known as automated planning, which focuses on the
representation, reasoning and computation of action sequences that transform an initial state
into a desired goal state. As AI becomes more widespread in society, there is a recognized
need for systems that can explain their decisions to the users who rely on them [1]. Auto-
mated planning is no exception, and the field of Explainable AI Planning (XAIP) has recently
seen increased attention [2, 3, 4, 5].

The foundation of this thesis is faceted reasoning, the core idea behind the iterative and
interactive planning tool PlanPilot [6]. In planning, a facet is an action that occurs in some
plans but not in all plans of a planning task. The facets reveal which actions are optional and
which are necessary to solve a task. We build on PlanPilot and implement two frameworks
with the aim of exploring its application areas with respect to explainability and robustness.
The thesis contains two use cases. The first use case contributes to XAIP by analyzing and
explaining learned guidance in the form of policies. The second use case models a satel-
lite constellation observation planning problem to support iterative and quick refinement of
plans under changing conditions.

1.1 Motivation

Consider a simple planning task in the Blocksworld domain [7], where two blocks, A and
B, are placed on a table. A robot arm can pick up a block or place a held block onto the
table or on top of a block. The goal is to place block A on top of block B. In such a simple
configuration, a solution can be found using trial and error to identify possible actions that
lead to the goal state. However, as the number of blocks increases, the number of possible
states and actions grows, which makes it more difficult to find a solution. To address this
challenge, planning systems rely on guidance such as heuristics, which estimate the distance
to the goal and help guide the search. Another approach is to use policies, which favor certain
actions over others given the current state. The first use case of this thesis focuses on such
policy-based guidance.
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1.1. Motivation

b_empty(
c_some(
r_primitive(at,0,1),
c_some(
r_primitive(link,0,1),
c_some(
r_inverse(r_primitive(at,0,1)),
c_primitive(usable,0)))))

Figure 1.1: Example of a Boolean DL feature in the Spanner domain. The feature is true if
there is no object that has a usable spanner one step away from its current location.

A policy consists of rules that apply to every task of a specific domain and captures gen-
eral attributes. For example, in the Blocksworld domain a simple policy based on Gupta and
Nau [8] is: 1) unstack all blocks and put them down on the table and 2) stack them accord-
ing to the goal from the bottom up. Simply following these two rules, every planning task
of Blocksworld can be solved. Or think of the instructions for solving a Rubik’s Cube. A
3ˆ 3ˆ 3 cube has more than 4ˆ 1019 configurations, yet only a couple of rules solve it. This
is the general idea of policies. These policies can either be written by hand or learned from
a set of tasks from the same domain. The objective is for the policy to either solve an unseen
task or guide the search towards a solution.

Policies can be learned and represented in different ways, for example by neural networks
[9, 10, 11], large language models [12] or as symbolic policies learned by decision trees [13] or
hitting-sets [14]. We consider symbolic action policies [15, 13, 14], which consist of collections
of rules that are defined at a high level of abstraction using description-logic (DL) features
[16]. Each rule has a set of conditions that are evaluated on the current state, and a set of ef-
fects that are evaluated over a transition to a successor state, and together the rules of a policy
distinguish preferred actions from undesired ones. Because they are expressed symbolically,
such policies are in principle human readable and fully inspectable, in contrast to policies
learned by neural networks, whose behavior is encoded in learned weights and cannot be
directly examined. However, being readable does not make rules easy to understand, as their
complexity increases, they become difficult to analyze in practice due to the nested feature
structure. Even individual features can be surprisingly complex. Figure 1.1 shows a Boolean
DL feature for the Spanner domain from a policy learned by Musayev et al. [13]. When a pol-
icy fails, behaves unexpectedly or prunes necessary transitions, it is therefore hard to identify
the problem by hand and understand the failure.

While existing research has focused on how to learn and use such policies, often relying
on manual interpretation [17, 18, 19], we study the problem of analyzing, debugging and
explaining symbolic action policies by extending PlanPilot [6] which reasons about the
solution space of a planning task using facets. The solution space, also called the plan space,
of a planning problem is the set of all plans that solve it, where each plan has a bounded
length. Since a planning problem specifies an initial state and a goal condition, there can
be several plans that reach the goal. Think of a GPS navigation system that plans routes to
destinations. The GPS only needs the start position and the goal destination to find possible
routes. Usually, there is more than one route. Within a solution space, a facet is an action that
occurs in some plans but not in all plans. If an action occurs in every plan, it is not a facet,
because it is required to solve the problem and therefore offers no choice. In the GPS example,
a road that some routes use and others avoid is a facet, whereas a crossing that every route
passes is not. The number of facets thus provides a measure of the flexibility in the solution
space, since it defines the set of actions that are optional rather than mandatory.

PlanPilot uses faceted reasoning to allow users to iteratively and interactively explore
the plan space of a planning task. Relating to the GPS system, the user asks for a route

2
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and gets several possible routes. The user might have preferences and can ask PlanPilot
for the facets, and might only want routes that pass a friend’s house. In PlanPilot the
user therefore enforces that road and gets the remaining routes that pass it. Following the
same idea, we encode symbolic action policies in Answer Set Programming (ASP) and treat
individual rules as facets, which makes it possible to enforce and prohibit specific rules and
observe how the remaining solution space changes. In this way we obtain more detailed
information about the policy and we can identify which rules are necessary and which are
optional to solve a planning task. The choice of ASP is motivated by the tool itself, since
PlanPilot translates planning tasks into ASP using the translator plasp [20]. The choice
of faceted reasoning is motivated by its complexity class. An alternative would be to count
the number of plans, which would give a more exact measure of the size of the plan space,
but deciding whether an action is a facet lies in NP while counting plans is #P-hard [21].

In this first use case, we consider transition classifiers introduced by Musayev et al. [13]
that classify state transitions as either good, bad or unsolvable. The three classes are defined
as follows: good transitions decrease the distance to the goal; bad transitions increase or do
not change it; and unsolvable transitions result in an unsolvable state. Simply following the
good transitions will ideally lead towards the goal. The bad and unsolvable rules distin-
guish among the remaining transitions, i.e., whether a transition makes no progress at all or
whether a transition leads to an unsolvable state. However, the framework itself remains
applicable to any symbolic action policy and is not limited to transition classifiers.

Since a symbolic action policy is learned from a set of tasks of a domain, the learned
patterns may only generalize to the training data but fail to generalize across the domain.
Therefore, the policy might fail to solve an unseen task. With this framework, it is possible
to restrict the search to a specific class or a combination of classes to identify why a policy
fails. Furthermore, if no solution exists under these restrictions, it is possible to compute the
minimum subset of rules that still admits a solution. For example, if no solution is found
when only allowing good transitions, the inclusion of a bad rule might be sufficient to solve
the task. This gives us a measure of how restrictive the good classifier is and what repair is
necessary.

Whereas the first use case focuses on analyzing policies, the second one uses facets to
adapt a plan quickly when conditions change. One such setting is Earth observation with
satellite constellations, where several satellites must acquire images of regions of interest
(ROIs) and transmit them through the constellation to a ground station within narrow and
periodic time windows under limited memory. This is a central optimization challenge for
modern systems [22, 23, 24]. These constellations operate in dynamic environments, where,
e.g., clouds may cover a ROI or a hardware fault may occur. Recomputing a plan from scratch
whenever this happens is costly, instead faceted reasoning allows the user to interactively
refine the current plan. We model a satellite constellation observation in PlanPilot and
demonstrate, in a simplified setting, how faceted reasoning can support interactive adapta-
tion when conditions change.

1.2 Aim

The aim of this thesis is to explore two use cases of faceted reasoning within classical plan-
ning. The first use case focuses on explaining, analyzing and debugging symbolic action
policies by providing a framework that makes it possible to determine:

1. whether a planning task can be solved under a given set of policy rules,

2. how strongly policies restrict the solution space,

3. and which rule (or rules) of a policy is responsible when the policy fails to solve a task.
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The intended outcome is a framework that can analyze these policies and remains com-
putationally feasible on instances that a classical planner can solve optimally. The goal of
the second use case is to support robust and interactive replanning for satellite constellation
observations, allowing plans to be adapted quickly when conditions change.

1.3 Research Questions

We address the following research questions in this thesis:

1. To what extent can an ASP-based framework, using faceted reasoning, identify rules
that prevent a learned policy from solving an instance?

2. What is the computational cost, in terms of coverage and runtime, of introducing policy
guidance in the ASP encoding of a planning problem?

3. Can a satellite constellation observation problem under dynamic conditions be modeled
in a way that makes faceted reasoning feasible for robust plan refinement?

1.4 Delimitations

To explore the research questions, the delimitations of this project are the following:

• We only analyze one policy set, the transition classifiers of Musayev et al. [13], to allow
for an in-depth analysis given the time constraints.

• The satellite constellation is modeled under simplified assumptions, e.g., a memory
capacity of one image per satellite rather than a complete realistic model.

• The robustness use case is treated as a secondary investigation and is not evaluated as
extensively as the policy explanation use case.

1.5 Contributions

The contributions of this thesis are:

• An ASP encoding pipeline for translating symbolic action policies expressed over DL
features into ASP.

• An extension of PlanPilot that supports planning with policy rules and analyzes how
individual rules or rule sets affect the solution space.

• A satellite observation planning model used to study incremental adaptation under
changing conditions with PlanPilot.

1.6 Thesis Outline

Chapter 2 begins by introducing necessary background theory about classical planning,
answer-set programming, faceted reasoning in ASP and in planning, description logic, and
symbolic action policies and ends with a discussion about related work. Chapter 3 describes
the methods used for encoding symbolic action policies in ASP, the extension of PlanPilot
and the model of the satellite constellation observation problem. Chapter 4 presents the re-
sults for both use cases, and Chapter 5 discusses the results and future work, together with
the choice of methods and the work from a wider perspective. Chapter 6 concludes the thesis.
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1.7 Research Papers

This thesis is based on two workshop submissions. The first paper, Explaining Symbolic Action
Policies using Facet Reasoning, was written by Jennifer Santos, Johannes K. Fichte and Daniel
Gnad. It was accepted to the Human-Aware and Explainable Planning workshop at the 36th
International Conference on Automated Planning and Scheduling (ICAPS 2026). The second
paper, Robust Observation Planning via Facet Reasoning, was written by Jennifer Santos, Damien
Van Meerbeeck, Mika Skjelnes, Arnaud Lequen and Daniel Gnad. It was accepted to the
Automated Reasoning for Future Space Logistics workshop at the Federated Logic Conference
2026 (FLoC 2026). In both papers, the authors are listed in contribution order. In the second
paper, the first two authors contributed equally.
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2 Theory

This chapter presents relevant background theory and related work.

2.1 Background

We review classical planning, answer set programming, faceted reasoning and policies
learned over description-logic features.

2.1.1 Classical Planning

A classical planning problem [25] is modeled as a pair Π = xD, Iy, where D is a planning
domain and I is a planning instance. Figure 2.1 shows a simple planning problem in a
Blocksworld domain. The domain D = xT, P, Ay consists of a set of types T, a set of predicates
P and a set of action schemas A. Each predicate p P P has a fixed arity |p| P N that specifies
the number of arguments it takes. Each argument x = xx1, . . . , x|p|y is associated with a type
τ(xi), where τ P T. An atom is a predicate whose arguments are either variable symbols or
objects. In Example 1, x1 and x2 are variable symbols and if they are instead assigned specific
blocks, e.g., A and B respectively, they are referred to as objects. Each action a P A consists
of a set of preconditions pre(a) and effects eff(a), both of which are sets of atoms over the
variable symbols of a.

Example 1 In the Blocksworld domain, the set of types is T = tblocksu. An example of a predicate is
on(x1, x2), of arity |on| = 2, with both arguments of type blocks. The predicate captures the relation
that block x1 is on top of block x2.

A planning instance I = xO, s0, Gy, consists of objects O, an initial state s0 and a goal
condition G. Each object o P O has an associated type τ. An atom is ground if all of its
arguments are instantiated with objects of matching types. Relating to Example 1 and Figure
2.1, on(x1, x2) is an atom, while on(B, A) is a ground atom, assuming A, B P O. A state s is a
set of ground atoms. An action is ground if every argument is instantiated with objects o P O.
An action a is applicable in state s if its preconditions are satisfied and the successor state s1

is obtained by applying its effects. A plan is a sequence of ground actions π = xa0, . . . , any,
where the applied sequence transforms the initial state s0 to a state sn that satisfies G, i.e.,
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2.1. Background

A B C

C

B

A

Figure 2.1: A Blocksworld planning problem with three blocks. The left configuration is the
initial state, where all blocks are placed on the table. The right configuration is the goal state,
where block C is on block B and block B is on block A. The possible actions are: pickup a
block, putdown a block, stack a block on top of another and unstack one block from another.
The shortest plan is: pickup(B), stack(B,A), pickup(C), stack(C,B).

G Ď sn. A planning problem is solvable if there exists at least one plan and the set of plans is
denoted by Plans(ΠH), where each plan has length at most H P N. In this thesis, actions are
assumed to have a unit cost.

Planning problems are commonly specified in the Planning Domain Definition Language
(PDDL) [26] and can be represented in grounded form using SAS+ [27]. Example 2 shows the
PDDL definitions of the Blocksworld predicates and the pickup action.

Example 2
(:predicates (clear ?x) ;no block is on top of x and x is not held

(on-table ?x) ;block x is on the table
(arm-empty) ;the robot arm is empty
(holding ?x) ;the robot arm holds block x
(on ?x ?y) ;block x is on top of block y

)
(:action pickup

:parameters (?ob)
:precondition (and (clear ?ob)

(on-table ?ob)
(arm-empty))

:effect (and (holding ?ob)
(not (clear ?ob))
(not (on-table ?ob))
(not (arm-empty)))

)
The precondition of the pickup action is that the block ?ob does not have any block on top of itself,

the block is on the table and the robot arm is empty. If these preconditions hold, then the action is
applicable and the effect is that the robot arm is now holding the block, the block is no longer clear, it is
not on the table and the robot arm is not empty.

2.1.2 Answer-Set Programming

Answer-set programming (ASP) [28] is a declarative programming language defined by rules
built from atoms and literals. An atom is a factual statement that can either be true or false
and a literal is an atom or its negation. An ASP rule is constructed as follows,

h Ð b1, . . . , bn, not c1, . . . , not cm,

7



2.1. Background

where the head atom h is true if the atoms b1, . . . , bn are true and none of the atoms
c1, . . . , cm hold. If there exists no body, the rule is called a fact and the head is uncondi-
tionally true. If, in contrast, there is no head, it is a constraint, meaning that the atoms in
the body can never be true at the same time. A collection of these rules is called an answer
set program, and its solutions, called answer sets, are sets of ground atoms that satisfy the
program under stable model semantics [29]. There can be zero, one or multiple answer sets to
an answer set program. The answer set program of Example 3 has a single answer set, which
contains all seven facts with the derived atoms can_pickup(blockA), can_pickup(blockB) and
can_pickup(blockC).

Example 3 An example of an answer set program of the initial state of the planning problem in Figure
2.1 along with the precondition of pickup.

clear(blockA). (2.1)

clear(blockB). (2.2)

clear(blockC). (2.3)

on_table(blockA). (2.4)

on_table(blockB). (2.5)

on_table(blockC). (2.6)

arm_empty. (2.7)

can_pickup(X)Ð clear(X), on_table(X), arm_empty. (2.8)

A choice rule is defined by placing brackets over the head, meaning that the head can be
true or false whenever the body holds. For instance, adding a choice rule,

tpickup(X)u Ð can_pickup(X),

to Example 3 would result in eight answer sets: one where no block is picked up, three
where exactly one block is picked up, three where exactly two blocks are picked up and one
where all are picked up. A head can also be a conditional literal h(X) : d(X), where h(X) is
derived if X also holds in d(X). The choice rule can instead equivalently be defined as:

tpickup(X) : can_pickup(X)u.

The number of atoms derived by the conditional literal can also be restricted by a lower
bound l and upper bound u

l th : du u Ð b1, . . . , bn, not c1, . . . , not cm,

where 0 ď l ď u. It is also possible to find a minimized set of a given condition by
adding #minimize and it is possible to count the number of atoms given an objective with
the aggregate #count. Relating to Example 3, #count{X : clear(X)} would evaluate to
three because there are three clear blocks and #minimize{X : pickup(X)} would return
the answer set where none of the blocks are picked up.

2.1.3 Faceted Reasoning

The notion of facets has been introduced in ASP to identify atoms that occur in some answer
sets but not in all answer sets [30, 31]. Given this property of facets, it is possible to navigate
the solution space of answer sets. If a facet is enforced, it means that the facet must occur in
the answer set. If a facet is prohibited, then the facet cannot occur in the answer set. Relating
to the answer sets of Example 3 with the choice rule, if pickup(blockB) is enforced, we only get
four answer sets: one where only block B is picked up, two where block B together with one

8



2.1. Background
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Figure 2.2: A Blocksworld planning problem with four blocks. The left configuration is the
initial state, where all blocks are placed on the table. The right configuration shows two states
that satisfy the goal conditions: on-tableg(blockA), ong(blockB, blockA), ong(blockD, blockC).

other block is picked up and one where all blocks are. Instead, if we prohibit pickup(blockB),
there are four answer sets left: one where no block is picked up, two where either block A or
block C is picked up and one where both block A and block C are picked up. Facets have also
been adapted to classical planning, where a facet is an action that occurs in some plans but
not in all plans [21, 6], see Example 4.

Example 4 Consider the planning task in Figure 2.2 with horizon H = 6. There are three possible
plans:

Plan 1: pickup(blockB)Ñ stack(blockB, blockA)Ñ pickup(blockD)Ñ stack(blockD, blockC)

Plan 2: pickup(blockD)Ñ stack(blockD, blockC)Ñ pickup(blockB)Ñ stack(blockB, blockA)

Plan 3: pickup(blockB)Ñ stack(blockB, blockA)Ñ pickup(blockC)Ñ stack(blockC, blockB)
Ñ pickup(blockD)Ñ stack(blockD, blockC)

The actions pickup(blockC) and stack(blockC, blockB) occur in Plan 3 but not in Plan 1 and
2, and are therefore facets. The goal is either achieved by stacking block C on block B or by letting
block C remain on the table since there is no goal condition that specifies the placement of block C. The
remaining actions are not facets because they occur in every plan.

The advantage of faceted reasoning is that it lies in NP and is therefore computationally
much easier than counting (#P) or enumerating the number of polynomially bounded plans
[21]. The significance of a facet is measured by the reduction in remaining facets when the
facet is enforced or prohibited.

2.1.4 Description Logics

Description Logic (DL) [16] is a family of formal languages used to represent knowledge of
a domain. This knowledge is described using logic-based semantics through concepts and
roles. Given a planning domain D, the unary predicates are represented by concepts, and
the binary predicates are represented by roles. These are defined over a universe ∆, which
consists of the objects of a planning instance. To illustrate, see Example 5.

Example 5 Consider the planning problem from Figure 2.1, which has three objects,

tA, B, Cu.

9



2.1. Background

The primitive concept clear in the initial state can be interpreted as

tclear(A), clear(B), clear(C)u,

because all blocks are clear.
The primitive role on in the goal state (ong) can be interpreted as the binary relation,

tong(B, A), ong(C, B)u,

where block B is on top of block A and block C is on top of block B.

More complex descriptions can be formulated using constructors that operate not only
on primitive concepts C,D and roles R,S but also on concept and role descriptors, that is,
expressions already formed from these primitives. Relating to Example 5, such constructors
would allow a description like “all clear blocks”. An expression, composed of these construc-
tors, can be evaluated over planning states, and is then called a feature. The complexity of a
feature is defined by the number of constructors in its expression.

An example of a system that provides such constructors is the DLPlan library [32], and
the constructors we consider in this thesis are:

• universal concept J,

• bottom concept K,

• intersection C [D,

• negation ␣C,

• value restriction @R.C,

• existential quantification DR.C,

• equality R = S ,

• inverse R´1,

• transitive closure R+,

• and restriction R|C .

These expressions, formed by the constructors, can be evaluated in two different ways:

• Boolean feature: 1) the emptiness of a feature and 2) a nullary predicate.

• Numerical feature: the cardinality of a concept or a role.

2.1.4.1 DLPlan Library

DLPlan [32] is a C++ and Python library that implements Boolean and numerical features in
addition to the most common description-logic (DL) concept and role constructors. Using
this library, and a given set of instances of a planning domain, it is possible to generate DL
features of a fixed complexity, meaning that the resulting feature expressions have a bounded
syntactic length, and evaluate them on planning states. The library also provides basic types
for components such as predicates and objects. Moreover, DLPlan can also be used to gener-
ate first-order state spaces from PDDL.
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2.1.5 Symbolic Action Policies

Action policies can be learned from sets of Boolean and numerical DL features. Such poli-
cies are domain-general and, once learned, can be reused to guide the search process of any
instance of a planning domain. For example, Francès, Bonet and Geffner [15] learn general
policies by solving a Weighted Max-SAT problem. Bonet and Geffner [14] build on hitting-set
algorithms to learn general policies. Similarly, Musayev et al. [13] learn transition classifiers
over DL features using decision trees, distinguishing between good, bad and unsolvable tran-
sitions. In their work, a good transition decreases the goal distance, a bad transition increases
or does not change the goal distance and an unsolvable transition leads to an unsolvable state.

Both general policies and transition classifiers consist of rules that distinguish preferred
transitions from undesired transitions and can therefore be used to guide the search. Such
a rule consists of a set of feature conditions C and a set of feature effects E, both expressed
over description logic. The conditions are evaluated in the current state s and the effects are
evaluated over the transition from s to a successor state s1. A rule fires for a transition if all
conditions in C hold in s and all effects in E hold over the transition from s to s1.

We consider policy rules with Boolean feature conditions (b) that evaluate to true or false
in state s, formally b(s) = J or b(s) = K. For feature effects, both Boolean and numerical fea-
tures are considered. A Boolean effect is positive if the feature changes from false, b(s) = K,
to true, b(s1) = J, over the transition and negative if it changes from true to false. Numerical
effects (n) describe how the feature value changes over the transition. There are five possible
comparisons: strict increase n(s) ă n(s1), strict decrease n(s) ą n(s1), increase n(s) ď n(s1),
decrease n(s) ě n(s1) and equal n(s) = n(s1). To illustrate a policy rule, see Example 6.

Example 6 Consider a single goal stack G in the Blocksworld domain. The Boolean feature H is true
if the robot arm holds a block and the numerical feature p counts the number of blocks already placed
in their goal position in G. A good rule r is

r : C = tHu ÞÑ E = t␣H, pąu.

The condition C requires H to be true, meaning the robot arm is holding a block in state s. The
effect E requires that, over a transition from s to the successor state s1, H becomes false (the robot arm
is no longer holding a block) and p strictly increases (an additional block has been correctly placed in
the goal stack).

2.2 Related Work

The work in this thesis relates to two research fields: the explanation and analysis of action
policies and satellite constellation scheduling.

2.2.1 Explaining and Analyzing Policies

The following related works study how the behavior of planners and learned policies can be
made more understandable, each of which relates to the analysis of symbolic action policies
presented in this thesis.

2.2.1.1 Contrastive Explanations

Sreedharan et al. [2] introduce an approach for presenting contrastive explanations as to
why a planning task requested by a user is unsolvable. Their approach, named HELM (Hi-
erarchical Expertise-Level Modeling), provides explanations depending on the user’s level
of knowledge about the planning problem or domain. In general terms, this is achieved by
allowing a user to propose an alternative action or plan that they believe should work, called
a foil. HELM then identifies which model details the user is unaware of, specifically those
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missing from the abstracted view of the task and provides a contrastive explanation as to
why the alternative is unachievable.

PlanPilot has a similar approach where the user can interactively test how the plan
space is affected when actions are enforced or prohibited. The explanation is then reflected
by the number of remaining facets. The main difference is that the explanations in the form
of facets are not tailored to the user’s skills within the area as it is presented in the HELM
approach. Instead, the user must interpret the results independently. This can be beneficial,
as there is no information excluded from the user, however, it can be more challenging to
draw insightful conclusions.

2.2.1.2 Search Space Restrictions

Eifler et al. [33] present an approximation method that mitigates complexities arising from
computing goal exclusions by MUGS (Minimal Unsolvable Goal Subsets). MUGS are defined
by Eifler et al. [34] and in oversubscription planning, there are several goals but only a sub-
set that can be achieved given limited resources [35]. The goal exclusions are important in
oversubscription planning because they explain the goal conflicts intuitively, by answering
the question of why a certain goal is excluded from a plan. However, MUGS are limited by
scalability and generation of plans. To mitigate this, they use learned domain knowledge,
where they assume that an action policy π of an oversubscription planning task has been
learned. π is then used to restrict the search space of plans resulting from a MUGS analysis
by only exploring action sequences within a radius r of π. This restriction makes it possible
to answer why a plan does not achieve a certain goal by explaining that the plan would have
to deviate from π more than radius r.

Similarly to the objective of this thesis, both approaches restrict the plan space by us-
ing learned policies in order to produce explanations. However, Eifler et al. [33] use action
policies learned by neural networks as guidance to approximate the search space of MUGS
explanations in order to scale to larger instances. In this thesis, we analyze how the policy
restricts the plan space in order to explain and debug the symbolic action policy.

2.2.1.3 Verification of Neural Action Policies

In the work of Vinzent et al. [36] a method is presented for verifying the safety of neural
network action policies. A policy is considered unsafe if, starting from a state that satisfies
a start condition, it can reach a state satisfying the unsafe condition. To verify this, they
extend predicate abstraction to what they call policy predicate abstraction (PPA). Instead of
abstracting the full state space, PPA only abstracts the state space restricted by the policy. The
abstraction is defined in such a way that each predicate corresponds to a linear constraint
over state variables and the states are then grouped by their truth values. In a subsequent
work by Vinzent et al. [37], the method is extended from non-deterministic to probabilistic
safety verification.

In this thesis, although we consider symbolic action policies rather than neural networks,
we address a related question. We aim to understand why a policy fails, whereas the related
work aims to verify whether a policy leads to unsafe behavior. The latter question can also
be analyzed in our framework, since it is possible to evaluate whether an unsafe state is
reachable under a specific policy.

2.2.1.4 Debugging Neural Action Policies

Steinmetz et al. [38] present a framework for testing action policies to identify bugs. A state is
considered a bug under a policy if there exists an alternative policy that does better according
to a given objective, such as cost minimization. This captures states where the failure is
avoidable, but not cases where no policy could do better. These candidate states are generated
through random walks and test oracles are used to confirm whether a state is a bug. Eisenhut
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et al. [39] extend this work and define three fuzzing biases to find three shapes of policy
traces: traces that are close to loop back, traces that take a large detour or traces where the
goal distance does not decline smoothly. In both papers, they evaluate their framework on
neural network action policies.

This framework is related to this thesis, as both aim to debug learned policies. A strength
of our approach is that we can identify not only whether a policy fails, but also which rule
contributes to the failure. Through faceted reasoning we can determine which rule is re-
sponsible for the fault and at which time step it occurs. This is possible because we analyze
symbolic action policies with explicit rules. Their framework, however, is agnostic to the
policy representation itself and applies to neural network policies which we cannot analyze.

2.2.2 Satellite Constellation Scheduling

Satellite constellation scheduling is an optimization problem that involves coordinating ob-
servations and downlink communication across multiple satellites under limited resources
and uncertain conditions. The following related works approach this challenge in differ-
ent ways: efficient scheduling under weather uncertainty, repairing plans when conditions
change and scaling to larger constellations.

2.2.2.1 Satellite Scheduling Problem

Xiao et al. [40] study a scheduling problem in which multiple Earth observation satellites,
equipped with cameras, observe objects on Earth. The available time windows for observing
a target and for downloading the acquired data to ground stations are limited and must be
used efficiently, with the added difficulty that weather conditions are unpredictable. They
formulate this as the multi-satellite observation and data-downlink scheduling problem and
address it with a mixed-integer linear programming model that schedules the observations
and downlinks concurrently.

This related work tackles a problem similar to the satellite constellation we consider in this
thesis, however, the approaches differ in how they schedule and handle this uncertainty. They
compute a single optimized model that is robust to weather uncertainty. Rather than antici-
pating events in advance, we let the user respond to them as they arise. Through PlanPilot
we can adapt the current plan to unforeseen events without replanning from scratch.

2.2.2.2 Plan Repair

Fox et al. [41] propose a new metric called plan stability where a repaired plan should stay as
close as possible to the original while still achieving the same goal and possibly new goals.
They define dynamic problems as ones where the initial state and/or goal differ only slightly
from the original. This is relevant, e.g., in satellite scheduling, where changes require the
plan to be adapted. They measure stability as the number of actions that differ between the
original and new plan and propose a repair strategy by using a local-search planner LPG that
adapts the plan according to the changes.

Similar to this thesis, they address plan repair, where an existing plan must be adapted to
changes rather than recomputed. The difference is that they optimize for stability, whereas
our framework does not. When the user adds a constraint by enforcing or prohibiting a facet
and requests a new plan, the framework returns some plan but not necessarily the one closest
to the original, as there may be many plans that fulfill the constraints. Incorporating stability
could be a valuable extension to our framework. It would require a single reference plan, but
currently it is possible to query multiple plans, so a commitment step would be needed to
fix the current plan. Stability could then be considered once a constraint is added and a new
plan is requested.
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2.2.2.3 Scalable Dynamic Satellite Constellation Scheduling

In the work of Zilberstein et al. [24], multi-agent systems are used with a decentralized
scheduling solution to model and schedule satellite constellations, where a large number
of spacecraft must be coordinated. They formulate the problem as a distributed constraint
optimization problem and introduce a decomposition heuristic that splits the problem into
sub-problems that can be solved with a decentralized algorithm. Similar to this thesis, this re-
lated work addresses a satellite constellation scheduling problem. However, the aims differ.
They target scalability to large constellations, which they achieve through multi-agent sys-
tems. Our approach does not scale to constellations of that size, instead the aim is interactive
and dynamic planning.
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3 Method

This chapter presents the methods used in the two use cases.

3.1 Encoding Policies in ASP

To evaluate symbolic action policies over a planning problem Π = xD, Iy, we first translate
Π into ASP. Then we extend the ASP encoding with DL features and policy rules.

3.1.1 Planning as ASP

We use the translator plasp [20], which takes a PDDL or SAS+ planning problem with a
planning horizon H as input and produces an answer-set program. We use a bounded plan
encoding, in which a plan may have at most H steps. In this program, planning states are
represented by holds atoms indexed by time steps T P t0, 1, . . . , Hu and the actions of a
plan are represented by occurs atoms indexed by time steps T P t1, . . . , Hu. To represent
plans shorter than H, the encoding introduces no-op actions to ensure that each time step
is assigned exactly one action. The placement of the no-op actions is regulated: they can-
not occur at the final time step and if there are one or multiple no-ops, they must appear
consecutively right before the final step. The placement is regulated such that every plan has
a unique representation. Without this, there would be as many representations of a plan as
there are ways of placing the no-op action(s) among the time steps of the plan. For exam-
ple, given the planning problem in Figure 2.1, the optimal solution has length 4, but with a
horizon of H = 5 the plan is represented as follows:

occurs(action(("pickup","b2")),1)
occurs(action(("stack","b2","b1")),2)
occurs(action(("pickup","b3")),3)
occurs("no_op",4)
occurs(action(("stack","b3","b2")),5)

Under these adaptations, a ground action a of a planning problem Π is a facet at time step
T if it occurs in some plan in Plans(ΠH) with horizon H at time step T, but not in all plans in
Plans(ΠH) at time step T. A no-op action is a valid action and is therefore counted as a facet.
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3.1.2 Encoding Symbolic Policies in ASP

Our encoder takes a set of rules per transition class (good, bad or unsolvable) as input where
each rule is defined over Boolean and numerical DL features. To extract the syntactic struc-
ture of each rule, we use the DLPlan library [32], which parses each rule into a constructor
tree. The root of this tree identifies the rule and its class label, while its children represent the
conditions and effects. Each condition or effect specifies how its associated feature is evalu-
ated, e.g., whether a numerical feature decreases and points to the feature it evaluates. The
feature is then recursively decomposed into its DL constructors, ending in leaves that repre-
sent primitive concepts and roles defined over the domain predicates. Figure 3.1 shows an
example of this representation for a rule classified as bad in the Sokoban transition classifier
learned by Musayev et al. [13].

After parsing, the constructor tree is translated into ASP facts, where each node speci-
fies the node type, its index, and the indices of its child nodes. The semantics of the DL
constructors are defined by a domain-independent set of ASP rules included by the encoder
(see Example 7), with both static and dynamic variants to account for time-dependent and
time-invariant domain predicates.

Example 7 The dynamic constructor for the intersection C [D is encoded in ASP as follows:

concept(Idx, X, T) :-
and_concept(C, D, Idx),
concept(C, X, T),
concept(D, X, T).

The rule derives that object X belongs to the intersection concept (“and”) with index Idx at
time step T if X belongs to both C and D in T, given that and_concept(C,D,Idx) exists in the
constructor tree.

To evaluate the features and rules over planning states, we connect them with the ASP
planning encoding via bridge rules. We define a universe ∆ consisting of the objects O of the
planning instance I and the constants of the planning domain D. Each dynamic predicate is
then grounded over ∆, and a bridge rule links every grounded predicate to the corresponding
holds atom generated by plasp, see Example 8. Finally, static and goal predicates are added
as ASP facts.

Example 8 Let ∆ = tblockA, blockB, blockCu be the universe of the planning task in Figure 2.1.
The dynamic concept clear is grounded over ∆ and bridged with the holds atoms as follows:

policy_variable(blockA).
policy_variable(blockB).
policy_variable(blockC).
clear(blockA,T) :-

holds(DerivedVariable,value("clear(blockA)",true),T).
clear(blockB,T) :-

holds(DerivedVariable,value("clear(blockB)",true),T).
clear(blockC,T) :-

holds(DerivedVariable,value("clear(blockC)",true),T).

With this encoding, a planning task can be solved under rule guidance, where an action
can occur at a time step T only if there exists a policy rule that fires along the transition. We
integrate the policy such that the user can selectively enable or disable individual rules or
entire transition classes. A rule R is enabled by adding the ASP fact enabled(R), and is
disabled by default otherwise.
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rule(r21).

bad_rule(r21).

condition(r21,c18). effect(r21,e10). effect(r21,e19).

decrease_numerical_effect(n0,e19).

numerical_feature(6,n0).

count_numerical_concept(3,6).

equal_concept(2,1,3).

primitive_role(at,2). primitive_role(at_g,1).

effect(r21,e20).

Figure 3.1: The constructor tree of a rule classified as bad in the Sokoban domain with one
effect branch expanded. The dotted edges indicate omitted conditions and effects.

A rule fires at time step T if it is enabled, its conditions hold at time step T, and its effects
hold over the transition to time step T + 1. See Example 9 for how a feature effect is evaluated.
Furthermore, a rule must fire at every state from which an action is executed, and every
executed action must be preceded by a fired rule. The exception is a no-op action: a rule is
not required to fire at time step T if a no-op action occurs at time step T + 1.

Example 9 The numerical strict decrease effect is defined in our ASP encoding as follows:

effect_satisfied(E,T,T1) :-
decrease_numerical_effect(N,E),
T1 = T+1,
numerical(N,V0,T), numerical(N,V1,T1),
V0 > V1.

The effect E holds over the transition from time step T to T + 1 if the value V of the numerical
feature N strictly decreases over the transition.

3.1.3 Framework

Our framework takes a PDDL or SAS+ planning problem together with a planning horizon
H, and uses the tool plasp [20] to translate the problem into ASP. The ASP planning problem
is then passed to fasb [31] which uses clingo1 [42] as its solver. In the interactive mode,
the user can enumerate and count facets and plans, query the significance of a facet, and

1https://github.com/potassco/clingo
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Domain Good rules Bad rules Unsolvable rules Total

blocksworld 12 8 0 20
childsnack 16 17 7 40
ferry 7 13 0 20
floortile 7 10 3 20
miconic 5 5 0 10
rovers 11 9 0 20
satellite 22 28 0 50
sokoban 3 6 1 10
spanner 23 15 12 50
transport 5 5 0 10

Table 3.1: Number of rules per domain, divided into good, bad and unsolvable transition
classes.

iteratively restrict the plan space by enforcing or prohibiting facets. The tool also supports a
script mode, where the user provides a file of query commands to be executed.

We extend PlanPilot with two analysis modes. In the first mode, the ASP program gen-
erated by plasp, together with the encoded policies, is solved directly by clingo without
faceted reasoning. This mode is used for batch experiments, where many planning tasks and
rule configurations are evaluated automatically. In the second mode, the problem is passed to
PlanPilot, either through scripted queries or through the interactive interface. This mode
supports a more detailed incremental inspection of how rule choices affect the remaining plan
space.

In both modes, the rule configuration can be controlled at different levels. First, complete
transition classes (good, bad, unsolvable) can be enabled or disabled. Second, a transition
class can be minimized, where clingo selects a minimum subset of the rules of that class
that still admits a solution. Third, in the interactive setting, individual rules can be treated
as facets by making them optional, e.g., {enabled(R)} :- bad_rule(R). When a rule is
enabled in some plans but not in all plans, the user can enforce or prohibit this rule using its
identifier. This allows us to analyze how individual rules affect the plan space. To identify
exactly the plans allowed by a policy, we enforce that good rules fire for every transition and
that bad/unsolvable rules are prohibited from firing.

Configuration Our framework supports arbitrary policies defined over DL features. We
showcase possible analyses on the transition classifiers learned by Musayev et al. [13] with
default parameters. These rules are grouped into the three transition classes: good, bad and
unsolvable. Table 3.1 shows the number of rules per class and domain of the IPC learning
track [43]. Based on these classes, we evaluate five ASP configurations:

• ASP: base encoding generated by plasp.

• ASPg: ASP with all good rules enabled.

• ASPg,b: ASPg with all bad rules enabled.

• ASPg,b̃: ASPg with a minimized subset of bad rules enabled.

• ASPg,b,u: ASPg,b with all unsolvable rules enabled.

ASPg,b̃ uses clingo in optimization mode, finding the minimum number of bad rules
that need to be allowed such that the instance is solvable.
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3.2 Satellite Constellation Problem

The domain we study in this thesis is Earth observation scheduling, where image decisions
and communication must be solved together in parallel. To achieve this, the satellites must
cooperate to satisfy observation requests under limited downlink capacity and uncertain con-
ditions. We make the following assumptions to obtain a tractable planning model while still
preserving operational bottlenecks:

• A satellite has a restricted set of tools, e.g., camera types.

• A satellite has a memory capacity of one picture.

• The satellites are at a fixed distance from each other, assuming a grid-like formation.

• There is a fixed number of regions of interest and a fixed number of ground stations.

• Satellites can transmit pictures to Earth if they are in range of the ground station and
can transmit pictures to adjacent satellites.

Under these assumptions, feasible plans are restricted by narrow temporal windows.
These windows, where images should be acquired and transmitted to ground stations, may
become unusable or less valuable when conditions evolve. In this setting we consider two
features that affect the design choices of the model. The first is that the available actions
that a satellite can execute at any given time step are heavily restricted, both by foreseen and
unforeseen constraints. The foreseen constraint follows from the orbital geometry: a satel-
lite can only acquire an image of a ROI while it has visibility of it and can only downlink to
the ground station while it is in line of sight of it. This makes observation and transmission
opportunities occur in narrow and periodic time windows. Unforeseen constraints can arise
on top of the foreseen constraints, when the conditions evolve in ways that the original plan
did not anticipate. For example, a cloud can cover the ROI and invalidate an observation,
or a hardware fault can disable a satellite. In both cases of constraints the consequence is
the same, that only a small subset of actions that the planning model allows in principle are
actually applicable at runtime.

The second feature is that, because of these restrictions, replanning is the norm rather than
the exception. Plans for this domain are rarely untouched: an unusable window or a failed
transmission typically forces the operator to revise the current schedule. Recomputing a plan
from scratch each time such an event occurs is costly, and is undesirable operationally, since
a new plan may disregard previous manual adjustments made by the user. This motivates
the approach in which the current plan can be incrementally refined under new constraints,
which is exactly the kind of interaction that faceted reasoning over plan spaces is designed to
support.

3.2.1 The Model

The satellite constellation model is defined in PDDL.

3.2.1.1 Problem Definition

Types and Predicates We encode the constellation observation problem as a PDDL domain
with two object types: satellite and image. The predicates are:

• has-image(s, i): indicates that satellite s currently holds image i in its memory.

• is-full(s): marks that the memory of satellite s is full. The memory capacity is limited to
a single image.

• transmitted(i): records that image i has reached the ground.
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• connected(s1, s2): captures the intra-grid neighborhood between satellites.

• can-take-image(s, i): true whenever satellite s may acquire image i.

• can-earth-transmit(s): true whenever satellite s is in line of sight of a ground station.

Actions There are three actions in the domain:

• take-picture(s, i) requires can-take-image(s, i) together with an empty memory and pro-
duces has-image(s, i) and is-full(s). Figure 3.2 shows the take-picture action defined in
PDDL.

(:action take-picture
:parameters (?s1 - satellite ?i - image)

:precondition (and
(not (has-image ?s1 ?i))
(not (is-full ?s1))
(can-take-image ?s1 ?i))

:effect (and
(has-image ?s1 ?i)
(is-full ?s1))

)

Figure 3.2: The PDDL definition of the take-picture action.

• transmit-satellite(s1, s2, i) forwards an image from s1 to a connected neighbor s2 with
free memory, freeing the memory of the source satellite s1. Figure 3.3 shows the
transmit-satellite action defined in PDDL.

(:action transmit-satellite
:parameters (?s1 ?s2 - satellite ?i - image)

:precondition (and
(connected ?s1 ?s2)
(has-image ?s1 ?i)
(not (is-full ?s2)))

:effect (and
(not (has-image ?s1 ?i))
(not (is-full ?s1))
(has-image ?s2 ?i)
(is-full ?s2))

)

Figure 3.3: The PDDL definition of the transmit-satellite action.

• transmit-earth(s, i) requires can-earth-transmit(s) and delivers the image to the ground,
asserting transmitted(i). Figure 3.4 shows the transmit-earth action defined in PDDL.
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(:action transmit-earth
:parameters (?s1 - satellite ?i - image)

:precondition (and
(has-image ?s1 ?i)
(can-earth-transmit ?s1))

:effect (and
(transmitted ?i)
(not (has-image ?s1 ?i))
(not (is-full ?s1)))

)

Figure 3.4: The PDDL definition of the transmit-earth action.

3.2.1.2 Instance Definition

A problem instance is described by a file that specifies the geometry and the schedule of ob-
servation opportunities. The goal is to transmit every image to the ground. The constellation
is organized in L parallel layers of m satellites each, with the convention that satellite si,j sits
at position i P t1, . . . , mu in layer j P t1, . . . , Lu. The connected predicate is then derived from
this grid.

The file lists n regions of interest and, for each image, a (satellite, offset) pair specifies
which satellite may take the picture at which offset. For each satellite, it likewise specifies the
offset at which it can transmit to a ground station. The offset captures a satellite’s position
relative to the starting configuration. It is the number of steps the satellite must take along
its orbit before it is above the relevant target. These offsets are interpreted modulo the orbital
period P, which is the number of time steps after which the constellation returns to its initial
configuration. Actions are indexed from T = 1, so a satellite with offset ol has its window at
every time step T where T ” ol + 1 (mod P).

For example, in Figure 3.5 there are two layers of five satellites, with one ground station
and one ROI, hence n = 1. Only the red satellite s5,2 can acquire an image and only the blue
satellite s3,1 can transmit to Earth. The offset pairs are (s5,2, 1), with a time window to acquire
an image in the first period at T = 1 + 1 = 2 and (s3,1, 0), where the satellite can transmit to
Earth in the first period at T = 0 + 1 = 1, with a period P = 5. For each time step, starting at
the initial configuration, the constellation rotates 72 degrees clockwise. At time step T = 5,
the satellite constellation is back to the initial configuration. For an illustration of the orbital
movement see Figure 3.6. Hence, in the initial state s3,1 can transmit to Earth and after one
turn s5,2 can acquire an image.

3.2.2 Extending PlanPilot with Temporal Constraints

The plan encoding of PlanPilot produces sequential plans in which exactly one action is
applied per time step. For this setting, it is too restrictive in two respects. First, distinct
satellites may act in parallel within the same orbital step, e.g., one satellite can take a picture
while another satellite forwards a previously acquired image, where a sequential plan would
separate these steps and inflate the horizon and the size of the plan space. Second, the peri-
odic visibility windows of the instance only constrain when a gate predicate may be true, not
which satellite is acting at that step, so the planning horizon is more naturally expressed in
terms of orbital steps than of action steps.

We therefore extend the encoding to admit parallel action occurrences per time step under
@-step semantics [20], where a set of actions may fire in parallel at time step T provided that
every linearization of the set is applicable in the state reached at step T and produces the same
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Figure 3.5: A satellite constellation with L = 2 parallel layers of m = 5 satellites each. G
marks the ground station and I the region of interest. The red satellite s5,2 is equipped with
a camera and the blue satellite s3,1 can transmit to Earth. The arrow indicates the direction of
orbital motion.

valid state at step T + 1. We then derive the predicates can-take-image and can-earth-transmit
from the periodic schedule of the instance directly inside the ASP program. Facets, which
originally identified a single action occurrence occurs(a, T), are then extended to range over
the parallel occurrences and over the predicate schedule itself, which is what allows the user
to enforce or forbid temporal constraints on observation windows from within PlanPilot.
In the case where no action occurs at a time step, for instance because no satellite can perform
a meaningful action at this specific point in time, the solver does not assign any action to that
step of the plan.
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Figure 3.6: Orbital movement of a satellite constellation over six time steps.
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4 Results

In this chapter the results are presented.

4.1 Policy Evaluation

This section presents the results of the first use case: two case studies and an experimental
evaluation.

4.1.1 Case Study

We present two case studies that illustrate how our framework can be used to diagnose spe-
cific failures of policies. The first, in the Spanner domain, examines why unsolvable rules
prune valid plans. The second, in the Rovers domain, identifies rules that prune necessary
actions to find a plan.

4.1.1.1 Spanner

In the Spanner domain, a worker Bob walks from a shed sh to a gate gt along a corridor
of connected locations l1, . . . , li. On the way, Bob can pick up spanners s1, . . . , sj placed at
specific locations and use them to tighten nuts n1, . . . , nk at the gate. There are three actions:
w(x, y) walks Bob from location x to y; pu(s) picks up a spanner s at the current location; and
tn(s, n) uses spanner s to tighten nut n. As Bob can only move forward and each spanner can
only be used once, Bob must pick up enough spanners before reaching the gate to tighten all
nuts, else the goal cannot be achieved.

The transition classifier for Spanner contains 12 unsolvable rules that are intended to pre-
vent the planner from choosing actions that lead to a dead-end state. We study how these
rules affect the plan space by comparing the number of action facets under two configura-
tions: ASP and ASPg,b. If the unsolvable rules work as intended, then the number of action
facets should not decrease since every plan in ASP should also be a plan in ASPg,b. To ana-
lyze this in more detail, we use the interactive mode of the framework and treat unsolvable
rules as facets. For each instance, we first count the number of action facets under ASP and
ASPg,b configurations. If there is a reduced facet count, we iteratively prohibit one unsolv-
able rule at a time under the ASPg,b,u configuration and count the remaining action facets.
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Instance
ř

fASP
ř

fASPg,b Prohibited rule Rule impact
easy p05 22 12 r126 100 %
easy p10 108 80 r143 « 14 %
easy p12 110 102 r126 100 %
easy p15 228 216 r126 100 %
easy p16 308 278 r145 « 27 %
easy p18 310 292 - -
easy p20 498 426 r143 « 11 %
easy p21 508 430 r143 « 18 %
easy p22 634 534 r143 10 %
easy p23 660 628 r126 100 %
easy p24 662 542 r143 « 23 %

Table 4.1: Facet count
ř

f for instances of the Spanner domain under the base encoding ASP
and the ASPg,b configuration. The reported percentage is the share of the total facet reduction
caused by the prohibited rule.

The analysis is run with a time limit of 30 minutes per instance, and instances exceeding this
limit are excluded. The results are presented in Table 4.1.

For all instances except easy p18, only a single unsolvable rule reduces the facet count,
while prohibiting any of the remaining rules leaves the count unchanged. Of the 12 unsolv-
able rules, only three restrict the plan space individually. Among these three, r126 alone
accounts for 100 % of the facet reduction in four instances. This means that prohibiting r126
in easy p05 results in 12 facets, which is the same facet count as

ř

fASPg,b , so r126 accounts for
100 % of the facet reduction (10 facets). In easy p10, the rule impact is only 14 % when r143 is
prohibited, because the reduction of 4 facets is« 14 % of the full facet reduction 108´80 = 28.

In the easy p05 instance, all 10 facets pruned by r126 are w(x, y) actions. Figure 4.1 shows
the six plans under the ASP configuration, and prohibiting r126 prunes two of them, leaving
four under ASPg,b. In the two pruned plans, Bob picks up only one of the two usable spanners
before walking away. As a result, the other spanner remains at an unreachable location. In
contrast, in the remaining plans, Bob collects both spanners before moving on, although only
one is needed to reach the goal. The same pattern appears in easy p12. Four spanners are
distributed equally across two locations, and the remaining plans after prohibiting r126 are
those where both spanners nearest to the gate are picked up. Looking closer at r126, it consists
of two numerical effects, n87 and n94:

• n87 counts the number of objects that Bob left behind along the corridor, which are
unreachable to Bob.

• n94 counts the number of objects that have only loose objects ahead of themselves.

In the examples in Figure 4.1, when Bob moves forward leaving a spanner behind, the
value of n87 increases. At the same time, if that spanner previously had only loose nuts
ahead of itself, Bob now breaks this property, since Bob is not loose, which decreases the
value of n94. Overall, we conjecture that the training data used for learning the transition
classifiers may contain a bias toward instances in which the critical distinction is whether
Bob collects all spanners at the last spanner location before reaching the loose nut(s). In such
instances, unsolvable transitions correspond to Bob moving toward the gate without picking
up a required spanner. Consequently, r126 may overfit to this pattern and prune transitions
that are in fact part of plans, because there are sufficiently many spanners.1

1Out of curiosity we checked a few training instances and could confirm this pattern, indicating a weakness in
the training data.
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w(sh, l1)Ñ w(l1, l2)Ñ w(l2, l3)Ñ pu(s1)Ñ pu(s2)Ñ w(l3, l4)Ñ w(l4, gt)Ñ tn(s1, n1)
w(sh, l1)Ñ w(l1, l2)Ñ w(l2, l3)Ñ pu(s1)Ñ pu(s2)Ñ w(l3, l4)Ñ w(l4, gt)Ñ tn(s2, n1)
w(sh, l1)Ñ w(l1, l2)Ñ w(l2, l3)Ñ pu(s2)Ñ pu(s1)Ñ w(l3, l4)Ñ w(l4, gt)Ñ tn(s1, n1)
w(sh, l1)Ñ w(l1, l2)Ñ w(l2, l3)Ñ pu(s2)Ñ pu(s1)Ñ w(l3, l4)Ñ w(l4, gt)Ñ tn(s2, n1)

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . pruned plans . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

w(sh, l1)Ñ w(l1, l2)Ñ w(l2, l3)Ñ pu(s1)Ñ w(l3, l4)Ñ w(l4, gt)Ñ tn(s1, n1)
w(sh, l1)Ñ w(l1, l2)Ñ w(l2, l3)Ñ pu(s2)Ñ w(l3, l4)Ñ w(l4, gt)Ñ tn(s2, n1)

Figure 4.1: All plans after solving instance easy p05 with bounded horizon H = 10 under
the ASP configuration. The plans under the dotted lines are pruned when solving the same
instance under the ASPg,b configuration.

4.1.1.2 Rovers

In the Rovers domain, a set of rovers moves between waypoints to collect three types of
data: soil samples, rock samples and camera images. The goal is to communicate the re-
quired data to a stationary lander. There are nine actions: navigate to move between
waypoints, sample_soil and sample_rock to collect samples, drop to empty a sam-
ple store, calibrate to calibrate a camera, take_image to capture an image and three
communicate actions to transmit the respective data.

The transition classifier for Rovers contains 20 rules in total: 11 good rules and 9 bad rules.
We first analyze the effect of enabling only the good rules by counting action facets under the
ASP and ASPg configurations. The planning horizon is set to the optimal plan length for
each instance, since larger horizons may allow redundant actions, and we use a time limit of
30 minutes per instance. If no plan is found under the ASPg configuration, resulting in a facet
count of zero, the good rules alone are incomplete and exclude transitions necessary to find
plans. To investigate these cases further, we use the interactive mode of the framework and
treat bad rules as facets. We enable all good rules and then iteratively prohibit one bad rule
at a time. For each prohibited rule, we count the remaining action facets. This allows us to
identify which bad rule is necessary for finding plans.

Instance Hopt
ř

fASP
ř

fASPg Prohibited rule Rule impact

easy p01 9 84 0 r74 100 %

easy p02 16 396 0 r74 100 %

easy p04 16 186 0 r71 100 %
easy p04 16 186 0 r74 100 %

easy p05 6 14 0 r74 100 %

easy p08 19 346 0 r69 « 8 %
easy p08 19 346 0 r74 100 %
easy p08 19 346 0 r76 100 %

easy p09 6 48 0 r74 100 %

Table 4.2: Facet count
ř

f for Rovers instances under the base encoding ASP with the optimal
planning horizon Hopt. The rule impact reflects how much of the facet count under ASP is
reduced when a bad rule is prohibited.

The results are presented in Table 4.2 and show that no action facets remain under ASPg
and all plans are pruned. The analysis identifies the bad rule r74 as the main reason, which
is required to be enabled along every plan. The rule accounts for the full reduction in facets
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in all instances. Additional bad rules also have an effect in easy p04 and easy p08. By further
analyzing the plans of easy p01, easy p05 and easy p09, we find that every occurrence of the
actions drop, sample_rock, sample_soil, calibrate and take_image is classified as
bad. This implies that r74 does not properly distinguish necessary transitions from bad ones,
causing r74 to classify several necessary actions as bad. Relabeling the rule as good fixes the
issue in all tested instances.

4.1.2 Experiments

We evaluate the performance of the different ASP encodings and analyze how learned poli-
cies affect the plan space.

4.1.2.1 Experimental Setup

We evaluate our approach on the IPC 2023 benchmarks [43], consisting of 10 domains with
90 instances each, grouped into easy, medium and hard categories. All experiments are con-
ducted using the Lab toolkit [44] on a compute cluster with Intel Xeon Gold CPUs, with a
time limit of 30 minutes and a memory limit of 4 GiB per instance. As a baseline, we use A*
with the LM-Cut heuristic [45] in FastDownward [46]. Instances not solved by the baseline
are excluded from the evaluation.

The baseline also provides the optimal plan lengths used to derive the ASP planning hori-
zons. Specifically, the optimal plan length is multiplied by 1.5 and rounded down to the
nearest integer. This allows us to analyze how much rule guidance restricts the plan space
beyond optimal plans.

Solved Facet computation

Domain LM-Cut ASP ASPg ASPg,b ASPg,b,u ASP ASPg ASPg,b ASPg,b,u

blocksworld 11 11 5 11 11 11 5 11 11
childsnack 9 9 9 9 9 3 8 3 3
ferry 20 20 12 20 20 13 12 10 10
floortile 10 10 6 10 10 TO 2 TO TO
miconic 37 36 0 35 35 22 0 24 24
rovers 18 18 0 17 17 9 0 9 9
satellite 23 23 13 22 22 13 10 12 12
sokoban 30 29 0 28 28 17 0 17 17
spanner 30 30 6 30 30 30 6 30 30
transport 10 10 3 10 10 4 3 4 4

Total 198 196 54 192 192 122 46 120 120

Table 4.3: Number of solved instances and successful facet computations per domain. The
LM-Cut column reports the baseline coverage. The “solved” columns report coverage for
each ASP configuration and the “facet computation” columns report the number of instances
for which facet counts are successfully computed. TO denotes timeout.

4.1.2.2 Performance

We first evaluate if the generated ASP instances can be solved by clingo. The objective is
to find one plan under the bounded encoding with the selected rule configuration. Columns
“solved”, in Table 4.3, show the number of solved instances for each ASP configuration and
the LM-Cut baseline. The base encoding ASP solves nearly as many instances as the base-
line, showing that the ASP encoding itself remains feasible. Enabling rules reduces coverage
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Figure 4.2: Runtime for solving one instance with clingo. Runtime comparison between
LM-Cut and the ASP configurations.

across all configurations, which can be attributed to both an overhead during solving and
pruning of plans.

We show the runtime behavior of the ASP configurations in comparison to the baseline in
Figure 4.2. The most notable deviation is observed for ASPg, where the runtime grows faster
and stagnates earlier than the other configurations, indicating that the good rules impose
strong constraints. The remaining configurations mainly follow the same trend as the base-
line, with overhead introduced by the transition classifiers. An exception is ASPg,b̃, where
the minimization of the bad rules requires additional iterations to identify the minimal sub-
set, resulting in increased runtime.

4.1.2.3 Facet Analysis

We analyze the runtime of facet counting under the ASP configurations and the number of
facets to quantify how strongly the rules restrict the search space. Table 4.3 shows that com-
puting the number of facets is more demanding than finding a single plan. While it is possible
to find plans for 196 instances under the base encoding ASP, facet counts can only be com-
puted for 122 of them. A similar pattern appears for ASPg,b and ASPg,b,u, where facet counts
can be computed for 120 of 192 solved instances. For ASPg, facet count is successful for 46
of the 54 solved instances. Although all configurations except ASP use rule guidance, the
number of facet counts remains close to that of ASP.

Table 4.4 reports the average, minimum and maximum number of facets per domain,
computed over instances where a solution was found under both the ASP and ASPg con-
figurations. Figure 4.4 visualizes the distribution of facet counts for the blocksworld, ferry,
satellite and transport domains. Across all domains, enabling good rules consistently re-
duces the number of facets compared to the base encoding ASP. This can be explained by the
choice of horizon which is set to 1.5 times the optimal plan length. As a result, the plan space
of the ASP configuration may contain redundant actions that are selected only to fill out the
horizon, and are therefore excluded by the good rules.

The runtime for computing the number of facets under the ASP and ASPg,b,u configu-
rations is shown in Figure 4.3, together with the LM-Cut baseline. Note that all domains
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Figure 4.3: Runtime for computing facet counts. Runtime comparison between LM-Cut and
the ASP configurations.

Domain (nr. of instances)
ř

fASP
ř

fASPg

Avg Min Max Avg Min Max

blocksworld (5) 1243.20 158 2718 188.80 0 564
childsnack (3) 3588.00 3524 3716 1108.67 1088 1142
ferry (10) 7296.00 664 19614 306.00 32 866
satellite (10) 3074.20 448 7342 551.60 58 1200
spanner (6) 211.67 0 1214 59.00 0 354
transport (3) 792.00 44 1178 5.33 0 8

Table 4.4: Facet count
ř

f for the base encoding ASP and the corresponding reduction by
enabling good rules (ASPg). Results are reported with average, minimum and maximum
facet counts per domain, computed over instances solved by both ASP and ASPg.

that do not have unsolvable rules are still included in the set of ASPg,b,u. For both ASP
and ASPg,b,u, the runtime increases faster than for the baseline. This is expected, since facet
counting requires reasoning about the entire plan space rather than finding one optimal so-
lution. ASPg,b,u introduces additional overhead compared to ASP, because the solver must
also evaluate the encoded rules. Nevertheless, both configurations compute facet counts for
a comparable number of instances within the time limit.

4.2 Satellite Observation Planning

The results of planning satellite constellation observation are presented by a demonstration
and experiments on a benchmark set.
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Figure 4.4: Distribution of facet counts per domain for ASP and ASPg in commonly solved
instances. The y-axis is in log scale, with zero facet counts plotted at the lower limit.

4.2.1 Demonstration

We evaluate the capabilities of our approach empirically by building a set of benchmarks that
models Earth observation problems and solves them using our adaptation of PlanPilot.

4.2.2 Building the Benchmark Sets

We construct three benchmark sets, each containing six instances. The first two assess scala-
bility with respect to the number of images to be acquired, with the second one introducing
a sensor constraint. The third assesses scalability with respect to the size of the satellite con-
stellation.

Satellite constellation As illustrated in Figure 4.5, our satellite constellation model con-
sists of multiple orbital layers, each containing a fixed number of m satellites arranged in a
symmetric configuration. The constellation includes a ground station that serves as the final
destination for all collected imagery data. Communication capabilities vary across satellites:
while all satellites can establish links with their immediate neighbors (either in adjacent lay-
ers at the same orbital position, or within the same layer at adjacent positions), only a sub-
set is equipped with specialized communication arrays capable of transmitting data directly
to the ground station. The satellites are equipped with different Earth observation instru-
ments, including optical and infrared cameras, reflecting constraints where sensor types are
distributed across the constellation. The primary objective is to successfully observe all des-
ignated ROIs and ensure the acquired imagery reaches the ground station within the mission
timeline. The satellites follow periodic orbital trajectories around Earth, with each satellite
returning to its initial position after exactly m time steps.

Set 1: Expanding Images In the first benchmark set, we isolate the effect of increasing the
number of images. The constellation is fixed at L = 3 layers, with m = 8 satellites per layer
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Figure 4.5: Satellite constellation of prob-5-2-1, with G marking the ground station and
I the ROI. Satellites highlighted in red are equipped with cameras, while the satellite high-
lighted in blue is equipped with the communication arrays required to send data back to
Earth. The arrow indicates the direction of orbital motion.

and period P = 8, while the number of images n P t2, . . . , 7u varies. Each image can be
acquired by at most two satellites and transmitted to Earth by a third satellite.

Set 2: Infrared Images The second benchmark set uses the same constellation parameters
as the first: L = 3 layers, m = 8 satellites per layer, period P = 8 and n P t2, . . . , 7u. Unlike the
previous set, the images are divided into two categories: optical and infrared. This models
a scenario in which satellites are equipped with different sensors, namely an optical camera
or an infrared camera. Accordingly, one satellite is restricted to acquiring optical images,
while the other is restricted to acquiring infrared images. For each value of n, the number of
infrared images is set to tn/2u and the remaining images are assigned to the optical category.

Set 3: Expanding Satellites In the final benchmark set, we fix the number of images and
scale the size of the constellation. Specifically, we set L = 3 layers and n = 2 images, while
varying the number of satellites per layer m P t9, . . . , 14uwith the period equal to the number
of satellites, i.e., P = m. Following the previous sets, only one satellite can transmit images
to Earth.

4.2.3 Experimental Setup

We evaluate the performance of PlanPilot on the described benchmarks using the Lab
toolkit [44]. For each instance, the search horizon is fixed to the precomputed optimal horizon
h˚. Obtaining the horizon is generally simpler than faceted reasoning. Each run is limited to
30 minutes and 4 GiB of memory. All experiments were run on a laptop with AMD Ryzen 7
250 CPU and 32 GB of RAM, running Ubuntu 24.04 with two parallel processes. The instance
is solved using PlanPilot with a script that instructs the solver to return the first solution
found.

4.2.4 Results

Performance Table 4.5 reports coverage and runtime of PlanPilot for each instance. Fig-
ure 4.6 shows the runtime behavior when scaling the instance size. When extending the
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Benchmark set Instance |π˚| Solved Time (s)

Expanding prob-8-3-2 17 ✓ 5.21
image prob-8-3-3 25 ✓ 33.88

prob-8-3-4 33 ✓ 169.06
prob-8-3-5 41 ✓ 600.44
prob-8-3-6 49 ✓ 1649.99
prob-8-3-7 57 ˆ –

Infrared prob-8-3-2-inf 17 ✓ 9.09
image prob-8-3-3-inf 25 ✓ 28.56

prob-8-3-4-inf 33 ✓ 189.73
prob-8-3-5-inf 41 ✓ 665.66
prob-8-3-6-inf 49 ˆ –
prob-8-3-7-inf 57 ˆ –

Expanding prob-9-3-2 19 ✓ 7.95
satellites prob-10-3-2 21 ✓ 18.31

prob-11-3-2 23 ✓ 21.41
prob-12-3-2 25 ✓ 30.66
prob-13-3-2 27 ✓ 47.19
prob-14-3-2 29 ✓ 72.98

Table 4.5: Detailed results on the benchmark set. Instances are named prob-m-L-n, where
m denotes the number of satellites per layer, L the number of layers and n the number of
images. A “-inf” postfix indicates two image categories: normal and infrared. |π˚| is the
minimal solvable horizon. Solved indicates whether the instance is solved (✓) or not (ˆ).
The last column shows the runtime.

image set, all instances up to n = 6 are solved, but runtime increases steeply as the num-
ber of images grows. The infrared benchmark set follows a similar trend, although the first
unsolved instance occurs earlier, at n = 6. Even though the additional sensor constraint
makes the problem more difficult, the approach still solves several non-trivial instances of
that benchmark set. In addition, the last set of experiments shows that in this benchmark,
increasing the number of satellites while keeping the number of images fixed does not make
the problem significantly harder to solve.

Constraints Modeling Unexpected Events To illustrate how additional constraints can
be incorporated interactively to account for unforeseen events, we consider the instance
prob-5-2-1, as shown in Figure 4.5, and demonstrate the capabilities of our method. This
instance has m = 5 satellites per layer, L = 2 layers, n = 1 image and period P = 5.

In this constellation, only satellite 2 in the second layer (s2 ´ l2) and satellite 3 in the
second layer (s3´ l2) can acquire the image, while satellite 4 in layer 1 (s4´ l1) is the only
satellite that can transmit images to Earth. The ROI is located three time steps from the
starting point, and the ground station is located at the starting point, see Figure 4.5. For this
planning problem, the optimal horizon is h˚ = 7.

We run the framework in interactive mode and obtain one plan using the command ! 1
(see Figure 4.7). In the plan, both eligible satellites acquire the image while passing over the
ROI. However, only the copy acquired by s3´ l2 is communicated to s4´ l1 and transmitted
to Earth. The copy acquired by s2´ l2 continues to be communicated through the constella-
tion, but does not reach the ground station within the horizon.

32



4.2. Satellite Observation Planning

1 2 3 4 5 6
0

500

1,000

1,500

R
un

ti
m

e
(s

)

Expanding satellites
Expanding images

Infrared images

Figure 4.6: Runtime of PlanPilot for each solved instance across the three benchmark sets.
Instances are ordered by increasing difficulty within their set.

! 1
solution 1:
occurs([take-pic,s3-l2,i1],2)
occurs([take-pic,s2-l2,i1],3)
occurs([transmit-sat,s2-l2,s1-l2,i1],4)
occurs([transmit-sat,s3-l2,s3-l1,i1],4)
occurs([transmit-sat,s1-l2,s5-l2,i1],5)
occurs([transmit-sat,s3-l1,s4-l1,i1],5)
occurs([transmit-sat,s5-l2,s5-l1,i1],6)
occurs([transmit-earth,s4-l1,i1],7)
occurs([transmit-sat,s5-l1,s1-l1,i1],7)

Figure 4.7: Initial solution for instance prob-5-2-1.

Suppose now that a cloud is predicted to cover the ROI at time step 2. We can block
s3´ l2 from acquiring an image at that time step using command + „occurs (...) and request
a new solution (see Figure 4.8). The resulting plan makes s2´ l2 acquire the image at time
step 3. The satellite s3´ l2 still acquires the image at time step 7, since the added constraint
only prevents acquisition at time step 2. However, this later copy does not reach the ground
station within the horizon.

Similarly, we can model a temporary maintenance constraint. Suppose satellite 5 in layer
2 (s5´ l2) is unavailable for communication at time step 5. We prevent communication to and
from this satellite at that time step and request a new solution (see Figure 4.9). The new plan
avoids communication involving s5´ l2 at time step 5, while still achieving the goal within
the horizon.
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+ „occurs([take-pic,s3-l2,i1],2)
! 1
solution 1:
occurs([take-pic,s2-l2,i1],3)
occurs([transmit-sat,s2-l2,s3-l2,i1],4)
occurs([transmit-sat,s3-l2,s3-l1,i1],5)
occurs([transmit-sat,s3-l1,s4-l1,i1],6)
occurs([take-pic,s3-l2,i1],7)
occurs([transmit-earth,s4-l1,i1],7)

Figure 4.8: Solution with weather constraint blocking image acquisition at time step 2, shown
in the first line.

+ „occurs([transmit-sat,s4-l2,s5-l2,i1],5)
+ „occurs([transmit-sat,s5-l2,s4-l2,i1],5)
+ „occurs([transmit-sat,s5-l2,s1-l2,i1],5)
+ „occurs([transmit-sat,s1-l2,s5-l2,i1],5)
+ „occurs([transmit-sat,s5-l2,s5-l1,i1],5)
+ „occurs([transmit-sat,s5-l1,s5-l2,i1],5)
! 1
solution 1:
occurs([take-pic,s3-l2,i1],2)
occurs([take-pic,s2-l2,i1],3)
occurs([transmit-sat,s3-l2,s4-l2,i1],3)
occurs([transmit-sat,s2-l2,s2-l1,i1],4)
occurs([transmit-sat,s4-l2,s5-l2,i1],4)
occurs([transmit-sat,s2-l1,s3-l1,i1],5)
occurs([transmit-sat,s3-l1,s4-l1,i1],6)
occurs([transmit-sat,s5-l2,s4-l2,i1],6)
occurs([transmit-earth,s4-l1,i1],7)
occurs([transmit-sat,s4-l2,s5-l2,i1],7)

Figure 4.9: Solution with maintenance constraint preventing communication involving s5-l2
at time step 5.
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5 Discussion

This chapter discusses the results and the choice of methods in relation to the research ques-
tions.

5.1 Research Questions and Results

RQ1: To what extent can an ASP-based framework, using faceted reasoning, identify rules
that prevent a learned policy from solving an instance? The results show that our frame-
work can analyze how learned symbolic action policies affect the solution space of a planning
task. In the two case studies, we identify specific rules that lead to unwanted behavior and
in the experimental evaluation the minimization configuration ASPg,b̃ solves about 180 in-
stances, 12 fewer than ASPg,b,u. To answer RQ1, we can identify the specific rules that lead to
failure, and find the minimum subset of bad rules needed as complement to the good rules
in order to solve a task.

In the Spanner case study, presented in Section 4.1.1.1, the analysis shows that one rule ex-
cludes valid transitions, even though it is labeled as an unsolvable rule and should therefore
only prune actions that lead to unsolvable states. This suggests that the learned classifier cap-
tured a pattern that was useful in some training instances but does not generalize across all
instances. The case study therefore shows how faceted reasoning can be used to detect overly
restrictive rules. However, the explanation and debugging process is not fully automatic. The
framework can identify problematic rules but not why the rule behaves incorrectly. However,
due to the declarative nature of ASP, we can inspect which atoms hold at a given time step
and determine for which states a rule fires. Identifying the concrete reason for the failure is
up to the user. A future extension could be to treat features as facets. This would provide
a more fine-grained analysis of the policy because it would be possible to identify the exact
condition and effect that is too restrictive. LLMs could also serve as an intermediary between
PlanPilot and the user by analyzing and explaining the output of PlanPilot.

A similar observation can be made in the Rovers case study in Section 4.1.1.2. The analysis
showed that one bad rule was necessary in all plans for the analyzed instances. Since several
necessary actions were classified as bad by this rule, this indicates that the learned feature
may not distinguish necessary transitions from undesirable transitions. Relabeling the rule
could fix the issue in the tested instances, but is not a general repair method. It only shows
that the framework can help identify where a learned policy is inconsistent.
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5.2. Method Limitations

The case studies also highlight a broader limitation of learned policies. Since the poli-
cies are learned from data, their quality depends on the training instances and the available
features. If the data contains biased patterns, or if the selected features are not expressive
enough to distinguish relevant cases, the learned rules generalize incorrectly.

RQ2: What is the computational cost, in terms of coverage and runtime, of introducing
policy guidance in the ASP encoding of a planning problem? Regarding performance, the
results indicate that adding policy rules to the ASP encoding is feasible for many of the tested
instances. The ASP encoding with policy rules ASPg,b,u solves nearly as many instances as
the base ASP encoding without policy rules, except in configurations where the policy itself is
too restrictive. This suggests that the main performance limitation is not the policy encoding
alone, but rather the time to compute facets, which requires reasoning about the remaining
plan space. Future work could therefore investigate improvements to the ASP encoding of
the planning task by for example adding operator counting and mutex constraints.

Furthermore, the reduction in the number of facets when restricting the solver to good
rules is expected, and the size of this reduction partly depends on the chosen planning hori-
zon. Since the experiments use a horizon 1.5 times the optimal plan length, the plan space
may contain redundant actions. Enabling good rules removes these redundant actions, which
leads to a smaller facet count. Experiments with different multipliers would therefore be in-
teresting to investigate in order to better understand how the horizon influences both runtime
and the facet count. We hypothesize that the gap between no policy rules and only good rules
would increase with larger horizon multipliers and decrease with smaller ones.

RQ3: Can a satellite constellation observation problem under dynamic conditions be mod-
eled in a way that makes faceted reasoning feasible for robust plan refinement? The re-
sults of the space facet framework show that incremental refinement through faceted rea-
soning is a promising approach for robust observation planning. However, the evaluation
is limited. The robustness of the framework is mainly demonstrated through a case study,
but is not compared against any baseline. It would further strengthen the case to empirically
show that the approach is faster than replanning from scratch. Furthermore, the scalability
strongly depends on the structure of the instance. Increasing the number of images makes the
problem significantly harder, and it becomes harder to solve within the time limit. This sug-
gests that the approach may not scale well to highly complex observation tasks. In contrast,
increasing the number of satellites while keeping the number of images low is easier to solve.
For future work it would be interesting to create a more extensive benchmark, for example to
test dynamic constellations where the satellite structure changes during planning.

5.2 Method Limitations

There are a few methodological choices that have affected the results. First, the ASP planning
encoding allows plans shorter than the horizon by introducing no-op actions. This avoids
representing the same shorter plan in different ways, since otherwise the empty time step
could appear at different positions in the plan. However, no-op actions also influence the
facet count. Since a no-op does not correspond to a meaningful executable action, it intro-
duces an overhead and makes the facet count a less direct measure of the flexibility in the
plan space. An improvement would be to exclude the no-ops from the facet count.

Second, the experimental setup only considers instances that can be solved optimally by
the LM-Cut baseline. This makes the comparison limited, and limits the conclusions that
can be drawn about scalability, because it is unexplored whether the framework is feasible
beyond LM-Cut. Another baseline could be used to find non-optimal horizons using for ex-
ample the LAMA planner [47]. A further limitation is the policy set used in the experiments.
The evaluation focuses on one set of learned transition classifiers. The framework is designed
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5.3. The Work in a Wider Context

to support arbitrary symbolic action policies expressed over description-logic features, but
this generality is not demonstrated. To strengthen the evaluation, policies learned by other
methods could be evaluated.

The satellite constellation model relies on simplified assumptions. For example, each
satellite has a memory capacity for only one image, and the constellation follows a regular
structure. These assumptions are useful to keep the problem within the scope of the thesis,
but they also limit the model. More realistic models could include larger memory capacities,
changing constellation structures and more variation in what type of equipment each satellite
has.

5.3 The Work in a Wider Context

This thesis addresses two aspects that are relevant to automated planning: explainability
and robustness. As planning agents are increasingly integrated into society, for example in
self-driving cars and autonomous robots, it becomes more important to understand their
behavior in order to build trust. The framework makes it possible to analyze learned policies,
which can help developers debug policy behavior and make the interaction between users
and planning systems more transparent. The second aspect is robustness. Although the
satellite constellation model studied in this thesis is simplified, the underlying problem is
representative of settings where conditions can change after a plan has been generated. In
such settings, it is useful to adapt an existing plan while preserving previous decisions or user
preferences. This is relevant not only for satellite constellation planning, but also for other
critical domains. For example, in medical logistics, where plans for transporting medicine
to hospitals may need to be revised when roads become unavailable or priorities change. In
these situations, planning tools such as PlanPilot can help users revise plans.
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6 Conclusion

This thesis explored how faceted reasoning can be applied to two use cases in automated
planning, targeting explainability and robustness. In both use cases, we build on PlanPilot,
an interactive and iterative planning tool based on faceted reasoning. In the first use case,
we encoded symbolic action policies in ASP and treated policy rules as facets in order to
analyze how a policy restricts the solution space. In the second use case, we modeled satellite
constellation observation in PlanPilot and used faceted reasoning to support interactive
refinement of plans.

In the explainability use case, we introduced a framework for analyzing symbolic action
policies learned over description-logic features. The framework encodes policy rules in ASP
and connects them with PlanPilot, allowing systematic and interactive exploration of plan
spaces under policy guidance. In particular, users can enforce or prohibit rule sets and indi-
vidual rules, and observe how these choices affect the remaining plan space. The case studies
show that the framework can localize rules that contribute to policy failures, after which man-
ual inspection can be used to understand the underlying cause. In the Spanner domain, an
unsolvable rule prunes transitions that occur in valid plans. In the Rovers domain, a bad rule
classifies some necessary actions as bad, which prevents plans from being found when only
good rules are enabled. These results show that faceted reasoning can support debugging
of policies, although fine-grained interpretation of the rules still requires human inspection.
The experiments also show that introducing policy rules adds some runtime overhead, while
the main computational cost comes from facet computation.

In the robustness use case, we demonstrated how faceted reasoning can be applied to a
simplified satellite constellation observation planning problem. The benchmarks show that
the approach is feasible for the tested instances. The case study shows that additional con-
straints can be introduced interactively to obtain an updated plan. This demonstrates the
potential of faceted reasoning for interactive adaptation of plans. To conclude, the thesis
shows that faceted reasoning can be useful in terms of explainability and robustness in clas-
sical planning.
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