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Abstract

In today’s tech-driven society, we increasingly rely on the security of internet commu-
nication to handle personal data, financial transactions and digital infrastructure. TLS
1.3 is one of the most used cryptographic communications protocols for securing internet
communication, ensuring confidentiality, authenticity, and integrity. However, imple-
mentations remain vulnerable to critical software defects: Heartbleed and Apple’s ”goto
fail;” are two of the major discovered security bugs which risked data leakage and enabled
authentication-bypasses, respectively. For this reason systematic methods are needed to
find bugs before they are exploited. This thesis presents a KLEE-based Differential Sym-
bolic Execution framework to test the parsing of the ServerHello message in OpenSSL
and wolfSSL implementations. The framework progressively introduces message fields as
symbolic variables in order to detect end-to-end divergences between implementations. It
is developed and guided by a proof of concept (PoC) implementation, in which it discovers
9 out of 12 injected bugs. Applied onto the real TLS implementations, two unique diver-
gences are found through four runs of Differential symbolic execution for which OpenSSL
is classified as non-conformant to the RFC 8446 (TLS 1.3). Furthermore, through the
runs discrepancies in build configurations was uncovered, assisting in ensuring a correct
setup. The results demonstrate that Differential Symbolic Execution is a viable method
for finding parsing level divergences, but is prone to state-space explosion and hence faces
difficulties in making larger fields of the message symbolic, and finding deeper vulnera-
bilities. It is also solely capable of finding divergences between implementations, possibly
vulnerabilities, and is no guarantee of proving absence of bugs.
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1 Introduction

In our current era the importance of secure communication protocols increases each day with
society’s growing technological dependence and hence also the risk of cyber security attacks,
such as code injection, zero-day or man-in-the-middle attacks. Through such attacks, vital
information as in credit card credentials, passwords, or location details can be leaked and
exploited by an attacker.

Heartbleed was a serious implementation flaw in an OpenSSL-library announced in April,
2014. The vulnerability is characterized by a missing bounds check before a memcpy(). The
TLS (Transport Layer Security) protocol made use of heartbeats, where a client could send a
heartbeat of some arbitrary length, and the server would respond with the same message in
order to keep the connection alive. Via the missing bounds check an attacker could trick the
server to respond with the original message and additional data from the server’s RAM, 64 KB
at a time [1].

Further examples include the Apple ”goto fail;” vulnerability, where a duplicated ”goto
fail;” was always executed, as only one of the ”goto fail;” was braced ({}) within the if-
statement. Through this bug, major parts of the server’s certificate validation were bypassed
(became dead code). This made way for effortless interception by a middleman attacker as
the application accepted invalid certificates [2].

These examples are just two of many, but show the importance of implementations be-
ing free of application vulnerabilites and conforming to the protocol specification. One such
protocol is TLS 1.3.

1.1 Motivation

The TLS 1.3 protocol is one of the most widely used cryptographic protocols for secure internet
communication [3]. TLS is the successor to SSL (Secure Socket Layer) which was created
in the 1990s by Netscape Communications. In the current era, over 95% of all web traffic
within Google Chrome is transferred through HTTPS (that is, HTTP in combination with
TLS) [4]. Examples of services relying on TLS include banking, e-mail and web browsing. The
handshake protocol is the start of the TLS 1.3 protocol. It is the only unencrypted part of the
TLS protocol and establishes the encryption method, protocol version and shared secret keys,
as well as verifying the identity of the server. Incorrect parsing in this section of the protocol
could possibly lead to man-in-the-middle attacks or version downgrade attacks, hence there
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is a need for systematic software testing to ensure the implementation’s interoperability with
the protocol.

Existing methods for finding bugs include fuzzing, which due to randomness cannot prove
the absence of bugs in the state space of analysis [5], static differential analysis that solely
explores the surface of TLS parsing [6], and state-of-the-art symbolic execution, which requires
manual implementation of the protocol specification [7]. Finding parsing-level divergences be-
tween protocol implementations remains a challenge, as no existing method combines complete
path exploration with automatic comparison of two implementations.

To counter these limitations, a Differential Symbolic Execution (DSE) framework with
corresponding approach is proposed. DSE [8] builds on Symbolic Execution (see Section 2.1)
to output constraints, i.e boolean expressions, on specified variables for which two programs
differ in functionality (e.g return values, set flags etc). DSE is an approach that deeply explores
the parsing logic of two implementations and produces pathways for which they diverge. DSE
enables complete path exploration for a given setup, in comparison to fuzzing which cannot
guarantee full coverage. DSE also automatically compares two implementations without the
need of implementing the protocol specification.

However, Symbolic Execution (SE), the method of which DSE builds upon, is known to
suffer from state space explosion [9], where the number of paths grows exponentially with the
number of branch points in the program. DSE inherits this limitation, making it difficult to
fully explore complex implementations within reasonable time and memory constraints.

DSE serves as a tool to output constraints for which two programs differ in defined output,
and can hence help find the root cause of the divergence. It has no knowledge of the protocol
specification nor defines what a security critical divergence is. To identify the root cause of
a divergence, the protocol implementations have to be debugged. To assess the conformance
and security impact of the divergence, the protocol specification also has to be consulted, and
the bug exploited within a peer-to-peer setup, respectively.

1.2 Aim

This project aims to analyze DSE and its ability to serve as a systematic tool for discovering
divergences between the TLS 1.3 implementations. The following research questions guide the
work:

1. How can one design a DSE-framework to systematically test the difference in message
parsing between different protocol implementations?

2. What divergences can DSE find between TLS implementations, and what are the capa-
bilities and boundaries of the approach?

3. How can the results of DSE be used together with RFC 8446 to classify divergences and
assess their security and interoperability relevance?

To answer these questions, a DSE framework is first built and developed through a proof
of concept (PoC) before being applied onto the ServerHello parsing of the industry imple-
mentations of TLS 1.3. The DSE framework is built with the help of KLEE [10], an engine
for symbolically executing LLVM compilable programs (see Section 2.2) and STP [11], a SMT
Solver used to solve boolean expressions (see Section 2.4). The framework analyzes the parsing
of the ServerHello message in these two implementations, to find divergences that are possibly
non-conformant with the TLS 1.3 specification, that is, the RFC 8446 [12].

The two widely used open-source implementations, wolfSSL (version 5.5.0) and OpenSSL
(version 1.1.1w), are chosen for the analysis as they both implement TLS 1.3 but differ in
design and focus. OpenSSL is a large general-purpose library mainly used in server and
desktop environments, whilst wolfSSL is a lightweight library aimed at embedded systems and
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security. The ServerHello message lays the ground for security of the established connection
and is therefore particularly interesting to analyze.

During the study phase of this thesis no existing DSE-framework or engine was found.
DSE has been applied to DTLS [13] and X.509 certificate validation [14], but remains largely
unexplored for protocol analysis and TLS 1.3 message parsing in particular. To the best of
our knowledge, no prior work has applied DSE to the ServerHello parsing of two different TLS
1.3 implementations.

The resulting divergences from DSE being applied onto the TLS implementations are to
be classified in terms of conformity and security relevance against the RFC 8446 [12]. The
capabilities and boundaries of the method are addressed. Furthermore, DSE is prone to state
space explosion [9], which is a key challenge addressed in this thesis.

1.3 Delimitations

For this project only one protocol (TLS 1.3) is tested, and only one specific part of its imple-
mentation, that is, the parsing of the ServerHello message. Only two implementations, each
of a specified version, are tested (OpenSSL 1.1.1w and wolfSSL 5.5.0).

It is observed that, in the scope of this thesis, the whole ServerHello message cannot be
made symbolic. Hence, this is not a full DSE of ServerHello, but rather a DSE on a restricted
message. It is also noted that divergences within crypto computations cannot be found, namely
computations that check if the cryptographic key is valid (e.g a point on the corresponding
elliptic curve) and the derivation of the shared keys. Such computations imply state space
explosion and would limit the parsing analysis.

Lastly, due to possible state space explosion and the scope of the thesis, the run of a DSE
might need to be terminated in order to obtain results, and hence will not conclude a full
coverage of the state space of the analysis. The search strategy of the SE engine and OS
scheduling affects which paths are found, and hence the result of an incomplete DSE can vary
between runs.

1.4 Contributions

In this thesis we contribute with:

1. A DSE framework, that is, modifications to KLEE, OpenSSL and wolfSSL, configura-
tions and a full pipeline showing how TLS implementations are made analyzable using
Differential Symbolic Execution. The framework is developed through a PoC mini-TLS
implementation, demonstrating its ability to find injected bugs.

2. Two concrete divergences found between wolfSSL and OpenSSL, of which OpenSSL was
found to be non-conformant to RFC 8446.

3. A three-category RFC classification scheme (Non-conformance, Conformant Divergence,
False positive) for assessing DSE divergences against a protocol specification.
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2 Theory and Related Research

This chapter introduces foundational theory on symbolic execution, KLEE, differential sym-
bolic execution and TLS 1.3, followed by an overview of the two TLS implementations analyzed
in this thesis. The chapter concludes with related work on differential static analysis applied
onto protocol implementations.

2.1 Symbolic Execution

Symbolic Execution (SE) was developed by James C. King [15] in 1976. In SE, concrete
data objects, which are restricted to be of arbitrary type and magnitude, are represented
as symbolic values. A symbolic variable represents all concrete values within a constrained
range. Often the input values to a program or function are made symbolic, that is x and y
in the simple program of Listing 2.1. The result of an SE can be expressed as a Symbolic
Execution Tree, which represents the possible execution paths of the input program and the
corresponding output of each path. The symbolic execution tree of the program in Listing 2.1
is shown in Figure 2.1. SE includes a path condition (pc) keeping track of the constraints
of the current path, expressed as a boolean expression over the symbolic variables. The pc
is an accumulator of all constraints for a specified path. As a path traverses through an if-
statement, the explored path forks into two parallel paths with their own pc containing the
assumed condition (one assuming false, the other true). The separate paths each continue
their own exploration independently if the conditions of the pc can be fulfilled. In Figure 2.1
it is shown that z is initiated to zero with an empty pc. No condition is needed to reach
this point of the function. The path then forks into two depending on the symbolic value x,
for which the pc accumulates the constraint. Each path is unique and has at least one set of
concrete input values for which the specified path is executable. The paths result in possibly
different return values (e.g. outputs).

Listing 2.1: Example program for symbolic execution.
int check(int x, int y) {

int z = 0;
if (x > 5) {

z = 1;
if (y < 10) {

z = 2;
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2.2. KLEE

}
} else {

z = -1;
}
return z;

}

z = 0
pc: true

z = 1
pc: x > 5

z = −1
pc: x ≤ 5

z = 2
pc: x > 5 ∧ y < 10

z = 1
pc: x > 5 ∧ y ≥ 10

T: x > 5 F: x ≤ 5

T: y < 10 F: y ≥ 10

x=10, y=3
returns 2

x=10, y=15
returns 1

x=2, y=0
returns −1

Figure 2.1: Symbolic execution tree for the program in Listing 2.1. Each node shows the
current value of z and the accumulated path condition (pc). At each branch the pc is extended
with the corresponding condition. Leaf nodes show example concrete inputs generated by a
constraint solver.

2.2 KLEE

KLEE is a symbolic execution engine used to symbolically execute programs and generate
test cases for terminated paths (either due to end of code or bug discovery) [10]. The input
program must be compiled into LLVM bitcode, e.g. by the Clang compiler. KLEE has built-in
functions to mark variables as symbolic, that is, initiate x and y in Listing 2.1 as symbolic
values. As KLEE encounters a branch point it forks the execution into two paths, similarly
to the forking described in Section 2.1. KLEE asks the solver if the pc is satisfiable (SAT).
If it is, a test file is produced. If the pc is unsatisfiable (UNSAT), the path is infeasible and
discarded. The concrete values shown in Figure 2.1, just below the return values, are produced
by supplying the test files to the solver. State space explosion, introduced in Section 1.1, can
be seen if KLEE is not terminating within a given time, or as the solver returning a TIMEOUT
when the pc is too large to evaluate.

The engine implements constraint solving optimizations and makes use of search heuristics
to reduce the time needed for generating test cases. Examples include depth-first search
(DFS), random-path selection and coverage-optimized search. KLEE generated test cases for
160 GNU Coreutils applications with an average of 90% code coverage, and was additionally
tested on 452 applications from Coreutils, Busybox and MINIX totaling 430K lines of code,
uncovering 56 previously undetected bugs [10]. KLEE is a widely used SE engine based on
the earlier engine EXE [16], frequently used by researchers and industry [17].

The original paper has at the current time just below 5 000 citations and is often used in the
field of research. However, KLEE is solely an implementation of SE and does not contain any
built-in DSE functionality. However, it is a flexible and widely used engine which simplifies
implementing DSE on top of it, as is done in this thesis.
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2.3. Differential Symbolic Execution

2.3 Differential Symbolic Execution

DSE was first introduced by Person et al. [8] in 2008 as an extension of SE that computes a
precise behavioural characterization of a program change. DSE starts with an SE of each of
the two input programs (A and B in Figure 2.2). These are displayed as the symbolic execution
trees in Figure 2.2.

The DSE results in a set of distinct symbolic summaries, one for each pair of paths from
respective program. A symbolic summary is a set of the partitions, that is conjoined pc:s of
two paths, and effects, the result of the corresponding paths. The reasoning is that if two
programs that implement the same functionality (e.g. algorithm, protocol specification, etc.)
and differ in semantics or output (effects) for a certain set of constraints, at least one of the
implementations must be incorrect. Through the given summaries, the partitions and effects
are compared: is the intersection of two pc:s from different programs satisfiable, and if so, do
the effects differ?

In Figure 2.2 there are four cases. From top to bottom: A and B both have a path in
which they output 1. They function ”the same”, hence no divergence. Following there is a
satisfiable path (SAT) in with A outputs 1 and B output -1, this is a divergence. Then there
is an unsatisfiable (UNSAT) summary, x can not be larger than five and strictly less than
zero simultaneously. At last there is another divergence. The effects can be defined differently
and lay the foundation of how semantic equivalence of the two programs is evaluated. Person
et al. define two related classes of semantic equivalences: functional equivalence (identical
black-box behaviour) and partition-effects equivalence where the applications have identical
corresponding paths.

Lastly, if not equivalent, DSE produces a delta, a set of constraints for which the programs
differ in functionality [8]. In practice, this is achieved by conjoining the pc of a path from
one program with the pc of a path from the other and supplying the paths’ pc to a solver for
satisfiability. A SAT result yields concrete input values for which the two programs produce
different output. This might be x = 3 for AL ∧ BR or x = −1 for AR ∧ BR.

In this report a symbolic summary is called a path pair and all satisfiable results with
different effects are called SAT results.

Program A

pc: true

output 1
pc: x > 0

output 0
pc: x ≤ 0

L R

Program B

pc: true

output 1
pc: x > 5

output −1
pc: x ≤ 5

L R

Pair Partitions (solver result) Effects Interpretation
AL ∧ BL x > 0 ∧ x > 5 SAT 1 = 1 No divergence
AL ∧ BR x > 0 ∧ x ≤ 5 SAT 1 ≠ −1 Divergence
AR ∧ BL x ≤ 0 ∧ x > 5 UNSAT — No divergence
AR ∧ BR x ≤ 0 ∧ x ≤ 5 SAT 0 ≠ −1 Divergence

Figure 2.2: Differential symbolic execution of two programs. Program A branches on x > 0,
Program B on x > 5. The table shows all four pairwise conjunctions of path conditions. Two
pairs produce divergences: AL ∧ BR (e.g. x = 3) and AR ∧ BR (e.g. x = −1).

2.4 Satisfiability Modulo Theories

Propositional satisfiability aims to decide whether an expression over Boolean variables and
operators (negation, disjunction, conjunction, etc.) can be made true by evaluating true or
false for its variables. If such an assignment exists, the expression is said to be satisfiable.

6



2.5. TLS 1.3

Satisfiability Modulo Theories (SMT) is an extension of propositional satisfiability, in which
the corresponding expression can include arithmetic, arrays, and bit-vectors [18]. SMT solvers
combine SAT engines together with dedicated theory procedures (known as Theory Solvers)
for arrays, bit-vectors, arithmetic etc. to find assignments to complex Boolean expressions.
STP [11] is an SMT solver used as default by KLEE (see Section 2.2).

2.5 TLS 1.3

This section gives a brief overview of TLS 1.3, the structure of the ServerHello message, and
the two TLS implementations analyzed in this thesis.

2.5.1 TLS Overview
SSL, which later became TLS, was created in the 1990s, developed by Netscape Communica-
tions and has long been the foundation of internet security. A quote from Schwenk [3, p. 259]:
”SSL/TLS has long been the most stable and best-maintained Internet cryptography stan-
dard”. TLS is used across several domains such as web browsing (HTTPS), e-mail, banking
and IoT.

The TLS protocol itself consists of two main protocols, the handshake protocol that es-
tablishes the encryption methods and used keys, and the record protocol which manages the
communication. The record protocol is a layer which wraps the data sent within TLS. It is
responsible for fragmenting and reassembling data, but also to encrypt and decrypt.

The TLS 1.3 Handshake that is analyzed in this thesis begins with a ClientHello, sent from
client to server. As a response the server sends a ServerHello-message [3, 12]. The contents of
the ServerHello message and the full handshake semantics are shown in Figure 2.3.

7



2.5. TLS 1.3

Client Server

ClientHello

ServerHello

Record Layer Record Type Legacy Version Record Length

Handshake Layer Handshake Type Handshake Length

Body Version Random Session ID Cipher Suite Compression Extensions Length

Extension 1 Type Length Data

Extension N Type Length Data

Certificate, ServerKeyExchange, CertificateRequest, ServerHelloDone

Certificate, ClientKeyExchange, CertificateVerify, Finished

Finished

Figure 2.3: TLS 1.3 full handshake flow and ServerHello message structure.

2.5.2 ServerHello Message
The handshake protocol establishes the encryption of the TLS protocol, the ServerHello mes-
sage is the last plain-text message that sets the negotiated cipher, keys and version. Every
message sent within the TLS protocol, not just the ServerHello message, is wrapped and sent
within a record. A record is defined by the record type that signals that the message is of
type ”Handshake”, a record version which in TLS 1.3 is only used for backward compatibility
purposes, and a record length which specifies the total length of the corresponding payload,
that is, all else except the record header. Each message in the handshake protocol can be frag-
mented into several records, with payloads ranging from 0 bytes to 16384 bytes. Following the
record header, the Handshake Layer specifies the type of message (ClientHello, ServerHello,
Certificate ...) and the corresponding length of the body. The ServerHello body consists of
the following fields:

8
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• Version (2 bytes), similar to Record Version, is set to a specific value for backward
compatibility. The actual version is negotiated within the Supported Versions-extension.

• Server random (32 bytes) is in TLS 1.3 used for countering replay and downgrade
attacks.

• Session ID (0–32 bytes), was previously used for resuming a session without repeating
the full TLS handshake. In TLS 1.3 this functionality has been replaced with a pre-
shared key (PSK) that is optional, hence the Session ID is a nonce to enforce middlebox
compatibility, allowing a TLS 1.3 peer to mimic a TLS 1.2 handshake to lure legacy
Middleboxes (firewalls, prevention systems etc.) to not drop the connection.

• Cipher suite (2 bytes) is a value that indicates what cipher suite the server chooses
from the cipher list the client sent in ClientHello. This field is used for choosing the
encryption algorithm and hash function, whilst the method of key exchange is given by
the Key Share extension. For TLS 1.3 the default value is TLS_AES_128_GCM_SHA256
which must be supported by all TLS 1.3 compatible devices and servers.

• Compression method (1 byte), initiated to zero in TLS 1.3, was before used to com-
press messages.

• Extensions (variable length) is essential for the TLS 1.3 protocol as it is used for ne-
gotiation of the selected version and method of key exchange. These two particular
extensions are necessary within the ServerHello-message. With the release of TLS 1.3
extensions became mandatory and fields like Version, Session ID and Compression be-
came legacy-fields. Extensions are flexible as they can be sent in any order or removed
if not needed. Hence, the protocol can easily adapt if new methods are needed for e.g.
post-quantum cryptography.

– Supported Versions-extension (variable length) holds the final and chosen protocol
version that server and client are compatible with.

– Key Share-extension (variable length) decides the key group and holds the cor-
responding public key of the server. For TLS 1.3 (EC)DHE (session based keys
generated with Diffie Hellman) or PSK key exchange is required (pre-known key
from already initiated TLS-session).

In TLS 1.3 keys are derived through HKDF (Hash Key Derivation Function). HKDF
works by two steps: extracting and expanding. Extracting works by supplying the shared
secret derived through (EC)DHE together with randomized data into HMAC-function. The
results of the extraction are then expanded into separate keys by inputting the result together
with chosen labels and the transcript hash (a hash sequence of all previous messages) into the
same HMAC-function. The result is unique keys encrypting and decrypting for server and
client messages [12].

2.5.3 TLS Implementations
Two of the most widely used open source TLS implementations are wolfSSL and OpenSSL.
OpenSSL is a large and complex library that is built as a general purpose engine with focus on
backward compatibility. It is based on a modular design in which it implements TLS around
its state machine and record layer [19]. wolfSSL is built with focus on minimizing memory
usage and is more utilized for embedded systems and IoT. In contrast to OpenSSL, wolfSSL
is built as a monolithic design. [20]
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2.6 Related Work

In this section an overview of previous and related work covering DSE is given, but also other
tools and method used for discovering vulnerabilities or divergences in protocol implementa-
tions. The found works differ in methods, such as differential fuzzing or static analysis, and
in approach, such as monitor-based DSE or SE-generated tests supplied to blackbox DPIs
(Deep Packet Inspection). Moreover, it was also studied how TLS implementations can be
symbolically executed in detail.

2.6.1 Wilson and Asplund (2024)
Wilson and Asplund [7] analyzed TLS 1.3 ServerHello message parsing through symboli-
cally executing different versions of wolfSSL, discovering two vulnerabilities. They introduced
Strict TLS, which restricts the client to TLS 1.3 with a single cipher suite and key exchange
group. Strict TLS also enforces a determined order of extensions, supported_versions be-
fore key_share and stops reading from the socket after the first complete record. That is,
all paths that resulted in a successful parsing of the ServerHello message, are given by one
and only one socket read. To reduce state explosion, cryptographic functions were stubbed
to avoid constraint-solver operations on larger sets of symbolic data and key sanity checks
were disabled. Incorrect cryptographic functionality is considered an orthogonal problem, not
within the scope of their analysis. wolfSSL was then adapted to use these symbolic functions
(including a symbolic version of memcpy) and conform to the Strict TLS constraints. This
thesis project builds directly upon the works of Wilson and Asplund, where the modifications
to KLEE and wolfSSL are used as basis. The work slightly modifies the Strict TLS concept
by adding fixed lengths and restricting the levels of fields made symbolic. By this another
implementation is introduced and modified in similar fashion as wolfSSL, namely OpenSSL,
in order to cross-compare the implementations. Further modifications are done to KLEE and
a Differential Symbolic Execution pipeline is built in order to find differences.

2.6.2 Asadian et al. (2026)
Asadian et al. [13] implemented a monitor-based differential symbolic execution method for
testing DTLS 1.2 implementations. They performed pairwise comparisons across three im-
plementations: OpenSSL, wolfSSL, and Mbed TLS, discovering a total of 9 distinct bugs, of
which 5 were previously unknown.

The monitor observes messages exchanged between client and server through a socket proxy
that intercepts all communication. The monitor is equipped with an internal state tracking
the communication status and captures the messages from the facilitator. The facilitator is
the example program that is responsible for sending client messages. A field is then made
symbolic, chosen by the user, and then the message is sent to the system under test (SUT).
The monitor captures the server’s response through an output-capture function that records
message fields and alert codes while excluding nondeterministic values such as nonces. The
monitor creates symbolic values at different stages of the protocol (handshake, post-handshake,
renegotiation) by making the packet index symbolic. The packet index is the order of the
message. After running symbolic execution separately on each implementation, paths that
contain equal packet indexes are compared as done in standard differential symbolic execution.

Asadian et al. make a single field symbolic per run and fork on packet indices to explore
that field’s behavior at different protocol stages, capturing server response fields as output. It
is noted that encryption is disabled via configuration to simplify symbolic reasoning and avoid
expensive cryptographic operations during analysis.

This work is closely related to ours, as DTLS parsing (similar to TLS) is being analyzed
by DSE. However, the fields made symbolic are different, our work analyzes several symbolic
fields simultaneously within a TLS message, allowing us to find deeper vulnerabilities within
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a certain message parsing of the protocol. Asadian et al. instead analyze the breadth of the
communication protocol by making the packet index symbolic together with a user-selected
field. The output of the paths are also different, rather than analyzing the output of a peer, our
report analyzes the peer’s validation of a certain message parsing. Our report also proposes
the method of progressive symbolization (see Section 3.6).

2.6.3 Chau et al. (2017)
Chau et al. [14] applied symbolic execution to analyze the X.509 certificate chain validation
in nine SSL/TLS libraries, including wolfSSL, MatrixSSL, mbedTLS and axTLS. Their goal
was to discover implementations that incorrectly accept invalid or reject valid certificates.

Their approach finds sets of concrete inputs (certificates) for which the validation outcome
differs (accepted vs. rejected) between two implementations, by conjoining path constraints
from one implementation’s accepting paths with another’s rejecting paths and checking satis-
fiability with STP. To handle state explosion and the complexity of certificate fields, Chau et
al. divide the certificate fields into two logically independent sections and perform symbolic
execution, keeping the other fields in the opposite section concrete.

The method of ours and Chau et al. are similar in the ways of merging path constraints
from two implementations, solving with STP and outputting the accept/reject of the parsing.
Our contributions are that, firstly, DSE can be applied onto the message parsing of the TLS
protocol rather than X.509 certificate validation, and secondly, to handle state space explosion,
progressive symbolization is employed (see Section 3.6), rather than dividing the message into
independent sections.

2.6.4 Zheng et al. (2024)
ParDiff [6] presents a static differential analysis approach for testing network protocol imple-
mentations to find semantic differences. In total 14 Routing, TCP and IP Stack protocols were
analyzed. The tested implementations consist of FRRouting, BIRD, jech, radvd, keepalived,
IwIP and the Linux Kernel. Their approach employs aggressive code reduction (i.e. removed
code), retaining only code that directly depends on the symbolic input buffer, that is, lines of
code for which variables are assigned as a function of the symbolic input buffer (or its length)
or where the constraints are imposed on the buffer symbolic values or length. Path exploration
is bounded: loops are unrolled twice, function calls are followed to a depth of two, and only
constraints that can lead to message rejection are kept in the analysis. By this ParDiff only
scratches the surface of the message’s validation and does not analyze any deep processing of
the messages.

The extracted constraints are abstracted into a finite state machine where each state cor-
responds to parsing a specific message buffer index. Constraints between states are compared,
and when a difference is found, a potential bug is identified and mapped back to source code
locations. While this approach achieves remarkable efficiency (99.57% code reduction, average
50 seconds per protocol pair), it may miss bugs in post-validation processing or beyond the
bounded analysis limits.

ParDiff is a tool of static analysis that aggressively reduces code to compare numerous pro-
tocol implementations simultaneously, in contrast to our work where fewer implementations
are dynamically analyzed and no intended sections of parsings are removed. Our work focuses
on deep runtime differences between two implementations rather than shallow abstracted dif-
ferences across tens of implementations.

2.6.5 Wang et al. (2020)
Wang et al. [21] present SYMTCP, a system for finding differences between DPI middleboxes
and the Linux kernel implementation of the TCP protocol. DPI middleboxes (Great Firewall

11



2.6. Related Work

of China, Snort) implement their own TCP parsing and reassembling implementations for
efficiency reasons in order to analyze packets containing prohibited information. By symbol-
ically executing the Linux TCP implementation test cases can be produced and supplied to
the blackbox DPIs. The validity of a certain TCP message (concretized from the test cases)
by the corresponding implementations (Linux and DPIs) is captured as output.

Through this method, one only needs to symbolically execute one implementation and
perform differential testing with specific test cases. It resembles unit testing, but as if the
unit tests are chosen and verified from the corresponding server implementation (the Linux
implementation). This does, however, come with the downside that coverage is not complete as
there might be sets of test cases where the DPI implementation acts incorrectly but which were
not produced as concrete tests. SYMTCP is asymmetrical in the way that one implementation
(Linux Kernel) acts as a reference, which is symbolically executed in order to produce test
cases to be supplied to the test-implementations (DPI middleboxes). In our setup the method
is symmetric, the two implementations used are both symbolically executed and constraints
and outputs are directly compared. This allows all paths within each implementation to be
executed and covered.

2.6.6 Walz and Sikora (2020)
Walz and Sikora [5] analyzed TLS through differential fuzzing, in which they partly ran-
domized ClientHello messages and tested the server side’s parsing logic. The corresponding
TLS-messages are generated through Generic Message Trees (GMTs), which essentially stores
the ClientHello message in a node-like structure in order to operate on correct fields. Opera-
tors such as randomize, truncate or synthesize valid message fields are applied onto randomly
chosen message fields. As a consequence of varying length messages (due to truncation, e.g.)
each message length content is randomly repaired after each operation, producing both invalid
messages that are rejected early due to faulty length-validation and valid ones. In our analysis
the state space of the symbolized fields can be covered, however, our message is not fully sym-
bolic. This means that Walz and Sikora have the possibility of discovering divergences based
on varying message lengths and field values that are not in the scope of this thesis, which
focuses on systematic and complete exploration of a restricted set of symbolic fields. Their
method also targets ClientHello across five server implementations, while our work targets
ServerHello across two client implementations.

2.6.7 Lahiri et al. (2012)
In 2012 Lahiri et al. [22] presented SymDiff, a tool that detects semantic equivalence between
two versions of an imperative program. The two versions are translated into an intermediate
verification language, Boogie. Each procedure (function) of the translated programs is checked
for partial equivalence: does the same input produce the same output? A solver (Z3) is used
to prove equivalence or generate counterexamples in which the output of the procedures differ.
The counterexamples are presented as abstract traces through the procedures, highlighting the
semantic difference. The tool was evaluated on programs such as a Traffic Collision Avoidance
System, lexical analyzers and priority schedulers, where bugs were injected and tested against
their bug-free reference versions.

SymDiff abstracts code into a verification language, in which semantic equivalence is
checked. Our method does check for the same semantic equivalence, however, no abstrac-
tion is needed. The abstraction per se makes it less difficult to find which functionality the
implementations differ in. It does though require two implementations that have correspond-
ing functions (procedures). Our analysis focuses on large-scale TLS implementations rather
than smaller imperative programs, and does not need them to be similar in functionality, they
solely require the same sets of input fields.
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In this chapter, the framework of DSE that constitutes the answer to RQ1 is presented. The
main challenges are to make industry-used TLS implementations symbolically executable,
classifying their output, and to merge and solve path constraints without suffering from state
space explosion. Firstly, the DSE framework and an overview of its semantics are presented
in Section 3.1. The details and implementation of the framework are given in Section 3.2.
Following the framework, the PoC is presented in Section 3.3 in order to develop and guide
the DSE framework before applying it to the TLS implementations. Its findings contribute to
answering RQ2 in Chapter 5. To differentially symbolically execute OpenSSL and wolfSSL,
modifications to corresponding implementations are required, these are described in more detail
in Section 3.5. Finally, the three-category classification scheme for divergences is presented in
Section 3.7, is applied to answer RQ3 in Chapter 5.

The framework applied to the PoC implementations and protocol will be referred to as
the PoC framework, while the TLS framework refers to the framework applied to the TLS
implementations. The TLS framework is described in Sections 3.4–3.6.

3.1 Pipeline Overview

We start off with a brief description of the framework. The pipeline describes the semantics of
the DSE framework. Firstly, two TLS 1.3 implementations are built and compiled into bitcode,
a platform-independent intermediate binary representation between C and machine code, and
then symbolically executed. The SE results in paths that are classified as either successful
parsing or rejects. That is, if the parsing is successful, the path of the symbolic execution
terminated or returned at a point in the code in which the message is seen as validated. If
the symbolic execution terminated or returned within the parsing and never reached the end
of parsing, the message is classified as invalid, i.e a reject. All possible pairs with different
classifications have their constraints merged. The merged constraints are then supplied to a
SMT solver. The solver outputs concrete inputs, which are extracted and used to compare the
implementations’ behavior. Now the pipeline will be described in a more detailed fashion, but
still as an overview.

The DSE-framework consists of 6 consecutive steps. The input is two different C-
implementations intended to follow the same protocol specification. In this thesis, wolfSSL
5.5.0 and OpenSSL 1.1.1w are used, which both follow RFC 8446 [12]. These two implementa-

13



3.2. Implementation of the Pipeline

tions were mainly chosen due to their vast difference in design, making divergences more likely
to occur. Another main reason was the availability of wolfSSL already being instrumented
for symbolic execution, through the contributions of Wilson and Asplund [7] (Section 2.6.1);
specifically, wolfSSL 5.5.0 was used because Wilson and Asplund’s patches were built for that
version. OpenSSL 1.1.1w was picked because it is the OpenSSL release closest in time to
wolfSSL 5.5.0. This thesis builds upon their work by reusing and extending the Strict TLS
concept and the KLEE runtime modifications to perform cross-implementation DSE on the
same ServerHello parsing logic in both wolfSSL and OpenSSL. Lastly, one constraint on the
implementations is that they need to be LLVM-bitcode compilable, which C code is.

The output is a set of path pairs, where in each pair one path results in a successful
ServerHello parsing and the other in a rejected message. A path pair always contains one path
from each implementation, and the differing classifications reveal a divergence between the
two. For each path pair, concrete values for each symbolic variable are given. These concrete
values are a concretization of the merged constraints from the two paths. These concrete values
will hence execute the corresponding paths if supplied to the implementations. Note that this
is different (but very similar) to the standard definition of DSE, where interpreted divergences
contain sets of constraints, rather than concrete input. The steps of the framework, with their
corresponding Section are:

1. Build: The corresponding implementations for wolfSSL and OpenSSL must be built
with the corresponding flags, compiled into LLVM code and linked into a unified library
file. Each also need a compiled client, that is, an entry point which initiates the parsing.
See Section 3.2.1.

2. KLEE runs: Each of the two implementations is symbolically executed with the KLEE
engine, which explores the implementation’s paths of execution dependent on the sym-
bolic values. For each path a file which contains the path constraints and test case file,
is generated. See Section 3.2.3.

3. Classify: For each test case file generated, the framework classifies each test as a
success or reject, dependent on which line of code was last explored. See Sections 3.2.4
and 3.5.

4. Merge: For each pair of paths where one implementation accepts and the other re-
jects, the path constraints from both paths are merged into a single constraint file. See
Section 3.2.5.

5. STP Solver: The resulting constraint files are supplied to a solver, which outputs a set
of concrete values for the symbolic variables which triggers the corresponding paths, if
such a set exists. See Section 3.2.6.

6. Format: For each such pair the concrete values and classification are post-processed
into individual path pair files where they can be more easily compared with the protocol
specification. In each such file the debug prints of each implementation is given, that is,
what is sent to the standard output if the implementation was to be executed if supplied
with the concrete values. For each concrete value, the origin of the constraints is also
given, whether OpenSSL, wolfSSL, both or none of the implementations constrained a
certain symbolic value. See Section 3.2.7.

3.2 Implementation of the Pipeline

This section describes the implementation details of each step in the pipeline introduced in
Section 3.1. The build process for both implementations is described in Section 3.2.1, followed
by the symbolic socket and KLEE modifications in Section 3.2.2. The remaining subsections
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follow the pipeline order: KLEE execution (Section 3.2.3), classification (Section 3.2.4), con-
straint merging (Section 3.2.5), solving (Section 3.2.6) and formatting (Section 3.2.7).

3.2.1 Building OpenSSL and wolfSSL, step 1
KLEE has two main purposes in the framework’s pipeline. Its first task is to explore the
paths of the two implementations. This is done by running KLEE 2.3 on compiled LLVM-
based bitcode of the two implementations, wolfSSL 5.5.0 and OpenSSL 1.1.1w, separately. To
produce bitcode, clang-14 and --emit-llvm-flag is used within a wrapper, wllvm. wllvm is
used as a compiler to produce bitcode and object files simultaneously. wolfSSL and OpenSSL
are built differently and hence need to be treated differently in order to compile the library
into bitcode. As for wolfSSL each C-code file is compiled into object files with set flags, as
given by the build files provided by wolfSSL. By supplying the wrapper wllvm to wolfSSL’s
build functionality, bitcode files are created. These are extracted through the shared library
file and linked into libwolfssl.bc through extract-bc and llvm-link.

Regarding OpenSSL, the files are compiled into bitcodes (through the same wrapper di-
rectly) and linked manually into openssl_combined.bc. In particular, C-code files within the
ssl/ and crypto/ directories are compiled and linked.

With the wllvm build the library configuration flags are set. These are flags that disable
functionalities used in older protocol versions (TLS 1.2 and below), unused cipher suites (e.g.
DES, RC4, Camellia), hash functions (e.g. MD4, MD5, SHA-384) and key exchange methods
(e.g. PSK, DSA, ECDSA). This is done to reduce the amount of code, as these functionalities
are not in scope of the analysis. The result is library files that only allow for TLS 1.3, the cipher
suite AES-128-GCM-SHA256 and key group X25519. This restricted configuration follows the
Strict TLS concept introduced by Wilson and Asplund [7] (Section 2.6.1) and is done in
order to reduce the state space explosion that SE (and DSE) is subjected to. KLEE is then
run with sconnect.bc (OpenSSL) and echoclient.bc (wolfSSL) as entry points, and linked
with respective library bitcode. There are additional flags besides the ones described above
which are important for creating a functional framework. KLEE itself cannot run assembler
code, and hence flags such as --disable-asm/no-asm are set, in addition to preprocessor
flags that prevent inline assembler conversion (-U__OPTIMIZE__, -D__NO_STRING_INLINES and
-D_FORTIFY_SOURCE=0). For a full list of flags used in the builds, see Appendix B.

3.2.2 Symbolic sockets and KLEE modifications
The thesis makes use of modifications made to KLEE’s runtime library, created by Wilson and
Asplund [7]. These modifications are used as a base and have been further adapted. The key
effect of these modifications includes making the buffer used in read() symbolic if one were
to read from a designated file descriptor returned by socket(). The regular non-modified
function read() is defined as:

ssize_t read(int fd, void *buf, size_t count);

Here, count is the maximum number of bytes to read from the file descriptor fd into the
buffer starting at buf [23]. The return value is actual bytes read.

In this thesis further modifications were made. A global buffer (global_sym_buf) was
introduced as the read() was called. This buffer represents the ServerHello message, byte for
byte, and is partly hardcoded and partly symbolic. The global buffer is copied over through
memcpy to the buffer used in the read()-calls. This ensures that we make the same message
fields symbolic in OpenSSL and wolfSSL. More on this in Section 3.4. In contrast to the
framework used for wolfSSL and OpenSSL, the PoC messages are fully symbolic: both the
message content and the returned bytes.

Several functions such as connect(), bind(), listen() and setsockopt() all succeed
regardless, enabling symbolic testing without needing functional counterparts (server/clients).
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The modifications also introduce symbolic stubs of memcpy() and malloc(). The modifications
introduce symbolic functions such as klee_random(), klee_hash(), klee_gen_keypair() and
klee_derive_dh_secret() that are used to initialize cryptographic functions and stub their
functionality to reduce state space explosion.

3.2.3 Running with KLEE, step 2
KLEE is run with --write-smt2 which produces an SMT2-file for each path. SMT2-files are
text files that are supplied to a SMT solver and contain declarations of all initiated symbolic
values as well as the accumulated path constraints. SMT2 are written in prefix notation, see
more in Section 3.2.5. For the SMT, see Section 2.4.

The run also produces .ktest files as a path reads an abort(). With the flag
--replay-ktest-file one can specify which .ktest file and path to run KLEE with. This
is equivalent to executing the compiled LLVM-code with the constraints accumulated by the
path. This is used for debugging and gathering information about the semantics or concrete
values of the path.

Without symbolic values, KLEE does not fork the execution on branch conditions. In this
thesis the corresponding symbolic variables are introduced through read(), as described in the
previous section Section 3.2.2. For protocol implementations, --posix-runtime is required
to enable the symbolic functions of standard I/O and OS-functions and --libc=uclibc for C
standard library compatibility.

The KLEE runtime flag --max-time=<time_value> restricts the execution time of the
KLEE explorations. This affects the number of .ktest files produced (and therefore the amount
of merges and STP solves). This is used to assess state explosion.

3.2.4 Classify, step 3
At first, it is acknowledged that one of the results of SE is to produce .ktest files that can
be classified as either a reject or success. Each path obtains the label ”successful parsing”
or ”rejected message”, which is used as output of the symbolic execution. As discussed in
Section 3.1, a successful parsing is obtained when the path terminates in a section of the
code where the input message is seen as valid, and a rejected message is obtained if the path
terminates beforehand due to the message being invalid, e.g. due to incorrect values in some
fields. To classify the paths, abort()-statements need to be implemented, these end the path’s
exploration and result in .ktest files containing information about which line the corresponding
path terminated at. These calls are later tracked in the .ktest files for classification. More
about aborts in Section 3.5.

3.2.5 Path Constraint Merging, step 4
This step of the pipeline merges the SMT2-constraints and declarations of symbolic variables of
paths from respective implementation. Each path from one implementation is paired with each
path from the other implementation. For each pair where the classifications differ (one path
is a success and the other a reject) the respective constraints and declarations are merged
into a large SMT2-file. An example of a merged SMT2-file is shown in Listing 3.1. Each
merged SMT2-file contains a set of lines where the symbolic variables are defined, line 2–3
in Listing 3.1. The significant symbolic variable in this example is sym_read (the symbolic
global buffer created with the first read()) (model_version is a symbolic variable from the
KLEE runtime, not from the implementations). Two blocks of constraints are declared, one
from each path, as seen on lines 5–13 and 15–19 in Listing 3.1. The merged SMT2-files are
then forwarded to the next step of the pipeline.
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Listing 3.1: Merged SMT2-file for path pair analyzing sym_read (truncated).
1 (set-logic QF_AUFBV )
2 (declare-fun model_version () (Array (_ BitVec 32) (_ BitVec 8)))
3 (declare-fun sym_read () (Array (_ BitVec 32) (_ BitVec 8)))
4
5 ; --- Path constraints from OpenSSL ---
6 (assert (let ( (?B1 (select sym_read (_ bv31 32) ))
7 (?B2 (select sym_read (_ bv29 32) )) ... )
8 (let ( (?B33 (= (_ bv156 8) ?B20 ) ) )
9 (let ( (?B34 (and ?B33 (= (_ bv51 8) ?B21 ) ) ) )

10 ; ... (truncated path exploration)
11 (and (= (_ bv22 8) (select sym_read (_ bv0 32) ))
12 (= false (= (_ bv3 8) (select sym_read (_ bv1 32) )))
13 ... )))))
14
15 ; --- Path constraints from wolfSSL ---
16 (assert (and
17 (= (_ bv22 8) (select sym_read (_ bv0 32) ))
18 (= false (= (_ bv3 32) (bvlshr (bvor (bvshl ... ) ... ) (_ bv8 32))))
19 ... ))
20
21 (check-sat)
22 (exit)

3.2.6 Constraint Solving with STP, step 5
STP is the chosen solver, which determines the satisfiability of boolean functions including
bitwise operations. There are other solvers, such as Z3, that one might use. However, STP is
the default solver for KLEE and prioritizes fast computation over flexibility. To the STP solver
the merged SMT2-files are supplied and the satisfiability of the two different paths constraints
is checked, see Section 2.4 for satisfiability is evaluated. If SAT is returned, there exists a
concrete set of values for the declared symbolic variables which triggers the corresponding
outputs of the paths. If UNSAT is returned, no such set exists. TIMEOUT is also a possible
outcome, generated if STP requires more than 10 seconds (default) of execution time. From
this step of the pipeline, only SAT results are forwarded.

3.2.7 Input Extraction and Formatting, step 6
The extraction and formatting of the DSE output is run by a Python script. In essence, it
runs STP with the flag --print-counterex to produce the lines of assertions for which the
two paths are satisfiable. Each line is an assertion on the symbolic values, that is, a proposed
concrete value which ultimately satisfies the combined constraints of the merged SMT2-file.
Through some parsing, i.e. gathering the concrete values for each symbolic variable, we end
up in the concrete values given by lines 8–14 in Listing 3.2 which triggers the merged paths.
The formatter does also read corresponding SMT2 file to extract which file(s) the constraint
originates from. (.) means the bytes was only constrained by either wolfSSL (W) or OpenSSL
(O) or both (WO). If unconstrained, it was not mentioned in any SMT2 file. [hardcoded] is
the result of a symbolic field being concretized in KLEE’s socket modifications. This can all
be seen in Listing 3.2.

After the input extraction and formatting, the script runs KLEE on each of the imple-
mentation with the --replay-ktest-file which was introduced in Section 3.2.3. The script
catches what is sent to the standard output for debugging, this is seen in lines 16–21 and 23–25
in Listing 3.2.

Listing 3.2: Example DSE output for a satisfiable path pair.
1 ============================================================
2 Pair: SUCCESS_REJECT__test000010__test000004
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3 Classification: SUCCESS_REJECT
4 wolfSSL test: test000010 | OpenSSL test: test000004
5 ============================================================
6 --- STP Counterexample (satisfying input) ---
7 sym_read (full ServerHello, 0..126):
8 record_type: 16 [constrained by WO]
9 record_version: 00(WO) 00(O)

10 record_length: 00 7A [hardcoded]
11 msg_type: 02 [constrained by W]
12 ... (remaining hardcoded/unconstrained fields)
13 ext_key_share_pubkey: 00 .. 00 [unconstrained]
14 --- wolfSSL replay (test000010) ---
15 [FLOW] ProcessReplyEx
16 ...
17 [PARSE] ServerHello: version=0x0303
18 ...
19 KLEE: ServerHello parsed successfully! Handshake keys derived. Exiting.
20 --- OpenSSL replay (test000004) ---
21 [REJECT] ssl3_get_record: version=0x0000, major=0x00 != 0x03
22 [REJECT] tls_get_message_header: ssl_read_bytes returned -1, ...

3.3 The PoC protocol and implementations

The PoC protocol implementations are AI-made mini-versions of TLS and consisted of fully
symbolic communication between a server and client. The two implementations that are to
be tested are near-identical server programs, except the fact that one has 12 injected dis-
crepancies. The reference implementation is the program free of discrepancies and the flawed
implementation consists of the injected discrepancies. The PoC protocol includes communica-
tion between a server and client, in total four messages: ClientHello, ServerHello, KeyExchange
and Finished. The server side was tested, more specifically in how it parses and validates two
fully symbolic messages, namely the ClientHello and KeyExchange. The PoC is created to
develop and guide the DSE framework. The results are presented in Section 4.1 and discussed
in Section 5.1.

3.3.1 Protocol Specification
In the protocol implementations, made for the server-side, there are 5 consecutive states. These
states are:

• Initial: The server is listening for incoming clients.

• ClientHello Received: The server has received and accepted the first message from
the client. Through the message, Version and Cipher ID are received. Only Version =
v1.0 and Cipher ID = AES128 / AES256 are valid.

• ServerHello Sent: The server responds with a ServerHello message where it establishes
an agreement upon the Version, Cipher ID and gives the client the generated Session ID

• KeyExchange Received: The client sends its public key of a specified length, 16 or
32 bytes, along with the Key itself. This specified length must match the cipher (16 for
AES128, 32 for AES256).

• Handshake Complete: Finally, an 18-byte hash including the agreed Cipher ID and
Session ID is sent to the client. A successful send results in the Handshake Complete-
state.

Each message is sent and received with corresponding Message type-value to ensure each
message is correctly interpreted, as in the standard TLS protocol [12]. It also ensures that
messages are sent in correct order, which is a requirement by the PoC protocol.
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3.3. The PoC protocol and implementations

Server Client

ClientHello (48 bytes)

[0--1] MsgType
0x01 0x00

[2--3] Version
0x01 0x00

[4--5] CipherID
AES128/AES256

[6--47] Random
0x ...

ServerHello (64 bytes)

[0--1] MsgType
0x02 0x00

[2--3] Version
0x01 0x00

[4--5] CipherID
AES128/AES256

[6--21] SessionID
0x ...

[22--63] Random
0x ...

KeyExchange (36 bytes)

[0--1] MsgType
0x03 0x00

[2--3] KeyLength
16 or 32

[4--35] Key
0x ...

Finished (20 bytes)

[0--1] MsgType
0x04 0x00

[2--19] Hash value
0x ...

Figure 3.1: Overview of the PoC mini-TLS protocol message format.

Lastly, all sent messages must be of fixed length, defined by the Message type. These
lengths are displayed in Figure 3.1. ClientHello is 48 bytes, ServerHello is 64 bytes, etc. For
the full specification, see Appendix A.

3.3.2 Reference Implementation
The reference implementation is a C-based implementation of the above protocol at 270 lines-
of-code, assumed to correctly follow the protocol specification. The program starts by creating
a TCP socket in order to listen for connecting clients. For the accepted client, a client socket
is generated. The server then initiates a Session-struct, including state, cipher, session_id
and shared_key with key_length. The server also enters a message loop where it continuously
reads (using the symbolic read()) from the client port. At this stage of development, the
read() contained no global buffer. It solely made the input buffer symbolic and returned the
number of bytes read as a symbolic value.

The looping is done until an error or the Handshake Complete state is achieved. The
implementation is designed to only handle one client at a time. Once in the loop and a read()
is executed, the Message-type header decides which message handler to forward the message
to. The process_client_hello() handler verifies the state, received message length, Version
and Cipher ID. If all checks pass, the Session variables are updated and the program goes
on to send the ServerHello-message. Once in process_key_exchange, verification takes place
again. However, instead of Version and Cipher ID, the received KeyLength is checked with
the key_length derived from the negotiated Cipher ID. The length of the read Key value is
also checked, such that it does not exceed the maximum length. The shared key is read into
the Session struct. The server goes on to send the Finished message consisting of a hash of
the session_id and shared_key. At every change of state or error code, a message is printed
to the standard output, which is captured by the PoC framework as output for each path.
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3.3.3 Flawed Implementation and Injected Discrepancies
The flawed implementation is characterized as a copy-and-paste of the reference implementa-
tion but with 12 unique injected bugs, made to guide the PoC framework.

Below follows the description of the bugs listed in Table 3.1. Missing validation (1, 2, 4, 6,
8, 9, 10) is defined by the removal of validations. As when entering the ClientHello-Handler,
there is no line of code ensuring that the length of the message (1), that the state is set to
STATE_INITIAL (2) or that the Cipher ID is valid. Bug 10 is especially interesting as it involves
a memcpy() of which copied size is potentially attacker-controlled.

Table 3.1: Summary of injected discrepancies in the flawed implementation.

Bug Description Category
1 No ClientHello length check Missing validation
2 No state check in ClientHello Missing validation
3 Accepts any version ≠ 0 Incorrect validation
4 No cipher validation Missing validation
5 Key length always set to 16 Incorrect logic
6 No state check in ServerHello Missing validation
7 Uses < instead of ≠ for size Incorrect validation
8 No state check in KeyExchange Missing validation
9 No key length validation Missing validation
10 No bounds check before memcpy Missing validation
11 Wrong state check in Finished Incorrect validation
12 Hash excludes session ID Incorrect logic

Incorrect validation (3, 7, 11) is where a validation does exist, but the boolean operation is
faulty, e.g. ≠ might have been inverted to =. Such bugs might be equally as difficult to detect
as a Missing validation.

Incorrect logic (5, 12) is characterized by some illogical step that causes the implementation
to deviate from the intended functionality. Bug 5 is an incorrect assignment, where key_length
is strictly set to 16 and has no dependence on the negotiated Cipher ID.

As a reminder, these discrepancies are only injected into a server implementation and hence
directly affect the parsing and output of the server side. That said, some discrepancies
might have an indirect effect on the server’s compatibility with a client.

3.3.4 Differences from the TLS Experiments
In contrast to our pipeline as presented in Section 3.1, the PoC framework differs from the
TLS framework in five aspects: output capture, constraint merging, deduplication, divergence
grouping and iterative debugging, and classification. Each aspect is described below; the cor-
responding TLS framework details are introduced later in Sections 3.4–3.6.

Output capture. Before merging and solving the constraint files, the PoC framework first
ran a KLEE replay in order to capture the output of each path. The implementations (reference
and flawed) contained printf() statements that printed the current state or an error code
(e.g. if it contained a check for the message length, as in Listing B.1 in Appendix B). The
output of each path is a vector of consecutive states and error codes. The output vectors from
the two implementations’ paths were compared element by element. If all elements were the
same, the pair was considered to have identical output and was hence omitted. An example of
a path pair with differing output is shown in Listing B.1 (Appendix B): after the ServerHello
has been sent, the reference proceeds to receive the KeyExchange message, while the flawed
implementation rejects the message, seemingly due to the message having an incorrect size.
In the TLS framework, paths are instead classified as either reject or success, by looking up
the line at which the abort statement was reached.
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3.3. The PoC protocol and implementations

Constraint merging. Following the output capture of the PoC implementation, the pipeline
merged constraints accordingly (that is, only for paths from each implementation that differed
in output). However, in contrast to the TLS-pipeline where one message is read into a global
buffer (global_sym_buf, see Section 3.4),

Several read() calls were made, one per message, resulting in new independent symbolic
variables for each read(). In the PoC framework there are two symbolic variables: sym_read_n
is the symbolic buffer and read_ret_n is the amount of bytes read, as a symbolic variable, from
the n:th read. Note that the amount of bytes read is symbolic, as mentioned in Section 3.2.2.

In the PoC, sym_read_n from one implementation must be matched with sym_read_m
from the other if n = m while merging the constraints. The method of PoC merging was no
different than the merging seen in the TLS framework: the constraints of symbolic variables
in one implementation’s path are merged with the constraints of symbolic variables from the
other implementation’s path. However, it does mean that two implementations can read the
same first message (sym_read, read_ret), but only the second implementation goes on and
accumulates constraints in a second read (sym_read_1, read_ret_1). This is because the PoC
way of merging does not distinguish where a constraint originated from. This differs from our
TLS framework, where the origin is preserved in the results.

Deduplication. As the output was captured, paths were merged, and the STP solver was
run, the PoC framework resulted in too large an output, too large to be debugged manage-
ably. As a consequence, before the merging, all paths with identical output from the same
implementation were discarded and only the first such path was kept and forwarded into the
step of merging constraints. This part of the PoC framework was called the deduplication.
Hence, after deduplication, each path from an implementation had a unique output. This did
not, however, resolve the issue completely.

The number of SAT results was still too many to debug manually, and hence the SAT results
(after deduplication) were partitioned into groups. This was done by iterating over all path
pairs and accumulating the point in the output sequence at which the reference implementation
first differed from the flawed implementation. This point is called the divergence point. The
sequence before the divergence point is called the shared output sequence and is the first
part of the captured output vectors that is common to both the flawed and the reference
implementation. The partition groups have the form:

(o1 → o2 → ⋯→ ok, o
ref
k+1)

where o1, . . . , ok are the shared output sequence and orefk+1 is the first element at which the
reference diverges. Listing 3.3 below shows an example of such a divergence group, where
”Common:” shows the shared output sequence and ”Diverges at ref:” shows the divergence
point.
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Listing 3.3: Example of a divergence group (first set of 9, truncated).
1 ================================================================
2 DSE Divergence Analysis
3 70 SAT pairs -> 9 unique sets
4 ================================================================
5
6 #1 (16 SAT pairs) *** FLAWED REACHES END STATE ***
7 Common: Server listening -> Client connected
8 Ref: ERROR: Wrong ClientHello size
9 -> ERROR: Message handling failed

10 Flawed: CLIENT_HELLO_RECEIVED -> SERVER_HELLO_SENT
11 -> CLIENT_HELLO_RECEIVED -> SERVER_HELLO_SENT
12 -> KEY_EXCHANGE_RECEIVED -> HANDSHAKE_COMPLETE
13 Diverges at ref: ERROR: Wrong ClientHello size
14 Example (test000002_test000006):
15 sym_read = 01 00 01 00
16 sym_read_1 = 01 00 01 00
17 sym_read_2 = 03 00 00 00
18 read_ret = 256
19 read_ret_1 = 256
20 read_ret_2 = 256
21
22 ... (8 more sets)
23 ================================================================
24 Total SAT pairs accounted for: 70 / 70
25 ================================================================

The PoC method of debugging was called iterative debugging, in which a divergence group
and the corresponding concretized input were examined one at a time. The protocol specifi-
cation, given in Appendix A, was consulted in order to determine the validity of the fields in
the message. Once determined, the implementations were debugged through code inspection,
assisted by the paths’ output sequences and conrete input values. Once the root cause of the
divergence was fixed, the DSE was re-run in order to produce new divergence groups. This
process was repeated until 0 SAT results (divergence groups) were left. In the TLS framework,
iterative debugging and divergence grouping was replaced by progressive symbolization and
another form of grouping. These are described in detail in Section 3.6.

Classification. To evaluate the PoC framework’s feasibility in finding bugs of interest, the
code edits (found discrepancies) were classified through the following scheme:

• Vulnerability: Deviations from intended functionality whose nature is security-relevant
(e.g. missing validation, version downgrades, or buffer overflows).

• Non-conformance: Deviations from intended functionality that affect correctness but
are not security-relevant in nature.

• False Positive: Deviations that are neither security-relevant nor an issue of correctness.

This classification is simplified and reflects the nature of each bug rather than concrete ex-
ploitability within the minimal PoC protocol. The method of classification is different in the
TLS framework (see Section 3.7), by the reasoning discussed in Section 5.1.4.

3.4 The Symbolic ServerHello Buffer

As discussed in Section 3.2.2, we introduce a global buffer that is used to manage and initialize
the symbolic fields of the ServerHello message. The first read() initializes the buffer, and each
following read() continues where the last one left off. An implementation can therefore read
the record header followed by the ServerHello header and body, or more detailed, read and
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parse byte for byte. Down below, in Table 3.2 the structure of symbolic ServerHello buffer,
that is also the global_sym_buf.

Table 3.2: Symbolic ServerHello buffer layout (offsets in bytes).

Offset Field Bytes Value / Type
0 record_type 1 Symbolic (klee_assume = 0x16)

1–2 record_version 2 Symbolic
3–4 record_length 2 0x007A [hardcoded]

5 msg_type 1 Symbolic (klee_assume = 0x02)
6–8 msg_length 3 0x000076

9–10 legacy_version 2 0x0303
11–42 server_random 32 Symbolic

43 session_id_len 1 0x20
44–75 session_id 32 Symbolic
76–77 cipher_suite 2 0x1301

78 compression 1 0x00
79–80 extensions_length 2 0x002E
81–82 ext: sup._vers type 2 0x002B
83–84 ext: sup._vers len 2 0x0002
85–86 ext: sup._vers value 2 0x0304 (TLS 1.3)
87–88 ext: key_share type 2 0x0033
89–90 ext: key_share len 2 0x0024
91–92 ext: key_share group 2 0x001D (X25519)
93–94 ext: key_share keylen 2 0x0020

95–126 ext: key_share pubkey 32 Symbolic

In Table 3.2, offsets are given in bytes and values are either symbolic or hardcoded. Sym-
bolic fields are marked as Symbolic, while hardcoded fields are shown in hexadecimal. The
table therefore makes it clear which parts of the buffer remain fixed and which parts are subject
to symbolic exploration.

In this example the record_version, server_random, session_id and the ext:
key_share pubkey are symbolic. In the Strict TLS structure from Wilson and Asplund
[7], only the record_type and msg_type were non-symbolic, which is why those fields are
constrained with klee_assume rather than assigned directly through global_sym_buf. The
difference between klee_assume(foo == value) and the direct assignment foo = value does
not affect the DSE output.

The symbolic fields of global_sym_buf that correspond to the ServerHello message in
Table 3.2 are varied across runs. More about this is discussed in Section 3.6.

As the framework was to be adapted onto OpenSSL and wolfSSL it was observed that
symbolic lengths, that is all fields in Table 3.2 that corresponds to defining a certain length,
makes it difficult to symbolically execute the implementations. Symbolic lengths would affect
the offset of fields in the global buffer, and hence require another solution as introducing sym-
bolism locally when specified fields are read. This would however require increased knowledge
about implementations (as to where and how an implementation reads) and is less convenient
for modifications. Firstly the offsets are unknown, hence, with the method of global_sym_buf
there is no knowledge of which field is symbolic. E.g symbolic session_id_len would affect
the offsets of the symbolic ext: key_share pubkey at bytes 95-126 and would make other
fields symbolic even if it is not intended to. Secondly, if fields such as record_length and
message_length are symbolic, the implementations will produce paths that are classified as
rejects for each length that is shorter than the minimum length of the ServerHello message.
Each such path will lead to incorrectly parsed legacy version, random, extension etc.

Fragmentation, a part of the record protocol that allows the TLS message bodies to be
divided into several records in sizes ranging from 1 to 16 384 bytes, is also not allowed. Only
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one record is read. This is because, for a message of length N one could split it at each of N −1
boundaries, or chose not to. This means that there are 2N−1 permutations, that is, number of
ways to read and parse the message. For our minimalistic 118-byte body that would be 1035

KLEE explorations just to read the message into our implementation. This is also a part of
Strict TLS from Wilson and Asplund [7]. The length fields have hence been kept hardcoded
and the record body is only read once. This keeps state-space explosion down and makes room
to test various other fields.

3.5 Adapting wolfSSL and OpenSSL for Symbolic Execution

To adapt wolfSSL and OpenSSL for our differential symbolic execution, several modifications
and code additions were made. Our modifications follow the Strict TLS version of Wilson and
Asplund [7] (their modifications of wolfSSL 5.5.0 implementation was used as a basis for our
wolfSSL modifications):

• The implementations are modified to only read two required extensions in the order
Extension: Supported Version followed by Extension: Key Share. Any incorrect
order or other extension will result in a rejected message.

• No retries or fragmentation is allowed. HelloRetryRequest (HRR) is also disallowed, i.e
when the Server is not satisfied with a number of parameters sent with the ClientHello,
or when the Client is unsatisfied with the number of bytes received, and hence tries to
read more.

• Flags are set such that both implementations are set to solely support TLS 1.3, the
X25519 Key Group and cipher TLS_AES_128_GCM_SHA256. Parallel to this, downgrades
are not allowed or of interest and hence result in aborts.

• Cryptographic functions are stubbed to handle Symbolic Inputs and reduce state space
explosion. That is, the key pair generation is stubbed with klee_gen_keypair(), DH
Key exchange with klee_derive_dh_secret() and HKDF is klee_make_symbolic().
klee_gen_keypair() and klee_derive_dh_secret() are both simple wrappers of
klee_make_symbolic().

As described in Section 3.2.4, abort statements are used to classify each path as either a suc-
cess or reject. The success-abort is placed after a successful ServerHello parsing is detected.
The main reject aborts are placed at the point where all error paths converge in each imple-
mentation. Aborts are also placed at faulty parsing of extensions. In Wilson and Asplund’s
implementation these aborts are silent exits of KLEE and do not produce any .ktest files that
can be used to classify. Aborts are also placed to prevent retries, fragmentation and HRR.

Furthermore other functionalities and features have been disabled, due to not being in the
scope of this thesis. Middlebox compatibility mode (RFC 8446, Appendix D.4 [12]) is disabled,
meaning that the server does not echo the session_id and no dummy change_cipher_spec
records are sent. An echo (in TLS 1.3) is made to lure firewalls and Middleboxes that only
accept TLS 1.2 or earlier versions. This is disabled via setting an internal flag in the corre-
sponding clients before reading the ServerHello message.

In addition to the stubbing of cryptographic functions, key validation is deactivated due to
path explosion which would occur when supplying symbolic keys to elliptic-curve validations.
That is done by simply stubbing corresponding functions to return successfully, assuming the
key to be correctly validated. Effectively, the read public keys can be in any key group. It is
also acknowledged that the initialization of the cryptographic engine is disabled, as this marks
that the making of cryptographic keys was successful and is not part of the parsing analysis.
These functionalities were braced within an #ifndef KLEE-block and hence removed as code
from within the builds.
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3.6 Progressive Symbolization and Method of Analysis

The thesis faces questions such as which fields to make symbolic and if they are to be tested in-
dividually or not. In this thesis we symbolize progressively, in other words, we repeatedly make
a field in the message symbolic followed by running the framework. The fields server_random,
session_id and the ext:key_share pubkey will always be symbolic in the DSE. A base case
is created for which the analysis is the least complex and the core issue can easily be found,
this comes from the field made symbolic and the DSE run. If all separate fields, that in the
end is chosen to be made symbolic, was made symbolic at first, it would be difficult to debug
and find out the core reason(s) for the divergences. The logic is that for each additional field
made symbolic and DSE run, the newly appearing SAT result must be caused by the new
symbolic component solely, or in combination with the previous symbolic components.

Similar to the divergence grouping done in Section 3.3.4, in where the DSE results were
grouped by some divergence point, our results are grouped and examined in rather different
way. The analysis per run consists of firstly grouping by the value(s) of the newly symbolic
field. That is because, as before, there is a high chance of the new symbolic field to be the core
reason behind newly appearing SAT results. The old SAT results, that is results that have
an exact correspondence in the previous run, are discarded. These results do not stem from
any new divergence. Through this grouping and ”discarding”, it is less complex to debug and
determine which DSE output is mapped to which divergence.

However, there is one aspect to keep in mind. A divergence may only appear when multiple
fields take specific values simultaneously. E.g., there might not be a divergence between the
implementations if the record_version or legacy_version was symbolic individually (i.e
in two different DSE runs), but a divergence could perhaps if they were symbolic simultane-
ously in one DSE run. By this fact, one as debugger must also analyze other symbolic fields
to see if such fields impacts the divergence. With the help of KLEE’s replay tool in which the
tests were replayed in order to produce debug prints, and by our formatting that displayed the
origin of constraints, see Section 3.2.7, the implementations were manually debugged in order
to find the root cause of the SAT result.

For each symbolic field, the paths will multiply and inevitably, this will end in state-space
explosion as the ServerHello message cannot be made fully symbolic. These four fields are
chosen because each has a specific expected value, either from RFC 8446 or from the Strict
TLS configuration, that a divergence would violate. The fields are made symbolic in the
following order (illustrated in Figure 3.2):

• record_version: RFC 8446 §5.1 tells us that this field MUST be ignored. Making it
symbolic might show interoperability issues for the implementations

• cipher_suite: Both implementations should be built to only support AES-128-GCM-
SHA256. Making this field symbolic, will test if the configuration(s) is correct. This
should hence not produce any different divergences than the run before.

• key_group: This field is made symbolic for the same reason as above, as it should be
set to X25519.

• legacy_version: RFC 8446 §4.1.3 states that this field MUST be 0x0303. Making it
symbolic tests whether both implementations validate this requirement.

The fields server_random, session_id and ext: key_share pubkey are always symbolic in
every run.
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Run 1: + record_version

Run 2: + cipher_suite

Run 3: + key_group

Run 4: + legacy_version

new SAT results

new SAT results

new SAT results

new SAT results

classify

classify

classify

classify

Figure 3.2: Progressive symbolization across four DSE runs. Each run introduces one addi-
tional symbolic field on top of the previous run; the run produces new SAT results that are
then classified according to the scheme in Section 3.7 (Non-conformance, Conformant diver-
gence, or False positive).

3.7 Divergence Classification

The output of DSE, as noted before, is a pair of paths that are classified differently (suc-
cess/reject) with a satisfiable example of inputs that trigger both paths. This input is used
to debug the underlying cause of the divergence, in the way described by Section 3.6. That is
because, the underlying cause is not specified by the DSE results, only that the implementa-
tions differ. Via RFC 8446 the input values (the ServerHello message) can be determined to
be either valid, invalid or something in between. The output of DSE does imply one of the
following

1. Non-conformance: An implementation accepts or rejects a ServerHello contrary to
what is specified by RFC 8446. That is, an implementation violates a MUST, MUST
NOT or REQUIRED statement.

2. Conformant divergence: RFC 8446 uses SHOULD, SHOULD NOT, RECOM-
MENDED, MAY or OPTIONAL, or is silent about the field. Both implementations
are conformant but make different choices.

3. False positive: The divergence is caused by our framework limitations (e.g. differing
build flags, stubbed crypto, hardcoded fields) rather than the implementations them-
selves.

MUST, MUST NOT, REQUIRED, SHOULD, SHOULD NOT, RECOMMENDED, MAY
or OPTIONAL are all defined by RFC 2119 [24]
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4 Results

This chapter presents the output of the DSE framework: the divergences DSE found between
the two TLS implementations. The PoC results are presented first in Section 4.1, followed by
the TLS results in Sections 4.2 and 4.3. Each divergence is classified against RFC 8446 using
the three-category scheme introduced in Section 3.7. The broader implications of the findings,
the framework’s capabilities and boundaries, and the interpretation of the divergences are
discussed in Chapter 5. The research questions are answered in Chapter 6.

4.1 PoC Results

This section presents the PoC results: DSE run statistics in Section 4.1.1, followed by the
classification of the injected bugs in Section 4.1.2.

4.1.1 DSE Execution
Below follows a technical report of the DSE runs, for the purpose of reproducibility and
transparency, the specification is given in Appendix B.

For each of 10 DSE re-runs the flag --max-time = ... were omitted. That meant that
there was no time roof for the path exploration, and every run was fully completed (i.e no
paths were partially executed due to lack of time, memory or number of forks).
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Listing 4.1: DSE run report for the initial run (all 12 bugs present).
1 ==============================================================
2 DSE Run Report -- 2026-03-07 12:51:33
3 Strategy: dfs | Max-time: NONE
4 ==============================================================
5 Metric | Result
6 -----------------------------+-------------------------------
7 ICov ref (source-only) | 89.9% (710/790)
8 ICov flawed (source-only) | 87.1% (528/606)
9 KLEE ref status | completed

10 KLEE flawed status | completed
11 Paths ref / flawed | 17 / 561
12 After dedup ref / flawed | 17 / 21
13 Merged pairs (total) | 347
14 SAT results | 70 of 347
15 UNSAT results | 277
16 TIMEOUT results | 0
17 Divergence sets | 9
18 Total wall-clock time | 31m 18s
19 ==============================================================

As the first DSE-run in Listing 4.1 was made with all 12 bugs present, the flawed version had
a much higher number of paths (561) compared to the reference implementation (17). During
deduplication, the majority of these paths were merged and a total of 21 unique paths were
left for the flawed implementation to be merged with the reference implementation’s 17 paths,
which resulted in 347 merges, and 70 SAT results. The 70 SAT results were then grouped into
9 Divergence sets. The total time of execution was 31 minutes. The end-run resulted in 16
paths for each implementation and no SAT results at a one minute execution-time.

4.1.2 Classification
In Table 4.1 the found code edits (bugs) are presented with their classification. Of the 9
found bugs, 7 are classified as Vulnerabilities and 2 as Non-conformances. The 3 unfound bugs
consist of 2 Vulnerabilities and 1 Non-conformance.

Table 4.1: Bug classification.

Bug Description Classification Found
1 No ClientHello length check Vulnerability Yes
2 No state check in ClientHello Vulnerability Yes
3 Wrong version check Vulnerability Yes
4 No cipher validation Vulnerability Yes
5 Key length hardcoded to 16 Non-conformance Yes
6 No state check in ServerHello Vulnerability No
7 < instead of ≠ for size Vulnerability Yes
8 No state check in KeyExchange Vulnerability Yes
9 No key length validation Non-conformance Yes
10 No bounds check before memcpy Vulnerability Yes
11 Wrong state check in Finished Vulnerability No
12 Hash excludes session ID Non-conformance No

After 10 DSE re-runs, during which 9 bugs were corrected, none of the original 70 SAT-
pairs reappeared. That is, all 70 pairs (and groups) were a consequence of an existing bug.
As a result, there were no false positives, only a redundancy of output caused by the same
underlying divergence.
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4.2 DSE Run Statistics

This section presents the DSE run statistics from applying the TLS framework to wolfSSL
and OpenSSL. As discussed in Section 3.6, the analysis is based on progressive symboliza-
tion. The analysis resulted in four cases, for which the record_version was the symbolic
value in the initial run. For each following run, the fields cipher_suite, key_group and
legacy_version were made symbolic in order. It is noted once again, that in every run the
session_id, server_random and ext: key_share pubkey are always symbolic. The cor-
responding number of completed paths, (aborts()), merges between Successes and Rejects,
and SAT results are given in Table 4.2. In addition the total time for each SE-run was mea-
sured and presented. Note that this is not the full timing of a DSE-run that includes merging
and solving. The full time of the first run took under a half of hour, whilst the last run took
approximately three-four hours to complete. The specific time was not measured.

Table 4.2: DSE run statistics for progressive symbolization of the ServerHello buffer.
Run Symbolic fields wolfSSL paths OpenSSL paths wolfSSL Time(s) OpenSSL Time(s) Merges SAT results
1 record_version 12 4 46.46 13.12 40 2
2 record_version, cipher_suite 60 466 10.71 93.59 4 040 14
3 record_version, cipher_suite, key_group 76 472 6.68 79.10 4 184 14
4 record_version, cipher_suite, key_group, legacy_version 84 949 7.83 111.60 8 732 68

Each row adds one symbolic field. Paths are completed KLEE paths (abort()) per implementation, Time(s) the
SE-run time in seconds per implementation, Merges the number of Success/Reject pairs across implementations,
and SAT results those merges with a satisfying input.

4.3 Classification

Three divergences were found between OpenSSL and wolfSSL: two Non-conformances
on the OpenSSL side (record_version and legacy_version) and one False positive
(cipher_suite). The section presents the classification of each divergence found through
the progressive symbolization runs. Each subsection corresponds to one divergence:
record_version (Section 4.3.1), cipher_suite (Section 4.3.2) and legacy_version (Sec-
tion 4.3.3). For each divergence, the concretized values are presented in Tables 4.3, 4.4 and 4.5,
together with the corresponding classification as described in Section 3.7.

4.3.1 record_version — Non-conformance (OpenSSL)
In the first run, seen in Table 4.3, a total of two SAT results were given, for which OpenSSL
rejects the message and wolfSSL accepts. The STP concretized the symbolic value to 0x0000.
The divergence was concluded as a non-conformance.

Table 4.3: SAT results in Run 1 (record_version symbolic).
Field Value wolfSSL OpenSSL Classification
record_version 0x0000 Accepts Rejects Non-conformance (OpenSSL)

To understand the underlying cause of the divergence found by symbolizing
record_version, one must first consult the RFC. RFC 8446 §5.1 states that
legacy_record_version MUST be ignored by a receiver [12]. Consequently, OpenSSL
is either non-conformant or the divergence is out-of-scope (e.g. OpenSSL was incorrectly mod-
ified). The core of the divergence is a code check inside ssl3_record.c, which is responsible
for OpenSSL’s parsing of the record header:

Listing 4.2: OpenSSL record header version check in ssl3_record.c.
if ((version >> 8) != SSL3_VERSION_MAJOR) {

/* ... sets error flags ... */
return -1;

}
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This check constrains the record_version to be 0x03xx. Interestingly enough, there exist
GitHub issues on this specific subject. PR #19058 [25] (merged Aug 2022) was a fix that
made OpenSSL master (3.x) more tolerant of ”faulty” record_version values, in essence
completely ignoring this field. However, this patch was not applied onto 1.1.1w (our version
used in testing), hence the non-conformance should be present in our analysis.

Furthermore, issue #31008 [26] was opened 28th of April 2026 where users still noted that
OpenSSL contains the specified check in Listing 4.2. Open-source reviewers have responded
that the field is solely used as a sanity check to filter out non-TLS messages and not to negotiate
the final version, and hence is stated to be conformant with the RFC if it were to communicate
with a conformant peer. In our case, the message results in a direct rejection error and is not
redirected into any non-TLS-1.3 parsing path for further processing. This does not follow the
RFC of ”MUST” ignore the field, consequently it is classified as a non-conformance on the
part of OpenSSL.

It is noted that when inspecting the DSE output, the major byte of record_version is
constrained by both implementations, whilst the minor byte is constrained by OpenSSL only,
see Listing 4.3 down below.

Listing 4.3: STP counterexample constraint labels for record_version (Run 1).
record_version: 00 (WO) 00 (O)

This implies that wolfSSL interacted with the major byte on its accept path. This does
not necessarily mean that wolfSSL is non-conformant, but it does mean that no definitive
conclusion about wolfSSL’s handling of this field can be drawn solely from the DSE results. To
determine whether wolfSSL completely ignores the field, one would need to consult additional
methods such as traditional symbolic execution or code inspection.

4.3.2 cipher_suite — False positive
For the next run the cipher_suite was made symbolic, which resulted in 12 new SAT results
and 2 SAT results that appeared the first run. This led to two new concretizations seen in
Table 4.4, for which the wolfSSL implementation differs from the OpenSSL implementation
in rejecting messages with the specified Cipher Suites AES-256 and ChaCha20. That is,
all 12 tests solely consisted of two different concretizations in the cipher_suite-field. The
concretizations are both classified as false positives.

Following the second run, key_group was introduced as a symbolic variable. However, in
symbolizing this field no new SAT results were obtained, they were all repeats of the previous
run, hence why they are presented in the same table. That is, both of the implementations
reject all Key Groups except X25519 identically.

Table 4.4: New SAT results in Runs 2 and 3 (cipher_suite and key_group added).
Field Value wolfSSL OpenSSL Classification
cipher_suite 0x1303 (ChaCha20) Rejects Accepts False positive
cipher_suite 0x1302 (AES-256) Rejects Accepts False positive

Per RFC 8446 §9.1, an implementation is required (MUST) to support AES-128, whilst
AES-256 and ChaCha20, which are disabled by wolfSSL, are noted as ”SHOULD” be sup-
ported [12]. From this, it can only be confirmed that neither implementation is non-
conformant. However, through manual debugging of the divergence, namely following the code
through debug prints, it was observed that OpenSSL had no corresponding flags which removed
support for the cryptographic functions ChaCha20-Poly1305 and AES-256-GCM-SHA384. There
exists flags that achieves this: no-chacha, no-sha384 and no-aes256. In contrast, wolfSSL
contains three flags that remove the support for ChaCha20-Poly1305 (0x1303) and AES-256-
GCM-SHA384 (0x1302): --disable-chacha, --disable-poly1305 and --disable-sha384.
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This discrepancy is solely an artifact from the difference in build flags between the two imple-
mentations and is classified as a False Positive.

4.3.3 legacy_version — Non-conformance (OpenSSL)
Finally, legacy_version was made symbolic, giving a total of 54 new SAT results. It was found
that two certain values of the legacy_version, 0x0000 and 0x0301, that are not supported by
the wolfSSL implementation, are accepted by OpenSSL. In consequence, OpenSSL is classified
as non-conformant to RFC 8446 regarding the parsing of legacy_version. This is seen in
Table 4.5

Table 4.5: New SAT results in Run 4 (legacy_version added; 66 REJECT_SUCCESS, 2
SUCCESS_REJECT).

Field(s) Value(s) wolfSSL OpenSSL Classification
legacy_version 0x0301 Rejects Accepts Non-conformance (OpenSSL)
legacy_version 0x0000 Rejects Accepts Non-conformance (OpenSSL)

RFC 8446 §4.1.3 requires that legacy_version MUST be set to 0x0303 in ServerHello.
Furthermore, this divergence is classified as a non-conformance on the part of OpenSSL, which
accepts messages with incorrect legacy_version values. Through debugging the wolfSSL call-
chain it was found that DoTls13ServerHello() in tls13.c contains the following sequence:

Listing 4.4: Downgrade detection and version check in DoTls13ServerHello() (tls13.c).
byte wantDowngrade;

wantDowngrade = args->pv.major == ssl->version.major &&
args->pv.minor < TLSv1_2_MINOR;
...

if (wantDowngrade && ssl->options.downgrade) {
...
return DoServerHello(ssl, input, inOutIdx, helloSz);

}

...

if (args->pv.major != ssl->version.major ||
args->pv.minor != tls12minor) {
WOLFSSL_ERROR_VERBOSE(VERSION_ERROR);
return VERSION_ERROR;

}

which enforces that if the major byte of legacy_version is 0x03 and the minor byte is
lower than 0x03 (i.e. 0x00, 0x01 or 0x02), the message is treated as a downgrade attempt.
It is also noted that this code runs before the parsing of the supported_versions extension,
which in TLS 1.3 is solely responsible for negotiating the version [12]. wolfSSL’s behavior is
clear: any value other than 0x0303 is either treated as a downgrade attempt (minor < 0x03) or
rejected outright (major ≠ 0x03). As for OpenSSL, no check on legacy_version is performed
when a supported_versions extension is present in the message. The behavior for messages
lacking this extension is outside the scope of this analysis.

4.3.4 Constraints on Always-Symbolic Fields
As described in Table 3.2, the fields server_random, session_id, and the key_share public
key are always symbolic in every DSE run. In the STP output, session_id and the public
key are unconstrained across all counterexamples: neither implementation gates any accept or
reject branch on these values.
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The server_random field is the exception. In a subset of the REJECT_SUCCESS coun-
terexamples from Run 4, it is constrained by OpenSSL only (O) to the HRR detection value.
RFC 8446 §4.1.3 defines this value as the SHA-256 of the string "HelloRetryRequest", used
to distinguish a HelloRetryRequest (HRR) from a ServerHello message [12]. A quote from the
RFC 8446 §4.1.3,

For reasons of backward compatibility with middleboxes, the HelloRetryRequest
message uses the same structure as the ServerHello, but with Random set to the
special value of the SHA-256 of ”HelloRetryRequest”:
CF 21 AD 74 E5 9A 61 11 BE 1D 8C 02 1E 65 B8 91
C2 A2 11 16 7A BB 8C 5E 07 9E 09 E2 C8 A8 33 9C

In the SAT results discussed, legacy_version takes the same values (0x0000 or 0x0301)
that wolfSSL rejects in Run 4 (see Table 4.5). Through debugging it was found that wolfSSL
checks legacy_version before reading server_random. That is, if legacy_version ≠ 0x0303,
wolfSSL returns VERSION_ERROR without examining the server_random value.

In contrast, OpenSSL detects an HRR through a conjunction of server_random equalling
the HRR detection value and legacy_version equalling 0x0303 (TLS1_2_VERSION). Since
legacy_version ≠ 0x0303 in these counterexamples, OpenSSL’s HRR branch is never taken
and the message is parsed as a regular ServerHello:

Listing 4.5: OpenSSL HRR detection in statem_clnt.c.
if ( ...

&& sversion == TLS1_2_VERSION /* Failed: sversion != 0x0303 */
&& ...
&& memcmp(hrrrandom, PACKET_data(pkt),

SSL3_RANDOM_SIZE) == 0 /* Match */
)

{
hrr = 1; /* Skipped */

}
...
if (hrr) { /* False */

...
return tls_process_as_hello_retry_request(s, &extpkt); /* Skipped, hence no response is made
*/

}

RFC 8446 §4.1.4 requires that upon receipt of a HelloRetryRequest, the client MUST check
legacy_version (among other specific fields) as specified in §4.1.3. In other words, the client
MUST validate legacy_version identically to how it is validated in the ServerHello message.
(RFC 8446 §4.1.3 specifies the ServerHello fields, and HelloRetryRequest and ServerHello share
the same message format.) Hence, the legacy_version check applies to both messages.

This reveals a further consequence of the missing legacy_version validation. When
server_random equals the HRR detection value but legacy_version ≠ 0x0303, OpenSSL’s
HRR detection logic, which requires both conditions to be satisfied, is never triggered. The
message is instead parsed as a regular ServerHello. RFC 8446 4.1.3 [12] states that upon receiv-
ing a message with type server_hello, implementations ”MUST first examine the Random
value” to determine whether it is a HelloRetryRequest. OpenSSL violates this requirement:
rather than examining server_random first, it gates HRR detection on legacy_version, which
has already passed through unchecked. Consequently, the HRR flag is never set and the HRR
parser function is never called. This has no further consequence more than that the message
is treated wrongly: the message would have resulted in a rejetced HRR message either way.
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5 Discussion

In this chapter, the PoC results are discussed in Section 5.1. The approach’s capabilities and
boundaries are discussed in Section 5.2.1, and Section 5.2.2 discusses the RFC classification
of the divergences. Threats to validity are discussed in Section 5.3, and the work in a wider
context is given in Section 5.4.

5.1 Discussion of PoC

The PoC served two purposes: verifying that the DSE pipeline could find injected bugs at
all and assisted in making design choices that shaped the TLS framework that followed. Sec-
tions 5.1.1, 5.1.2 and 5.1.3 discuss the PoC results themselves, DSE execution, completeness
and bug classification, while Section 5.1.4 reflects on how the PoC framework shaped the
resulting TLS framework.

5.1.1 DSE Execution
It is noted that the total time for the initial DSE run, which was the most time-consuming
execution in our runs, was 31 minutes. If deduplication was omitted, assuming that the
SAT-percentage and time of execution per SAT-pair would be the constant, the total time of
execution is estimated to approximately 14 hours for the first DSE-run. Deduplication is thus
an important part of the PoC framework for preventing state space explosion and significantly
reducing the time of execution.

5.1.2 Completeness and False Positives
As presented in Section 4.1.2 there were no false positives as all output consequently vanished
as the bugs were corrected and DSE was re-run. This is not a proof that the PoC framework
solely produces output based on bugs (true positives), but rather that it happens to be that
the two supplied implementations did not differ in that sense of semantics. To illustrate what
is meant, consider there exists a concrete input which would trigger both of the following
if-statements for an implementation:
if (len != SIZE_KEY_EXCHANGE) {

printf("ERROR:␣Wrong␣KeyExchange␣size\n");
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return -1;
}
if (session->state != STATE_SERVER_HELLO_SENT) {

printf("ERROR:␣KeyExchange␣in␣wrong␣state\n");
return -1;

}

If the other implementation supplied to the PoC framework had the order of these statements
in reverse, the output of these paths would be different: ... -> ERROR: Wrong KeyExchange
size vs ... -> ERROR: KeyExchange in wrong state. This would be a SAT-pair and also
a false positive. We hence argue that the implementations are too closely alike in a semantic
sense for a false positive to be produced.

Regarding completeness the majority of the bugs were found, 9 out of the 12 injected
bugs to be precise. The interesting point to investigate is why these remaining three bugs
were not found by the framework. Starting off with bug 6 and 11, characterized by incorrect
and missing state check, it was noticed that both implementations force the correct state
through respective call-chain. The DSE-run does in fact test the program as a whole and not
specific functions. The bug could be found if the state number was made symbolic and the
corresponding function (respective handler in this case) was tested. These bugs can be found
with minor changes. As for bug 12, that involves omitting the session ID in the Hash being
sent to the client as a last step of the protocol, the situation is different. It calls for more
complex changes to the framework in order for the bug to be exposed, if DSE-were to be used
singlehandedly. The framework would have to incorporate the semantics of the Client, to see
how the absence of the session ID affects the response. An alternative would be to capture the
output of the framework as the response of the server, similar to what was done in Asadian et
al. [13].

5.1.3 Classification
Note that the majority of the bugs are classified as Vulnerabilities, that is, deviations from
intended functionality whose nature is security-relevant. These include missing or incorrect
state checks (allowing out-of-order messages), version checks (enabling version downgrades),
cipher validation and buffer overflow checks, issues that, in a full protocol, would correspond to
unencrypted communication or injected malicious code. The most severe bug, Bug 10, involves
a buffer overflow where the copied length is potentially attacker-controlled. The remaining
found bugs (5 and 9), along with the unfound Bug 12, are classified as Non-conformance, that
is, deviations from intended functionality that affect correctness but are not security-relevant
in nature. If exercised, they would most likely result in a reconnection attempt or an exit
code. These findings and classification shows that the PoC framework is capable of detecting
divergence that in nature is security relevant.

As for the hash bug (12), there is a possible reason for why it is sent (once again, the
PoC is minimal and does not conclude to as why). In the TLS 1.3 protocol [12], a transcript
hash is calculated, which is a running hash of all messages. The result of this hash is used
to generate a Finished message from each side. These are exchanged to validate the integrity
of the handshake and the negotiated parameters of the connection. If this was the case for
PoC protocol, the absence of session ID in the hash implies that corresponding hash that is
calculated by the Client can not match the servers hash. Most likely the server would be
incompatible with all clients free of this issue, that is, those clients that do not have the same
exact bug.

5.1.4 Impact of the PoC on the TLS Framework
A mini-TLS PoC protocol and corresponding implementations were built to both develop the
framework and identify design choices. Similar to the OpenSSL and wolfSSL analysis, only
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the server-side parsing of two consecutive messages was evaluated. Of the 12 bugs injected on
the server side, 9 were found. These bugs are identified as missing or invalid checks of different
field values and states. The bugs that were not found consisted of dead code, which is of
low security severity, and an error in a transmitted hash value, an interoperability issue that
cannot be detected by DSE unless the server’s response (that is, the sent message including
the hash) is also included in the output. Below follow four design choices that the PoC shaped:
output capture, deduplication, divergence grouping, and classification.

In Section 3.3.4 five design choices which made the the PoC framework different from the
TLS framework was listed. Down below four of those are discussed: constraint merging and
iterative debugging are left out. Constraint merging works in same way, despite the fact that
the PoC framework consisted of more Symbolic varibles. Iterative debugging was replaced by
Progressive symbolization in the TLS framework, which is discussed in Section 5.2.1.

Output capture. The main difference between the TLS and PoC framework was the capture
of output. In the PoC, error codes were captured as unique output, whereas in the TLS
framework all error codes are seen as one. By this development, false positives that occurred
due to divergences such as described in Section 5.1.2 do not exist in the TLS framework. They
are all mapped to a reject and not forwarded in the pipeline. If the output capture of error
code are disregarded, that is, if the PoC were to map all error code on to a single rejected
classification, The PoC framework did essentially have the same type of output as the TLS
framework. In the TLS framework, the state ”ServerHello completed” is captured, the PoC
has capture points at each of the states.

Deduplication. The method of deduplication and divergence grouping was introduced to
counter the sheer amount of DSE results and decision of which SAT result(s) to debug first.
The step of deduplication did however cause a problem: from each implementation only one
success path was kept and supplied to the SAT solver together with the paths of the other
implementation. This has the possibility of removing SAT results for which one implementation
lands in a successful handshake and the other rejects the message. That is, SAT results
which are of greater importance (security threats) than SAT results showing inputs that cause
different error codes (that might be false positives, by the reasoning in Section 5.1.2). As
a result, the framework was modified to capture all errors as a single reject, so they will
be discarded when compared. By this, the issue of duplicate SAT pairs and the removal of
interesting success paths was prevented, and the TLS framework focuses on retrieving SAT
results in which only one implementation can reach a successful state for a concrete set of
input.

Divergence grouping. The method of divergence grouping was not necessarily problematic,
but compared to TLS framework method, the PoC consists of several unique error codes,
whereas the TLS framework solely captures ”success” and ”reject”. Hence, there is nothing to
partition and the method of divergence grouping was discarded.

Classification. Lastly, the TLS framework introduces its own classification scheme (Sec-
tion 3.7). The PoC’s three-category scheme (Vulnerability, Non-conformance and False Posi-
tive) was not identically carried over: the TLS framework is concerned with RFC conformance
and interoperability rather than with the security severity of individual bugs.

The PoC supports the conclusion that DSE is a viable tool for finding parsing bugs in protocol
implementations. However, it illustrates a structural limitation: DSE can only detect diver-
gences that cause observable differences in output, in this study, accept/reject classification at
an abort() point. Bugs that produce different response messages but identical accept/reject
outcomes are not detected, nor are bugs consisting of dead code.
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5.2 DSE as a Framework for Protocol Analysis

This section answers the second part of RQ2: what are the capabilities and boundaries of
the approach? The TLS framework’s overall capabilities and boundaries are discussed in
Section 5.2.1, especially in accordance with the framework applied onto the corresponding im-
plementations of the TLS 1.3 protocol. Following, the answer to RQ3 is given in Section 5.2.2.
All of the PoC discussion is left at this point.

5.2.1 Capabilities and Boundaries of the Approach
Capabilities. The DSE tool built in this thesis finds parsing-level bugs and interoperability
issues where a symbolic field affects a branch condition. The two divergences found in Sec-
tion 4.3 are of this type. It was found that OpenSSL always executes a branch that constrains
the major byte of record_version (Listing 4.2 in Section 4.3.1), and that wolfSSL initiates
a downgrade check for legacy_version ≠ 0x0303. Moreover it was noticed that the build
configurations of OpenSSL was not in line with the scope of the analysis, as it was missing
three essential flags. In hindsight, making both cipher_suite and key_group symbolic is
partially redundant as they were made symbolic due to the same reason. The divergence
shown from making cipher_suite symbolic is that the framework can be used to ensure that
two implementations are configured equivalently before deployment.

Progressive symbolization: trade-offs. As for the method of progressive symbolization,
it is simple to keep track of which SAT results belong to previous divergences and are therefore
not the result of a newly detected divergence. The method of making one variable symbolic
at a time helps the developer to keep track of and isolate new SAT results. It also assists in
controlling state space explosion and ensuring that KLEE runs complete. The downside of
this method is that fewer fields are symbolic simultaneously, and thus divergences caused by
multiple fields being symbolic at the same time may be missed. An alternative method would
be to make the whole message symbolic and modify the exploration with the max-time flag
and search heuristic flag. This would however not cause KLEE to complete and does hence not
ensure that the method found all possible divergence (that the framework has the potential to
find) are found.

The symbolization was constrained such that every KLEE run completed and all possible
paths within the symbolic fields were explored. An alternative approach would be to make
more fields symbolic and let KLEE traverse randomly or prioritize new code paths to achieve
broader coverage. However, this leads to non-determinism and the KLEE run would most
likely not complete. In practice, if one must limit execution time, the --search=<value> flag
can be used to guide symbolic exploration. Possible values are DFS (traverses state in depth-
first order) or nurs:covnew (tries to cover new lines of code), each forming different strategies
for which paths are prioritized. This is especially important when only a subset of all possible
paths can be explored due to time or resource constraints.

Boundaries: what DSE cannot find. Within our approach, the framework explores and
finds all parsing-level divergences caused by the fields made symbolic. Some divergences might
be caused by a combination of several symbolic fields, which is also plausible for our approach
to find. However, only certain fields of the ServerHello message are symbolic, as state space
explosion restricts the symbolization. Some divergences that might be caused by symbolic
length fields are not in the scope of this thesis. That is, if all version fields together with the
length of the supported_versions extension were symbolic and together caused a divergence,
our approach would fail to find it. Our length restriction also limits the framework from
considering overflow bugs (faulty or missing length checks), which is a regular possibility with
SE. Consequently, only divergences present in the internal state of the client-side parser can
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be discovered, and divergences in the server side or in the output messages produced by the
client are not captured.

Furthermore, the framework overlooks divergences in cryptographic functionality. Bugs
or divergences linked to key validation (e.g. whether a key lies on a valid elliptic curve) are
outside the scope of the framework. To cite Wilson and Asplund, who choose the symbolic
sockets and cryptographic stubs approach used in this thesis: ”In this work, we are interested
in the correct parsing of messages, rather than potential weaknesses in the implementation
of the cryptographic primitives, which is an orthogonal problem” [7]. Moreover, divergences
that might be caused by the parsing order of extensions, or due to certain fragmentations or
HelloRetryRequest (HRR) messages, are also overlooked. Real-world servers send messages
that violate these assumptions, meaning that divergences in such cases are missed. This limits
the scope of bugs that can be discovered.

In addition, bugs and issues can only be found if there is a divergence in the parsing of
two implementations. If a bug is present in both, DSE will detect no output. Hence, no
output does not prove the absence of bugs. An additional method would be to differentially
symbolically execute the implementations and extract the input for all path pairs that are
classified equally. The corresponding input can be supplied into other implementations which
can also be classified. By this, one as developer might catch bugs that are shared between im-
plementations supplied to the DSE framework. However, the downside is still that the further
classified implementations are not assured to be free of the bug, and hence no guarantee will
be given. A developer could also generate such input from a reference implementation, similar
to what was done by Wang et al. [21] (See section 2.6.5). In their SYMTCP, the Linux Kernel
was symbolically executed in order to generate test cases which were supplied to a range of
different Middleboxes in order to find divergences. That could be to choose OpenSSL as a ref-
erence implementation (corresponding Linux Kernel) used to generate test input through SE,
and mbedTLS, wolfSSL, GnuTLS etc. as test implementations (corresponding Middleboxes)
which the inputs are supplied to. This would in practice reveal more about for OpenSSL
but as for the test implementations, less would be revealed as the coverage is decreased in
comparison to DSE.

Interpreting DSE output. From the output of DSE, it follows solely that the implemen-
tations differ semantically. An output of DSE could mean that at least one implementation
is non-conformant, or that both are conformant but have made different design choices. It is
also possible that both are non-conformant in different ways. It is therefore concluded that
DSE does not directly output bugs or non-conformances, but rather input values that trigger
a divergence in the defined output. The user must apply additional debugging methods, code
inspection, and RFC analysis to fully understand the cause behind the divergence and classify
conformance.

5.2.2 RFC Classification as an Analytical Step
To answer RQ3, how the results of DSE can be used together with RFC 8446 to classify
divergences and assess their security and interoperability relevance, a three-category scheme
was proposed in Section 3.7. The scheme classifies each divergence as one of: Non-conformance,
Conformant Divergence, or False positive. Through our analysis it was found that OpenSSL
is non-conformant in at least two ways: it accepts messages with legacy_version ≠ 0x0303,
and it does not ignore legacy_record_version as required by RFC §5.1. Furthermore, since
OpenSSL’s HRR detection is gated on legacy_version = 0x0303, it fails to recognize the HRR
and does not send the updated ClientHello required by RFC 8446 §4.1.3, a non-conformance
in its own right. As for our findings in Section 4.3.1, it was concluded that OpenSSL is non-
conformant and wolfSSL conformant for at least the two record_version values identified,
from the result of the DSE solely. However, nothing could be said about the implementations’
interoperability for other values, even though the specification is clear on the matter. To
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conclude full conformity one must use additional tools and code inspection. DSE is merely
a tool that produces inputs which can be used to debug divergences and identify paths that
expose interoperability issues. To assess the corresponding severity, the sets of inputs could be
used in a peer-to-peer setup to observe the behaviour of the systems. This is, however, outside
the scope of this thesis.

Furthermore, divergences can arise from different interpretations of RFC 8446, that is, two
implementations have chosen different design strategies because RFC 8446 is not explicit on
a subject, either stated as a SHOULD or not mentioned at all. This is what is regarded as
Conformant Divergence. None of our divergences was however classified as such, but nearly.
One such case is middlebox compatibility:

Implementations SHOULD NOT accept any records with a version less than
0x0300 (but may inadvertently do so if the record version number is ignored com-
pletely). [12]

In our setup, Middlebox compatibility is disabled. However, were it enabled, the divergence
in Section 4.3.1 might instead be classified as Conformant Divergence, since both implemen-
tations could be conformant under the RFC 8446 Appendix D.5 [12].

A false positive refers to divergences that are not caused by differences in the implementa-
tions themselves, but rather by our modifications (aborts at extensions, cryptographic stubs,
middlebox compatibility) or by the build configuration (flag settings, symbolic socket, etc.).
The cipher_suite divergence is a prime example: one implementation was built to accept
a larger set of cipher suites (AES-256-GCM-SHA384 and ChaCha20-Poly1305), and hence
produces a divergence in which some ServerHello messages result in a reject for one implemen-
tation and an acceptance for the other. Such divergences are still important to report, as they
reflect configuration differences that may arise in real server/client deployments where build
configuration is relevant to security.

5.3 Threats to Validity

This section discusses threats to the validity and generalizability of the findings. Here we
focus on threats related to non-determinism, limited implementation coverage, and the use of
a simplified proof-of-concept for guidance and development.

Non-determinism in KLEE execution. As mentioned in Section 5.2.1, KLEE’s search
heuristic and OS scheduling make KLEE execution non-deterministic if a run does not com-
plete. Additionally, not every KLEE run explored paths in the same order, so divergences
and KLEE test cases might be displayed in a different order between runs. Another researcher
repeating the experiment may obtain the same set of divergences, but reported in a different
sequence. In our experiment, the progressive symbolization was limited to KLEE runs which
fully completed, so the issue of omitted paths was not present. To mitigate non-determinism,
all KLEE flags, seeds, and run parameters were documented (see Appendix B).

Restricted set of implementations. Only OpenSSL 1.1.1w and wolfSSL 5.5.0 were
used in this study. Consequently, the findings might only apply to these specific versions.
Other TLS 1.3 libraries, such as mbedTLS, GnuTLS, or BoringSSL, might exhibit different
divergences, and different versions of OpenSSL or wolfSSL may also behave differently. This
limits the generalizability of the results. To test several versions and libraries, one must adapt
each implementation according to the procedure specified in Section 3.5 and allocate a larger
scope of analysis.

5.4 The Work in a Wider Context

Bugs in TLS implementations could affect tens of millions of users, and analytical methods
such as DSE represent one step towards a more secure internet. However, there is always a
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5.4. The Work in a Wider Context

battle between defenders and attackers when it comes to discovering vulnerabilities, and this
is work that must be repeated continuously. The same method can also be used by attackers
to find exploitable divergences before they are patched.

By the above it follows that reporting of non-conformances is essential to prevent attack-
ers from exploiting such vulnerabilities beforehand the developers can patch and update their
libraries. The non-conformances found in this work affect OpenSSL 1.1.1w, which reached
end-of-life in September 2023 [19]. The record_version non-conformance was already known
through GitHub issue #31008 [26] and patched in 3.x via PR #19058 [25], but never back-
ported to 1.1.1w. The legacy_version non-conformance and the related HRR detection
failure (Section 4.3.3) have, to our knowledge, not been previously reported. Since the version
is end-of-life, no formal disclosure was made.

The DSE framework built in this thesis relies on several open-source projects: KLEE,
STP, LLVM, Clang, OpenSSL, wolfSSL, and the patches from Wilson and Asplund [7]. With-
out these, the framework could not have been built. At the same time, academic research
contributes back by finding bugs, proposing improvements, and extending these tools. This
mutual dependency between open-source communities and academic research is what enables
progress in both fields.

It is noted that DSE is not only applicable to TLS 1.3. The only essential thing that
required is two implementations that can be compiled into LLVM bitcode. As shown in the
related work, similar approaches have been applied to TCP [21]. Other stateful protocols such
as QUIC, SSH and IPsec could be analyzed in the same way, provided that the implementations
can be adapted for symbolic execution.
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6 Conclusion

Below, Section 6.1 summarizes the aim, method, and findings of the report. Following the
summary, the research questions are answered in Section 6.2. Finally, possible directions for
further work are discussed in Section 6.3.

6.1 Summary

In this thesis, a KLEE and STP-based DSE framework was created to systematically test the
parsing of the TLS 1.3 ServerHello message. The framework was first developed through an
AI-made mini-TLS PoC protocol in which messages were fully symbolic, before being applied
to the TLS 1.3 industry implementations OpenSSL 1.1.1w and wolfSSL 5.5.0. The aim was to
find and classify divergences between the two implementations in accordance with RFC 8446.

In the PoC, 9 of 12 injected bugs were found and prototype framework was created. The
resulting pipeline of the DSE framework runs through six steps: building the libraries into
LLVM bitcode, running KLEE to symbolically execute the implementations and gather path
constraints, classifying each path as a success or reject, merging constraints from reject and suc-
cess pairs, running STP to obtain concrete inputs, and lastly formatting everything into read-
able path pair files. In the DSE runs for the TLS experiments, session_id, server_random
and ext: key_share pubkey were set symbolic and lengths hardcoded, and fields were pro-
gressively symbolized. The runs were based on the Strict TLS concept; restricted order and
number of extensions, no fragmentation or retries and cryptographic functions were stubbed.

Through the framework, two unique divergences were found across four DSE runs. In
two of the runs, OpenSSL was found to be non-conformant to RFC 8446. It was shown that
OpenSSL 1.1.1w rejects messages with record_version = 0x0000, violating the RFC 8446
statement that the field MUST be ignored. Furthermore, OpenSSL accepts legacy_version
values of 0x0000 and 0x0301, violating the requirement that it MUST be set to 0x0303. In
addition, OpenSSL’s HRR detection also fails: it does not respond with an updated ClientHello
when the HRR detection value is present in server_random, since the detection is made in
parallel with legacy_version = 0x0303. The framework was also capable of finding build
configuration differences in the implementations; it found that OpenSSL accepted more cipher
suites than wolfSSL, which was due to a build configuration discrepancy rather than an RFC
issue, but interesting to note.
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6.2. Answers to Research Questions

Through our approach, DSE is capable of finding parsing-level divergences where symbolic
fields affect branch conditions. Both of our divergences were found in such a way. As to
what it cannot find: cryptographic functions were stubbed and hence internal cryptographic
divergences cannot be revealed, length fields were hardcoded and hence no overflow bugs can
be detected, divergences in the client’s response are not captured, and lastly, any divergence
out of reach due to state space explosion (e.g., extensions read in a specific order).

Lastly, it must be noted that DSE detects divergences, not direct vulnerabilities. To classify
the divergences, one must consult RFC 8446 and perform manual analysis and debugging to
determine the root cause. A divergence can be classified as a non-conformance (one or both
implementations have interoperability issues with the RFC), conformant divergence (the RFC
does not strictly specify the behavior), or false positive (the build or configuration of the
implementation differs from the intention). No output is a proof of the absence of bugs, and
DSE is a tool to generate concrete inputs that trigger divergences, not an oracle to determine
the correctness of the implementations.

6.2 Answers to Research Questions

RQ1. How can one design a DSE framework to systematically test message parsing within
protocol implementations?

A DSE framework for protocol implementations can be designed by combining KLEE
as a symbolic engine with STP as a constraint solver, connected through a pipeline that
chooses to progressively symbolize message fields and compare success and reject outcomes
between implementations. To systematically test the ServerHello message, a partly symbolic
and partly hardcoded global buffer was introduced in order to easily modify and overview
the DSE runs. Furthermore the implementations follow the Strict TLS approach of Wilson
and Asplund, cryptographic functions were stubbed in both libraries. Implementations were
adjusted to function in similar ways: accepting the same ciphers, rejecting the same extensions
and negotiating the same version, in order to ensure a meaningful and comparable analysis.
Aborts were planted at points to be able to classify and produce paths. Aborts were also used
to disallow fragmentation, HRR, retries and incorrect ordering of extension parsing. Lastly,
length field were hardcoded to avoid state-space explosion.

RQ2. What divergences can DSE find between TLS implementations, and what are the ca-
pabilities and boundaries of the approach? For the first part of the question, DSE is capable of
finding parsing-level divergences where a symbolic variable affects a branch condition so that
it results in a difference in message acceptance. The framework found three divergences of this
type. In two of them, OpenSSL 1.1.1w was found to be non-conformant, as it violated RFC
§5.1 (record_version MUST be ignored) and RFC §4.1.3 (legacy_version MUST be set to
0x0303). The third divergence was due to a build configuration discrepancy; cipher suite flags
were missing from the wolfSSL build. In addition, it was found that OpenSSL fails to respond
to an HRR under certain values of legacy_version.

As for the second part of the question, DSE is able to find divergences in parsing that are
caused by branching on the corresponding symbolic message fields. The framework is incapable
of finding divergences within cryptographic functions, as they are stubbed in order to reduce
state space explosion. Nor does the analysis regard the response of the server, it is only the
parsing within the server that is tested. Hence, divergences in the server’s response cannot be
found. Differences caused by certain values of length fields are not analyzed as well, such fields
are hardcoded to reduce state space explosions. State space explosion is also prevented by
fixing the ordering of the extension parsing, hence such related divergences are not within the
results as well. Lastly, DSE solely generates concrete inputs that imply divergences between
two implementations. To determine the conformity of the message one as developer must
manually debug to see if there is an actual bug.
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6.3. Future Work

RQ3. How can the results of DSE be used together with RFC 8446 to classify divergences
and assess their security and interoperability relevance?

The results of DSE can be classified with a three-category classification scheme: Non-
conformance, Conformant Divergence, and False positive. For each divergence, RFC 8446 is
consulted in order to gather information about the expected rejection or acceptance of the
message. The concrete input values, together with debug prints from KLEE’s replay tool and
code inspection, are then used to trace the root cause. Through the root cause together with
RFC 8446, the divergence can be classified through the scheme. Applied to our discoveries,
the record_version and legacy_version divergences were classified as non-conformances
of OpenSSL against RFC §5.1 and §4.1.3 respectively, while the cipher_suite divergence
was classified as a false positive due to a build configuration difference. DSE serves as an
entry point for debug analysis. RFC 8446 must be consulted manually either way to assess the
interoperability relevance. To assess the security relevance, one must supply the corresponding
inputs to a real peer-to-peer TLS setup and observe how client and server respond.

6.3 Future Work

As for future work, the length fields could be made symbolic, but with the twist of using
klee_assume() to constrain the field with ranges, covering at least lengths that do not neces-
sarily affect the offset of other fields (e.g. record length and body length). A developer could
then experiment with the flags for KLEE’s time of exploration and search heuristics to achieve
a broader coverage. Not only is symbolizing the length fields of interest, but other fields are
of interest as well. In this report rather few fields were made symbolic, due to the scope of
the thesis, not necessarily due to state-space explosion.

Furthermore, to define the output of the DSE as the response to the ServerHello message,
similar to [13], would create more nuance and increase the chance of finding divergences,
as it would detect divergences not found within the reject and success classification posed
in this report. This would however raise questions about how the output of paths is to be
compared, e.g. whether paths differ only if every field differs, or whether one containing more
extensions than another counts as a divergence. The framework could be expanded to analyze
the parsing of HRR, since HRR messages are parsed similarly to the ServerHello message and
would constitute a relatively straightforward extension of the framework.

Lastly, more implementations can also be used. If the goal is to find more divergences
within a specific implementation, one could implement the method of Wang et al. [21].
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A Mini-TLS Protocol
Specification

The Mini-TLS protocol used in the proof of concept (Section 3.3) is reproduced below as it
was given to the implementation developers. All messages are of fixed length and arrive in a
determined order.
=== MINI-TLS HANDSHAKE PROTOCOL ===

States:
-------
0. INITIAL
1. CLIENT_HELLO_RECEIVED
2. SERVER_HELLO_SENT
3. KEY_EXCHANGE_RECEIVED
4. HANDSHAKE_COMPLETE

Messages (Fixed Format):
------------------------
1. ClientHello (48 bytes fixed)

[0-1]: Message type (0x01 0x00)
[2-3]: Version (0x01 0x00 = v1.0)
[4-5]: Cipher ID (0x00 0x01 = AES128, 0x00 0x02 = AES256)
[6-47]: Random bytes (42 bytes)

2. ServerHello (64 bytes fixed)
[0-1]: Message type (0x02 0x00)
[2-3]: Version (0x01 0x00)
[4-5]: Cipher ID
[6-21]: Session ID (16 bytes)
[22-63]: Random bytes (42 bytes)

3. KeyExchange (36 bytes fixed)
[0-1]: Message type (0x03 0x00)
[2-3]: Key length (16 or 32)
[4-35]: Key data (32)

4. Finished (20 bytes fixed)
[0-1]: Message type (0x04 0x00)
[2-19]: Hash (18 bytes)

Rules:
------
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- All messages are FIXED length (no parsing!)
- Version must be 0x01 0x00
- Cipher must be 0x00 0x01 (AES128) or 0x00 0x02 (AES256)
- Key length must match cipher (16 for AES128, 32 for AES256)
- Messages must arrive in correct order
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B DSE Run Specification

This appendix lists the hardware, software configuration, build flags and run flags used for the
DSE runs described in Chapter 4, for the purpose of reproducibility and transparency.

Hardware

Architecture: x86_64 (linux-x86_64-clang)

CPU: Intel Core i7-12700H (14 cores, 20 threads, 2.3 GHz base / 4.7 GHz boost)

RAM: 32 GB DDR4-3200

Storage: 1 TB NVMe SSD

Operating System

Distribution: Ubuntu 22.04.4 LTS (Jammy Jellyfish)

Kernel: Linux 5.15.0-105-generic

Symbolic Execution and Solver

KLEE: 2.3 (built from source at commit 879be79287, branch protocol; patched with
0001-kleechanges.patch and 0002-klee-socket-stubs.patch)

klee-uclibc: commit be66efeb0, branch socketchange, patched with 0001-replace-socket-code.patch

STP: enabled at KLEE build time via -DENABLE_SOLVER_STP=ON; default solver

STP timeout (per merged file): 10 s

Compiler and Build Tools

Clang: clang-14
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LLVM: 14 (llvm-config-14, llvm-link-14)

wllvm: used as the bitcode-emitting wrapper (LLVM_VERSION=14, LLVM_COMPILER=clang)

Python: python3 (used by scripts/format_sat_inputs.py for input extraction and for-
matting; see Section 3.2.7)

GNU Make: used for the build/run pipeline

Tested TLS Implementations

wolfSSL: 5.5.0 (branch ver550, commit 44f81f8, patched with 0001-ver550.patch)

OpenSSL: 1.1.1w (tag OpenSSL_1_1_1w, patched with 0001-openssl-klee.patch)

wolfSSL Build Configuration

The wolfSSL bitcode was produced by configuring with:
--enable-singlethreaded
--disable-asm --disable-des3 --disable-dsa
--disable-md4 --disable-md5 --disable-sha
--disable-sha224 --disable-sha384 --disable-sha512 --disable-sha3
--disable-psk --disable-arc4 --disable-oaep --disable-ecc
--enable-curve25519
--disable-aescbc --disable-oldtls --disable-tlsv12
--disable-chacha --disable-poly1305
--disable-pkcs12 --disable-pwdbased

and the CFLAGS:
-g -O1 -Xclang -disable-llvm-passes -DKLEE
-D__NO_STRING_INLINES -D_FORTIFY_SOURCE=0 -U__OPTIMIZE__

Bitcode was extracted from the resulting shared library with extract-bc and linked with
llvm-link-14 into libwolfssl.bc.

OpenSSL Build Configuration

OpenSSL was configured with target linux-x86_64-clang and the following options:
no-shared no-asm no-threads no-dso no-engine
no-comp no-hw no-psk no-srp no-srtp no-heartbeats no-nextprotoneg
no-sctp no-dtls no-dtls1 no-ssl3 no-tls1 no-tls1_1 no-tls1_2
no-rc4 no-rc2 no-des no-md2 no-md4 no-mdc2 no-idea no-seed
no-bf no-cast no-camellia no-aria no-whirlpool no-rmd160 no-dsa
no-ec2m no-sm2 no-sm3 no-sm4 no-siphash no-blake2
--debug

The library CFLAGS used at compile time were:
-I. -Iinclude -fPIC -m64 -g -O0 -Xclang -disable-O0-optnone
-fno-stack-protector -DOPENSSL_USE_NODELETE -DL_ENDIAN -DOPENSSL_PIC
-DKLEE -D__NO_STRING_INLINES -D_FORTIFY_SOURCE=0 -U__OPTIMIZE__

All bitcode files under ssl/ and crypto/ were linked into openssl_combined.bc using
llvm-link-14.
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KLEE Run Flags (DSE / SMT2 Mode)

The KLEE runs that produced the SMT2 files for the differential analysis used the following
flags (identical for both implementations):
--malloc-default-size=512
--libc=uclibc
--posix-runtime
--emit-all-errors
--write-smt2s
--write-kqueries=false
--search=dfs
--use-forked-solver
--max-solver-time=30s
--max-memory=8000
-link-llvm-lib=<implementation>.bc
<entry>.bc

For the OpenSSL classification run (without SMT2 emission), the additional flag
--max-time=500 was used.

KLEE Replay Flags

For replaying individual .ktest files (used for output capture and constraint origin tracking),
the following flags were used:
--posix-runtime
--warnings-only-to-file
--libc=uclibc
--output-module=false
--output-source=false
--output-istats=false
--output-stats=false
--write-test-info=false
--output-dir=<replay-dir>
--replay-ktest-file=<file>.ktest
-link-llvm-lib=<implementation>.bc

Symbolic Socket Patches

The KLEE runtime was patched as described by Wilson and Asplund [7] and further extended
in this thesis (see Section 3.2.2). The relevant runtime functions made symbolic or stubbed
are:

• read() (returns the symbolic global_sym_buf)

• connect(), bind(), listen(), setsockopt() (all succeed regardless)

• memcpy(), malloc() (symbolic stubs)

• klee_random(), klee_hash(), klee_gen_keypair(), klee_derive_dh_secret()
(cryptographic stubs)

DSE Pipeline Parallelism

Default merge/STP jobs: JOBS = 4 (configurable; merging and STP solving run in paral-
lel through xargs -P)
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Reproducibility Notes

KLEE’s path exploration is influenced by its search heuristic (--search=dfs) and by OS-level
scheduling. Two runs of the framework on the same input may therefore produce SAT pairs in
different orders, even though the set of possible divergences is fixed by the program semantics.
This non-determinism is also discussed in Section 1.3.

The runs reported in Chapter 4 were executed without a --max-time bound for the wolfSSL
SMT2 run, and with --max-time=500 for the OpenSSL classification run. STP solving used
a per-file timeout of 10 seconds.

Example DSE Output (PoC)

Listing B.1 shows the DSE output for a SAT path pair from the PoC framework (referenced
from Section 3.3.4). The reference implementation’s path reaches HANDSHAKE_COMPLETE, while
the flawed implementation’s path rejects with Wrong KeyExchange size. The INPUT block at
the bottom shows the concrete byte values produced by the STP solver for the symbolic reads.

Listing B.1: Example DSE output for a satisfiable path pair (PoC).
1 === test000010_test000147 ===
2
3 OUTPUT 1 (Reference)
4 | STATE: Server listening on port 4433
5 | STATE: Client connected
6 | STATE: CLIENT_HELLO_RECEIVED
7 | STATE: SERVER_HELLO_SENT
8 | STATE: KEY_EXCHANGE_RECEIVED
9 | STATE: HANDSHAKE_COMPLETE

10
11 OUTPUT 2 (Flawed)
12 | STATE: Server listening on port 4434
13 | STATE: Client connected
14 | STATE: CLIENT_HELLO_RECEIVED
15 | STATE: SERVER_HELLO_SENT
16 | ERROR: Wrong KeyExchange size
17 | ERROR: Message handling failed
18
19 STP: sat
20
21 INPUT
22 sym_read = 01 00 01 00 00 01
23 sym_read_1 = 03 00 00 10
24 read_ret = 48
25 read_ret_1 = 32
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