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Abstract

This thesis studies malware scanning in secure USB transfer systems for high-assurance
or air-gapped environments. In such settings, cloud-based multi-engine scanning ser-
vices are unavailable or disallowed, while individual antivirus engines remain imperfect
and often disagree on scan outcomes. The thesis therefore designs and evaluates a lo-
cally deployed, containerized multi-engine scanning system for secure USB file transfers.
By implementing a proof-of-concept prototype with a Rust-based orchestration backend
and Dockerized scanner plugins, and by evaluating it on controlled benign corpora and
a MalwareBazaar-derived malware corpus, the thesis examines throughput, engine dis-
agreement, decision policies, and architectural deployability.

The results show that the backend metric concurrency_efficiency can be used to
distinguish real file-level overlap from downstream engine saturation: across the bench-
mark sweeps, the metric followed the expected inverse concurrency trend even when
throughput plateaued, indicating that the backend applied file concurrency correctly and
that the observed knees were caused by engine-side limits rather than by missing orches-
tration parallelism. The results also show substantial verdict disagreement across ClamAY,
AV1, and AV2 on the malware corpus. Based on these findings, the thesis proposes a
review-aware quorum heuristic and a cascade any-hit execution strategy. In the direct com-
parison reported here, the cascade any-hit mode preserved the same aggregate outcomes
as full parallel scanning while reducing batch duration by 27% and total engine scans by
58%.

The study also shows that a plugin-based container design can support local multi-
engine scanning and improve modularity and maintainability, but that this is achieved by
front-loading adapter, configuration, and observability work. These findings are intended
to support the design of local scanning systems for offline or security-critical environments
and to clarify the trade-offs between performance, policy sensitivity, and deployability
rather than to make a universal claim about malware-detection accuracy.
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Introduction

Malware remains a persistent threat to organizations, and removable media—especially USB
devices—continue to act as a practical bridge into otherwise isolated networks. This is partic-
ularly important in high-assurance or air-gapped environments, where cloud-based scanning
ecosystems are unavailable or disallowed, yet files must still be transferred across security
boundaries in a controlled manner. Incidents such as Stuxnet show that removable media
remain operationally relevant even when networks are otherwise isolated [7].

A single antivirus engine offers only a limited basis for such transfer decisions. Perfect,
general malware detection is not a realistic target in the first place: Cohen’s analysis of self-
replicating programs and Adleman’s formal virus model both show that universal detection
guarantees are not available in the general case [10, 2]. In practice, large-scale measurements
also show that commercial antivirus engines frequently disagree, which makes single-engine
verdicts fragile and complicates the construction of ground truth [14].

Multi-engine scanning is therefore attractive, but it is not a free win. Combining engines
can broaden the detection surface, yet it also multiplies runtime cost and shifts the prob-
lem toward policy: how should conflicting verdicts be aggregated, and what should count
as sufficient evidence for blocking or review? This becomes more important when small,
functionality-preserving perturbations can change scanner outcomes and when experimen-
tal design choices can dominate reported detector performance [15, 29].

From a systems perspective, local multi-engine scanning must also remain operationally
practical. Throughput matters because each added engine increases work, and prior systems
research shows both that parallelization can mitigate scanning cost and that antivirus soft-
ware can impose broader operating-system overhead rather than only raw compute time [34,
30]. In offline environments, those trade-offs cannot be delegated to external scanning ser-
vices; they must be handled inside the local deployment itself.

This thesis therefore investigates whether a locally deployed, containerized multi-engine
scanning pipeline can provide a robust and operationally practical approach for secure USB
file transfers without relying on external scanning APIs. The focus is not only on whether
multiple engines can be orchestrated, but also on what that orchestration means for through-
put, disagreement, decision policy, and deployability in a security-constrained setting.
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1.1 Aim

The aim of this thesis is to design, implement, and evaluate a containerized, locally deployed
multi-engine scanning system for secure USB file transfers. The project investigates whether
orchestrating multiple antivirus engines in parallel using container technologies can broaden
detection diversity and improve system performance, while maintaining strong isolation and
suitability for offline or air-gapped environments.

1.2 Research questions

To guide the study, the research questions are formulated to match the implemented proto-
type and the measurable outcomes of the evaluation:

1. How does containerized multi-engine orchestration affect batch duration, throughput,
and concurrency efficiency compared with a serial baseline?

2. How often do integrated engines agree or disagree on scan outcomes for controlled file
sets, and what practical implications do those disagreements have for decision policies
and execution strategies?

3. How well does a plugin-based, containerized design support local or offline deploy-
ment, engine isolation, and integration of additional scanners?

1.3 Study approach

This thesis is an empirical, constructive, design-oriented systems study. It is constructive in
the sense that it produces a working proof-of-concept artifact: a local, plugin-based multi-
engine scanner designed for offline use. It is empirical in the sense that the artifact is evalu-
ated through observed system behavior rather than through design argument alone.

The study proceeds in three steps. First, the problem domain is positioned through back-
ground and related work on malware-detection limits, evaluation methodology, and multi-
engine scanning. Second, a prototype multi-engine scanning system is specified and imple-
mented for local deployment. Third, the prototype is evaluated through controlled bench-
marks and malware-corpus experiments, and the results are interpreted in relation to the
research questions, the study limitations, and the broader deployment context.

The resulting chapter structure follows that approach. Chapter [2|introduces the core con-
cepts and constraints, Chapter 3| positions the study in relation to prior work, and Chapter [
describes the prototype and the evaluation design. Chapter 5|then reports the empirical find-
ings, Chapter [p] interprets those findings and their limitations, and the concluding chapter
summarizes the answers to the research questions and outlines future work.

1.4 Delimitations

This thesis is limited to static file scanning and does not include dynamic analysis techniques
such as sandboxing, behavior monitoring, or emulation. The prototype integrates only a
small number of antivirus engines because of licensing restrictions and the practical com-
plexity of integrating proprietary scanners. The evaluation focuses on system behavior, per-
formance, and disagreement behavior rather than on comprehensive real-world detection ac-
curacy. It includes controlled benign corpora and a malware-corpus experiment, but it does
not establish a broad accuracy benchmark across many engines or independently labeled
datasets. Furthermore, the system is designed for local deployment in secure environments,
with internet connectivity restricted to a controlled mechanism for retrieving antivirus def-
inition updates. The project also does not include user studies or long-term field testing,
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since the emphasis is on architectural design and empirical systems evaluation rather than
organizational deployment or usability.



Background

This chapter introduces the concepts and analytical vocabulary used in the thesis. Rather than
surveying prior studies in detail, it defines the problem setting, the types of scanner behavior
that are later measured, and the architectural boundaries that matter for a local multi-engine
malware-scanning system.

2.1 Malware detection as a bounded decision problem

Malware detection is best understood as a bounded decision problem over attacker-
controlled input, not as a task with a universally correct and complete solution. Cohen’s
early formalization of self-replicating programs and Adleman’s abstract virus model both
show why perfect general malware recognition is not a realistic baseline [10, 2]. Later com-
plexity results strengthen that point by showing that difficult recognition behavior can remain
even under restricted assumptions, for example for bounded virus models [32]. In practical
terms, this means that false negatives, false positives, and disagreement are not simply im-
plementation mistakes. They are expected properties of a difficult domain.

That observation does not make operational antivirus useless. It changes the success crite-
rion. Instead of asking whether a scanner can solve malware detection completely, practical
systems aim to provide useful evidence quickly enough to support containment, blocking,
triage, or escalation. This containment-oriented view appears already in early epidemic mod-
eling, where effective response depends on the relationship between detection, delay, and
propagation rather than on perfect recognition in every case [18]]. For this thesis, this shift
is important because the prototype is evaluated as a local transfer-gate system: the relevant
question is whether the scanner can contribute to a practical decision process under realistic
constraints, not whether it can provide universal truth about maliciousness.

2.2 Static and dynamic file scanning

Two broad analysis modes are especially relevant for this thesis: static and dynamic scanning.
Static scanning inspects a file without executing it. In practice, this can include exact signa-
tures, generic signatures, heuristics, unpacking logic, metadata checks, and more semantics-
aware reasoning over file structure or code patterns [22| [17} 5| [9]]. Static scanning is opera-
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tionally attractive because it is comparatively fast, easy to compose into batch pipelines, and
compatible with offline or tightly controlled environments.

At the same time, static scanning has known limits. Obfuscation, packing, encryption,
and benign-looking carrier structure can all reduce the usefulness of surface-level features.
More recent work shows that packing in particular can distort what static detectors and
downstream classifiers actually learn from a file [3]. This is one reason commercial engines
combine signatures with heuristics and other normalization steps rather than relying on one
mechanism alone.

Dynamic scanning, by contrast, observes behavior by executing, emulating, or instru-
menting a sample in a runtime environment. The advantage is that behavior can reveal
malicious intent that is difficult to see from static file properties alone. The cost is higher
runtime overhead, longer and less deterministic scan duration, and more demanding infras-
tructure requirements [33]]. This thesis stays within static file scanning for exactly that reason.
A transfer-gate system for local USB scanning benefits from bounded latency, predictable or-
chestration, and simple deployment more than from the richer but more expensive evidence
that dynamic analysis can offer.

2.3 Multi-engine scanning and decision policies

A multi-engine scanner is a system that submits the same file to several scanning engines and
then aggregates their outcomes into one operational decision. The intuition is straightfor-
ward: different engines may have different signatures, heuristics, update cadences, and blind
spots. Querying several engines can therefore broaden the evidence base. The complication
is that the engines do not necessarily agree. Large-scale studies of antivirus decisions show
substantial disagreement across commercial products, which means that adding engines does
not automatically produce a stable notion of ground truth [14].

That disagreement makes local scan policy an explicit design problem. At a conceptual
level, at least four policy families are relevant:

» Any-hit: block if any engine flags the file.
* Quorum: block if a chosen number of engines agree.
* Unanimity or supermajority: block only under stronger agreement.

* Review-aware policies: treat disagreement or missing results as a separate state that trig-
gers manual review or delayed handling.

These policy families are not interchangeable. Any-hit is conservative but becomes more
aggressive as more engines are added. Quorum and unanimity reduce that aggressiveness,
but they can also convert minority detections into implicit allow decisions. Review-oriented
policies separate disagreement from both allow and block and are therefore attractive in
workflows where uncertainty itself is operationally meaningful.

The literature also shows why this matters methodologically. If the same multi-engine
outputs are used both to define labels and to evaluate a detector, the aggregation rule can
change the dataset and therefore the measured result [24]. For this thesis, that means the
system should report per-engine outcomes and policy outcomes separately. Agreement is
treated as an observable property of the deployment, not as automatic evidence that one
policy threshold is universally correct.

2.4 Performance concepts for local multi-engine scanning

Local multi-engine scanning is not only a detection problem. It is also a queueing and orches-
tration problem. Several performance concepts are therefore used throughout the thesis:
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* Batch duration: the wall-clock time required to scan a whole file set.
e Throughput: the number of files processed per unit time.

* Perfile latency: how long one file spends in the system.

e Concurrency: how many files or engine calls are active at once.

* Saturation: the point where increasing requested concurrency no longer improves
throughput, but still increases waiting or latency.

* Queueing: waiting that occurs inside wrappers, bridges, engine daemons, or internal
worker pools.

These concepts matter because added engines increase work in different ways depending
on execution mode. File-level concurrency in the backend determines how many files are in
flight at once, while engine-level concurrency inside each plugin determines how much of
that work the downstream path can absorb before requests begin to queue. Once those in-
ternal limits are reached, throughput can flatten even though the backend is still overlapping
work correctly.

This is also why the thesis distinguishes between wall-clock throughput and overlap. For
that purpose, the thesis uses the metric concurrency_efficiency, defined as batch dura-
tion divided by the summed per-file duration. It therefore acts as an indicator of how much
file work was overlapped in time. In an idealized batch with configured concurrency c, the
metric approaches 1/c; in practice, it can remain low even when throughput has already
flattened, because the system may still be overlapping queued work rather than useful scan
work.

Prior systems work motivates exactly this distinction. GrAVity shows that aggressive par-
allelization can improve scanning throughput substantially for some engine designs, while
system-wide antivirus characterization shows that scanner overhead can emerge not only as
CPU cost, but also as file-system activity, page faults, system calls, and thread creation [34,
30]. For this thesis, that means performance must be interpreted in terms of stages and bot-
tlenecks rather than only in terms of one headline timing number.

2.5 Isolation, trust boundaries, and scanner exposure

The thesis studies a local transfer-gate scanner: a system that receives files from a less trusted
source side, scans them, and then produces a local decision about allow, block, quarantine,
or review before they are moved further into a more trusted environment. That description
immediately creates several trust boundaries:

¢ the inbound file corpus,

¢ the orchestration backend,

¢ the engine-specific plugins,

* any persistent storage or database,

¢ the update path used for antivirus signatures or engine components.

Those boundaries matter because the scanner is itself exposed to attacker-controlled input.
Every parser, unpacker, metadata extractor, and scanning engine processes files that may
have been crafted specifically to trigger faults, excessive resource use, or code-execution bugs.
A local multi-scanner should therefore be treated not only as a defense mechanism but also
as a potential target.
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Table 2.1: Implementation terms and technologies referenced in the thesis.

Term Role in the thesis Official reference

HTTP Application protocol used by the backend |https://datatracker.ietf.org/doc/
and scanner plugins for request-response |[html/rfc9110
communication.

Rust Systems programming language used for the https://www.rust-lang.org/
orchestration backend.

Tokio Asynchronous runtime used by the backend https://tokio.rs/
for scheduling and I/0O.

Axum Rust web framework used to expose the |https://docs.rs/axum/latest/axum/
backend HTTP APL

Docker Container platform used to isolate scanner |https://www.docker.com/
plugins and their runtime dependencies.

PostgreSQL Optional persistence layer for benchmark |https://www.postgresqgl.org/

metadata and sampled resource telemetry.

AutoML / HPO  Automated model or configuration selection; https://www.automl.org/automl/
used here only as bounded configuration tun-
ing terminology.

SMAC3 Sequential model-based optimizer used in |https://automl.github.io/SMAC3/
the later bounded resource-allocation exper- [latest/
iments.

Containerization helps by reducing direct coupling and by making it easier to isolate
engine-specific dependencies and restart individual components. However, containers do
not remove the fundamental risk created by parsing malicious input. Practical hardening
therefore involves several measures: least-privilege execution, read-only sample mounts, re-
stricted network egress, separation between update and scan traffic, and controlled quar-
antine storage. Higher-risk scan components should also be treated as rebuildable rather
than trusted indefinitely. These concepts are important for the later architectural discussion
because they frame what “deployable” means in a system that must inspect untrusted files
without itself becoming a trivial point of compromise.

The concrete prototype studied in this thesis uses three static scanning engines with dif-
ferent runtime models: ClamAV as a daemon-based open-source scanner, and two propri-
etary commercially available engines anonymized as AV1 and AV2. AV1 represents a scan-
server style engine, while AV2 represents an SDK-driven engine exposed through a bridge
and worker pool. The proprietary engines are anonymized in the thesis text and figures, but
they were selected to represent engines in active real-world use. The later policy experiments
also use a MalwareBazaar-derived corpus assembled from a public malware-sharing feed.
These concrete choices do not change the background concepts above, but they define the
practical engine heterogeneity and malware-source context used in the empirical chapters.

2.6 Implementation terminology and technology references

Some implementation terms recur throughout the thesis and are useful to define explicitly.
When the thesis refers to an HTTP API, it means the request-response interface used by the
backend and plugins over the Hypertext Transfer Protocol. When it refers to a REST-style AP,
it means that the HTTP endpoints are organized around resources such as files, scan jobs, and
job results rather than around a custom binary protocol.

The thesis also uses a small set of implementation technologies repeatedly. Table2.I|sum-
marizes the most important terms and points to official references for further detail. For the
optimization experiments, two additional notions are relevant: hyperparameter optimization
refers to systematic search over a configurable parameter space, and AutoML is the broader
family of methods and tools that automate parts of model or configuration selection. In this
thesis, SMACS3 is used only in that bounded algorithm-configuration sense, not as a claim
about end-to-end automated malware detection.
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Related work

This chapter places the thesis in relation to prior work on malware-detector evaluation, dis-
agreement, robustness under evasion, and systems work on high-throughput scanning. The
background chapter already introduced the core concepts and problem framing; the purpose
here is instead to identify the literature strands that most directly shape the design and inter-
pretation of a local multi-engine scanning system.

3.1 Evaluation methodology, labels, and engine disagreement

A major strand of prior work concerns how malware detectors should be evaluated at
all. Early testing guidance and retrospective evaluation work already argued that antivirus
benchmarking needs explicit methodology rather than ad hoc demonstrations [26,[27}8]. That
concern has become more pressing in the machine-learning era. Pendlebury et al. [29] show
that spatial and temporal bias can materially distort reported results when datasets are split in
unrealistic ways, while Daoudi et al. [12] show that many reported gains become fragile once
protocols are aligned and reproduced more carefully. Complementary dataset work such as
MOTIF is relevant because it frames reproducibility as an infrastructure problem, not just a
modeling problem [16]. Together, these studies support a central methodological point in this
thesis: scan outcomes should be reported together with configuration, timing, ordering, and
policy assumptions, because those details can change the result substantially.

This literature is especially important once multiple engines are combined. Hurier et al.
show that antivirus engines disagree frequently enough that naive consensus should not be
treated as a stable substitute for ground truth [14]. Lin et al. [24] reinforce that warning by
showing that VirusTotal-style thresholding can change measured performance significantly
when the same multi-engine outputs are used both to define labels and to evaluate detectors.
That observation maps directly onto the empirical design of this thesis. The prototype uses
multiple engines because disagreement itself is operationally interesting, but the evaluation
does not assume that a simple vote is automatically the truth. Instead, the thesis reports per-
engine outcomes, agreement structure, policy sensitivity, and execution cost separately. That
stance is more conservative than much prior multi-engine practice, but it is better aligned
with what the literature says about fragile labels and unstable thresholds.
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3.2 Robustness, adversarial pressure, and scope boundaries

Prior work also shows that malware detection results must be interpreted under adversarial
pressure. Machine-learning detectors made large-scale feature-based classification practical,
beginning with early statistical classifiers and later expanding into richer pipelines and ap-
plication domains [31} 20, 25]. At the same time, adversarial evaluations demonstrated that
static detectors can often be manipulated by perturbations that preserve malicious function-
ality while shifting the model’s decision [13, 23]]. More recent work goes further by asking
what malware models actually learn, how packing changes the effective evidence available
to static analysis, and how analyst reasoning diverges from model reasoning [11} 3} 4]. Even
though the prototype in this thesis is not itself a machine-learning detector, that literature still
matters because it cautions against over-interpreting static scan outcomes as direct measure-
ments of underlying maliciousness.

The same caution appears in multi-engine and robustness-oriented work. Menendez et
al. [28] describe co-evolution between malware and shared analysis infrastructure, while Jin
et al. [15] show that relatively small perturbations can shift many engines’ verdicts at once.
Stress-test platforms such as ADAM and systematic adversarial evaluations of antivirus tools
further illustrate that robustness cannot be assumed simply because several detectors are
queried together [35, [1]. Dynamic analysis and attribution research offers one response to
these limitations by observing behavior rather than relying only on static file properties, but
that comes with higher runtime cost, longer and less predictable execution, and greater in-
frastructure complexity [33} [19]. This thesis therefore stays within static scanning, while us-
ing this literature as a scope boundary: the prototype is designed to make disagreement and
policy effects visible, not to solve the deeper robustness problem.

3.3 Systems work on parallel scanning and multi-engine composition

The systems literature most directly related to the implementation is smaller but highly
relevant. GrAVity demonstrates that antivirus throughput can be improved substantially
through aggressive parallel execution, making it a useful reference point for the performance-
related aspects of this thesis [34]. Complementary operating-system-level analysis shows that
antivirus overhead is not only a matter of added scan time; it can also appear through extra
file-system activity, page faults, system calls, and thread creation, which complicates simple
reasoning about where time is being spent [30]. These studies support the RQ1 focus on sep-
arating backend concurrency from downstream engine saturation, because elapsed wall time
alone can hide the stage at which work is actually queueing.

What is less developed in prior work is the combination of heterogeneous engines under a
shared, locally controlled orchestration layer. Adjacent work on ensembles and on-device de-
tection shows that redundancy, voting, and staged decision logic are recurring design ideas
in malware detection more broadly [6, 21]. However, those systems typically optimize ei-
ther model combinations or endpoint-side deployment constraints, not the practical problem
addressed here: how to wrap existing scanners, expose them through a consistent interface,
measure their concurrency behavior, and compare execution strategies and decision policies
under realistic operational constraints. The gap is therefore not a lack of malware-detection
literature in general, but a lack of work connecting multi-engine policy questions to concrete
local orchestration and measurement. That gap is the space this thesis aims to occupy.



Method

This thesis follows a design-and-evaluate approach. A working prototype was first imple-
mented so that the research questions could be studied in a realistic local scanning setting;
the resulting system was then exercised through controlled benchmark scenarios and selected
validation scans. This chapter first explains the practical requirements that shaped the proto-
type, then summarizes how it was implemented, and finally describes how it was evaluated.

4.1

Prototype requirements and method overview

The prototype was designed to satisfy a small set of requirements derived from the secure
USB transfer use case and the research questions in Chapter

Local and offline operation: The system had to run without dependence on external
scanning APIs, because the intended deployment context is an isolated or tightly con-
trolled environment.

Support for multiple heterogeneous engines: The prototype had to integrate several
scanners with different process models and vendor interfaces behind a common orches-
tration layer.

Isolation between engines: Since proprietary engines introduce different runtime de-
pendencies, update mechanisms, and failure modes, the design needed clear separation
between scanner-specific code and the shared backend.

Configurable orchestration: To answer the performance-oriented research questions,
the backend needed to support both serial and parallel engine execution together with
tunable file-level concurrency.

Observability and reproducibility: The prototype had to expose enough timing, ver-
dict, and resource information to support later benchmark analysis instead of acting
only as a black-box scanner.

Extensibility: Adding another engine should require a bounded adapter effort rather
than redesign of the entire backend.
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Figure 4.1: High-level architecture of the prototype.

These requirements explain why the prototype was built as a small scanning platform
rather than as a thin wrapper around one antivirus binary. The goal was to make the im-
plementation sufficiently realistic for deployment-oriented discussion while still keeping the
scope manageable for controlled benchmarking and thesis analysis.

4.2 Implementation of the prototype

This section describes the concrete prototype as it was implemented for the thesis. It first
presents the overall architecture, then the backend orchestration logic, the containerized plu-
gin boundary, and the operational interfaces that were needed for benchmarking and later
analysis.

4.2.1 Architecture overview

The implemented prototype consists of a local backend, a set of scanner plugins deployed as
Docker services, a host-side file corpus that provides the input files, and optional PostgreSQL
persistence for benchmark metadata and resource samples. Figure |4.1|shows the main com-
ponents and their relationships.

At a high level, the backend acts as the orchestrator. It receives scan requests from either
the simple web interface or benchmark scripts, locates the selected files in a configured local
directory, dispatches scan work to the selected engines, aggregates their results, and stores
job summaries for later inspection. The client does not access the file corpus directly; all
file resolution and scan submission pass through the backend. The engines themselves are
isolated behind small HTTP wrappers so that the backend can interact with each one through
the same contract even when the underlying scanner technology differs.

4.2.2 Backend orchestration

The orchestrator is written in Rust, using Tokio for asynchronous execution and Axum for
the backend HTTP API The exposed routes follow a REST-style structure for file listing, scan
submission, job inspection, cross-job comparison, and performance reporting. Together, these
interfaces support both interactive use and structured benchmark runs.

For each scan job, the backend maps a set of relative paths under a configured local file
root to a batch of files to process. A file-level semaphore limits how many files may be in flight

11
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simultaneously, making file concurrency the maximum number of files the batch scheduler
may process at once. For each file, the selected engines can be invoked either serially, in
parallel, or through the cascade any-hit execution strategy, where engines are queried in a
fixed order until one returns a flagged verdict. The backend then aggregates the per-engine
verdicts and timings into per-file results and a batch summary.

This design separates two levels of parallelism. The first level is across files, where the
backend overlaps work on several files at once. The second level is within a file, where the
selected engines may run serially or in parallel for that file. Distinguishing those two layers
was necessary to make later performance results interpretable.

4.2.3 Container plugins and deployment

The backend uses a plugin-based architecture. Each engine is deployed as a separate Docker
service exposing a small HTTP APIL The plugin contract is deliberately narrow: plugins ac-
cept file uploads for scanning, expose health endpoints for readiness checks, and can return
engine-version and database metadata for reproducibility reporting.

For the thesis experiments, the integrated engines are ClamAV, AV1, and AV2. ClamAV
is the open-source engine. AV1 and AV2 are anonymized proprietary commercially available
engines selected to represent engines in active real-world use. They were chosen to give
three different operational profiles within the same orchestration framework: ClamAV as
a daemon scanner, AV1 as a scan-server style product, and AV2 as an SDK-driven engine
accessed through a bridge and daemon-worker pool. Although they all appear identical from
the backend’s perspective, their internal execution paths differ. ClamAYV is reached through
a plugin wrapper around its daemon process, AV1 through a wrapper around its scan server,
and AV2 through a wrapper that manages a native SDK bridge and a daemon-worker pool.

This plugin boundary was an intentional architectural choice. It keeps scanner-specific
libraries, licenses, and process control inside engine-specific containers while the backend
remains responsible only for orchestration, normalization, and result aggregation. It also
allows engines to be restarted, resource-limited, or updated independently. In practice, each
engine service can therefore have separate environment variables, health checks, and CPU or
memory limits tailored to that engine’s behavior.

4.2.4 Operational interfaces and benchmark support

The prototype provides two main ways of interacting with the system. The first is a
lightweight browser workflow that lists available files, starts scans, and shows job history;
this path is useful for smoke tests and manual verification. The second is the backend
HTTP API, which is the primary interface used for quantitative evaluation because it avoids
browser-side upload variability and keeps the execution path aligned with the deployed
backend.

Observability was treated as part of the implementation rather than as an afterthought.
Each plugin reports standardized verdicts (clean, suspicious, malicious, unknown),
per-scan timing, and engine-specific metadata. The backend supplements this with batch du-
ration, throughput, and derived concurrency metrics. When database persistence is enabled,
benchmark runs and sampled container resource usage can also be stored in PostgreSQL. Ad-
ditional shell and Python helpers were used to automate repeated scan scenarios, telemetry
capture, export, and cross-run comparison.

The implemented system should therefore be understood as a proof-of-concept research
platform: it is sufficiently complete to support deployment-oriented discussion and struc-
tured measurements, but its main purpose in this thesis is controlled evaluation rather than
product-level hardening or end-user feature completeness.

12
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4.3 Evaluation strategy

The evaluation targets system-level behavior (latency, throughput, resource use, cross-engine
disagreement), not comprehensive malware-ground-truth accuracy. The approach is con-
trolled benchmarking on fixed file sets under specified orchestration settings, with explicit
recording of engine versions and definition dates where available.

Primary quantitative metrics. These are derived from job summaries returned by the API,
and where enabled are mirrored in database-backed benchmark tables:

¢ Batch wall-clock duration: measuring end-to-end job completion time.
* Throughput: reported as files per second.

e Concurrency efficiency: defined as the ratio of batch duration to the sum of per-file
scan times; values below 1 indicate effective overlap across files.

* Resource usage: per-container CPU and memory time series, either sampled into Post-
greSQL during benchmark runs (when enabled) or captured with helper scripts wrap-
ping docker stats.

Secondary behavioral outputs.

* Engine agreement: per-file per-engine verdicts and timings, aggregated into batch-
level summaries.

* Maintainability (qualitative): effort to add or update a plugin while keeping the back-
end unchanged.

Completed benchmark scenarios. The empirical work reported in this thesis consists of
four main experiment groups:

* Single-engine concurrency sweeps: file-concurrency sweeps from 1 to 64 for AV1 and
AV2 on the larger benign corpus, and for ClamAV on a reduced benign corpus intro-
duced to keep ClamAV-containing runs tractable.

* Mixed-engine concurrency sweeps: corresponding sweeps for AV1+AV2 on the larger
benign corpus, and for the ClamAV-containing combinations on the reduced benign
corpus.

e Serial-versus-parallel comparisons: direct comparisons for the mixed-engine configu-
rations in order to separate backend file overlap from within-file engine overlap.

* Malware-corpus policy experiments: a MalwareBazaar-derived corpus, sourced from
a public malware-sharing feed, used to study per-engine disagreement, policy sensitiv-
ity, and the later cascade-any-hit execution strategy.

Benchmark execution logic. For the benign-corpus experiments, the main goal was to char-
acterize how performance changes as file concurrency increases and how those changes de-
pend on engine choice and orchestration mode. Preliminary runs showed that ClamAV was
much slower than AV1 and AV2 on the larger benign corpus, so a reduced medium-sized
corpus was introduced for the ClamAV-dominated combinations once the full-corpus run-
time became disproportionate. For the malware-corpus experiments, the goal was different:
those runs were used to study disagreement and policy behavior rather than to maximize
throughput, so stability and verdict collection were prioritized over aggressive tuning.
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Benchmark environment. Unless otherwise stated, the benchmark runs were executed on
one local Ubuntu 25.10 host with an AMD Ryzen 7 9800X3D processor (8 cores / 16 threads)
and 32 GiB of RAM. The benign corpora and benchmark outputs were stored on the local
ext4 filesystem on a Samsung 990 PRO NVMe SSD, and the scanner plugins ran as local
Docker containers on the same machine. The benign-corpus sweeps therefore measured local
storage and page-cache behavior rather than remote or network-mounted I/O. The thesis
does not attempt to isolate page-cache effects or engine-internal caching as separate variables,
so the observed concurrency knees should be interpreted as empirical host-specific operating
points rather than as proof of one single hardware mechanism.

4.4 Verification and tests

Automated checks include Rust integration tests covering health and job-lifecycle behavior
together with shell-based scan harnesses that validate the end-to-end wiring of the prototype.
These checks were used to catch regressions in orchestration and plugin behavior, but they
do not replace the benchmark and policy experiments described above. In this thesis they
serve a narrower purpose: establishing that the prototype behaves consistently enough for
the later empirical measurements to be interpretable.
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Results

This chapter reports the empirical results of the implemented prototype. Sections|5.1|and
summarize what was delivered and what result material was exported. Section then
groups the benign-corpus concurrency sweeps, Section 5.4 groups the cross-mode and later
performance-tuning experiments, and Section reports the malware-corpus experiments
used for research question 2.

5.1 Implemented outcome

The implemented prototype provides a local multi-engine scanner with ClamAV, AV1, and
AV2 integrated as containerized plugins behind one orchestration backend. The backend
supports serial, parallel, and cascade any-hit execution together with configurable file con-
currency, health checking, benchmark telemetry, and result export.

The implemented system is therefore not just a scan wrapper; it also serves as a mea-
surement platform. It can execute repeatable benchmark jobs, persist per-file and per-batch
outcomes, and expose enough plugin-side metadata to make later performance and policy
analysis possible.

5.2 Result artifacts

The empirical work produced four main artifact types: job-level benchmark summaries
for duration, throughput, and concurrency efficiency; per-run JSON and CSV exports with
engine-specific timing and runtime metadata; cross-engine verdict and policy summaries for
the MalwareBazaar-derived corpus; and the figures and tables generated from those exports.
These artifacts are used differently in the remainder of the chapter. The benign-corpus sec-
tions rely mainly on benchmark summaries and timing exports, while the malware-corpus
sections rely on per-engine verdict tuples and policy aggregations.
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Figure 5.1: AV1 concurrency sweep on the benign_large corpus.

5.3 Concurrency sweep results

This section groups the benign-corpus concurrency sweeps that establish the main perfor-
mance baselines. It begins with the single-engine measurements, then moves to the mixed-
engine cases, and finally compares the Clam AV-dominated medium-corpus runs directly.

5.3.1 Single-engine baselines on benign_large
AVl

To establish an initial single-engine baseline, AV1 was benchmarked in parallel backend
mode on the benign_large subtree (5000 files, approximately 7.6 GB). The sweep varied
file concurrency from 1 to 64 while keeping only the AV1 plugin active and configuring it
with 64 thread-pool workers and 32 scan-server threads. Figure[5.]|summarizes the resulting
duration, throughput, and latency trend.

Batch duration fell sharply from 34.9 s at concurrency 1 to 12.6 s at concurrency 4, and then
reached a clear knee around concurrency 8-16, where total batch duration stabilized at about
11.2 s and throughput plateaued around 444-445 files/s. Increasing configured concurrency
beyond 16 did not materially improve throughput.

The latency panel explains why the wall-clock curve flattens. Average per-file duration
rose from 6 ms at concurrency 1 to 35 ms at concurrency 16, then to 73 ms at concurrency 32
and 152 ms at concurrency 64; the engine-side 95th-percentile scan duration similarly in-
creased from 15 ms to 603 ms. Thus additional concurrency after the knee primarily intro-
duced waiting inside the engine path rather than additional useful throughput.

Repeated concurrency-64 runs remained in the same performance band even when scan-
server thread count was increased. Four runs with 32 scan-server threads produced batch
times between 11.9 and 12.4 s, and a later run with 64 scan-server threads completed in 12.3 s.
On this host and corpus, increasing wrapper and scan-server thread counts alone was there-
fore not enough to move the throughput knee much beyond the 8-16 file-concurrency range.

AV2

To establish a comparable AV2 baseline on the same workload, AV2 was benchmarked in
parallel backend mode on the benign_large subtree (5000 files, approximately 7.6 GB).
The sweep varied file concurrency from 1 to 64 while keeping only the AV2 plugin active,
with the wrapper configured for 4 daemon workers and 4 thread-pool workers. Figure
summarizes the resulting duration, throughput, and latency trend.
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Figure 5.2: AV2 concurrency sweep on the benign_large corpus.

Batch duration fell from 39.0 s at concurrency 1 to 11.5 s at concurrency 4, and throughput
then peaked at concurrency 8 with about 531.9 files /s and a batch duration of 9.4 s. Higher re-
quested concurrency did not improve throughput further, so the useful AV2 operating region
on this host was already reached well below concurrency 16.

The plugin-side metrics explain the plateau clearly. The measured AV2 bridge concur-
rency rose to 4 by concurrency 4 and then remained fixed at 4 for concurrency 8 through 64,
exactly matching the configured daemon-pool size. At the same time, HTTP in-flight peak
continued to rise with requested file concurrency, indicating that additional parallel requests
were being accepted by the wrapper but were queueing before they could obtain bridge-
worker capacity. This queueing behavior is visible in the growing mean wrapper queue wait,
which rose from essentially zero at concurrency 4 to about 1.0 ms at concurrency 8, 4.9 ms at
concurrency 16, and 10.4 ms at concurrency 32.

Latency followed the same pattern. Average per-file duration increased from 7-8 ms at
concurrency 1-4 to 14 ms at concurrency 8, 30 ms at concurrency 16, 62 ms at concurrency 32,
and 130 ms at concurrency 64; the engine-side 95th-percentile scan duration increased from
38 ms at concurrency 1 to 480 ms at concurrency 64. A prior concurrency-16 warmup run
completed in 9.9 s, compared with 9.7 s in the sweep, which suggests that the observed knee
around concurrency 8 is stable enough to serve as a single-engine AV2 baseline.

5.3.2 Mixed AV1+AV2 sweep on benign_large

To examine how the single-engine limits interact in a mixed configuration, AV1 and AV2
were benchmarked together on the same benign_large subtree (5000 files, approximately
7.6 GB) in parallel backend mode. The sweep again varied file concurrency from 1 to 64.
The live configuration used 64 AV1 thread-pool workers, 64 scan-server threads, 4 AV2 dae-
mon workers, and 4 AV2 thread-pool workers. Figure 5.3|summarizes the resulting duration,
throughput, and latency trend.

Batch duration fell from 48.6 s at concurrency 1 to 16.3 s at concurrency 4, and then reached
its best observed point at concurrency 8 with a batch duration of 13.9 s and a throughput of
about 358.8 files/s. Higher requested concurrency did not improve the mixed-engine re-
sult further, so the useful concurrency range for this two-engine configuration was centered
around concurrency 8.

The backend was nevertheless still overlapping work correctly. The derived concurrency
speedup rose from 0.95 at concurrency 1 to 7.79 at concurrency 8, 15.72 at concurrency 16, and
63.22 at concurrency 64. This indicates that the Rust batch scheduler continued to keep many
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Figure 5.3: AV1+AV2 concurrency sweep on the benign_large corpus.

files in flight and that the throughput plateau was not caused by a failure to apply backend
file concurrency. Instead, the limiting stages moved into the engine-specific execution paths.

The plugin metrics make that interaction explicit. AV2 bridge concurrency rose to 4 by
concurrency 4 and then remained fixed at 4 for the rest of the sweep, exactly matching the
configured AV2 daemon-pool size. AV1 scan-server concurrency, by contrast, rose above 4
and settled in the 6-7 range from concurrency 8 onward. The mixed-engine knee around
concurrency 8 can therefore be interpreted as the point where AV2 is already fully saturated
while AV1 is nearing its own effective concurrency ceiling on this host.

The latency panel illustrates the consequence of pushing beyond that point. Average per-
file duration increased from 9 ms at concurrency 1-2 to 21 ms at concurrency 8, then to 44 ms
at concurrency 16, 94 ms at concurrency 32, and 200 ms at concurrency 64. AV1 engine-
side 95th-percentile scan duration rose sharply from 17 ms at concurrency 1 to 785 ms at
concurrency 64, while the corresponding AV2 95th percentile stayed comparatively stable in
the 39-60 ms range.

5.3.3 ClamAV-dominated sweeps on benign_medium

Preliminary runs showed that ClamAV was much slower than AV1 and AV2 on the full
benign_large corpus. The remaining ClamAV-containing sweeps were therefore moved
to a reduced benign_medium subtree (1085 files) so that a complete sweep matrix could still
be executed under the available host resources.

ClamAYV alone on the reduced medium corpus

ClamAYV was then benchmarked in parallel backend mode on the reduced corpus while keep-
ing one engine active (clamav), with the plugin configured for CLAMD_MAX_THREADS=32
and MAX_INFLIGHT_SCANS=32. Figure summarizes the resulting duration, through-
put, and latency trend. These results should therefore be compared primarily against the
other benign_medium sweeps in this subsection rather than directly against the earlier
benign_large wall-clock numbers.

Batch duration fell from 261.6 s at concurrency 1 to 67.8 s at concurrency 4, and then
reached its best observed point at concurrency 8 with a batch duration of 39.6 s and a through-
put of about 27.4 files/s. Higher requested concurrency did not improve the result further,
so the useful ClamAV operating region on this reduced corpus was again centered around
concurrency 8.
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Figure 5.4: ClamAV concurrency sweep on the benign_medium corpus.

The latency panel shows why the curve flattened. Average per-file duration stayed near
240-278 ms up to concurrency 8, but then increased to 636 ms at concurrency 16, 1251 ms
at concurrency 32, and 2456 ms at concurrency 64. ClamAV engine-side 95th-percentile scan
duration increased from 608 ms at concurrency 1 to 818 ms at concurrency 8, then to 2015 ms
at concurrency 16 and 5600 ms at concurrency 64. In other words, once the ClamAV path was
saturated, additional requested concurrency mainly increased waiting and tail latency rather
than improving throughput.

The concurrency-efficiency metric still followed the expected inverse trend, decreasing
from about 1.002 at concurrency 1 to 0.017 at concurrency 64. The backend was therefore
still overlapping file work even though the end-to-end throughput knee had already been
reached.

ClamAYV with AV2

To test whether adding a faster secondary engine would materially shift the ClamAV limit,
ClamAV and AV2 were benchmarked together on the same benign_medium subtree (1085
files) in parallel backend mode. The plugin settings were kept at 32 ClamAV scan threads,
32 ClamAV in-flight scan slots, and 4 AV2 daemon workers with 4 AV2 thread-pool workers.
Figure 5.5/ summarizes the resulting duration, throughput, and latency trend.

The mixed curve was almost indistinguishable from ClamAYV alone. Batch duration fell
from 264.1 s at concurrency 1 to 69.3 s at concurrency 4, then reached its best observed point at
concurrency 8 with a batch duration of 39.2 s and a throughput of about 27.7 files/s. Higher
requested concurrency again failed to help, so AV2 did not move the useful concurrency knee
upward on this corpus.

The engine totals make the reason explicit. At concurrency 64, accumulated ClamAV
engine time reached about 2.66 million ms, whereas AV2 accumulated only about 35.3 thou-
sand ms. The mixed-engine result was therefore still governed by the ClamAV path rather
than by the added AV2 work.

ClamAV with AV1

An analogous two-engine sweep was then run with ClamAV and AV1 on the same
benign_medium subtree (1085 files), using 32 ClamAYV scan threads, 32 ClamAV in-flight
scan slots, 64 AV1 thread-pool workers, and 64 AV1 scan-server threads. Figure|5.6{summa-
rizes the resulting duration, throughput, and latency trend.
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Figure 5.5: ClamAV+AV2 concurrency sweep on the benign_medium corpus.
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Figure 5.6: ClamAV+AV1 concurrency sweep on the benign_medium corpus.

This mixed sweep produced essentially the same operating region as ClamAV alone and
ClamAV+AV2. Batch duration fell from 262.1 s at concurrency 1 to 69.2 s at concurrency 4,
then reached its best observed point at concurrency 8 with a batch duration of 39.2 s and a
throughput of about 27.6 files/s. Above that point the result again flattened.

The engine totals again show a strongly ClamAV-dominated mixed path. At concur-
rency 64, accumulated ClamAV engine time was about 2.68 million ms, compared with about
35.2 thousand ms for AV1. Adding AV1 therefore did not materially shift the throughput
knee or the dominant latency path on this host.

All three engines

Finally, all three engines were benchmarked together on the same benign_medium subtree
(1085 files), keeping the same per-plugin settings as in the preceding mixed sweeps. Fig-
ure [5.7|summarizes the resulting duration, throughput, and latency trend.

With all three engines active, the same overall pattern persisted. Batch duration fell from
267.9 s at concurrency 1 to 70.9 s at concurrency 4, then reached its best observed point at
concurrency 8 with a batch duration of 40.8 s and a throughput of about 26.6 files/s. Higher
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Figure 5.7: ClamAV+AV1+AV2 concurrency sweep on the benign_medium corpus.
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Figure 5.8: Mixed ClamAV-containing benign_medium sweeps relative to ClamAV alone.

requested concurrency again did not improve the result, so the useful concurrency range for
the three-engine configuration also remained centered around concurrency 8.

The all-three-engine totals confirm that ClamAYV remained the dominant stage. At concur-
rency 64, accumulated ClamAV engine time reached about 2.68 million ms, while AV2 and
AV1 accumulated only about 41.4 thousand ms and 44.1 thousand ms respectively.

Direct comparison of the ClamAV-containing sweeps

Figure [5.8| compares the mixed benign_medium configurations relative to ClamAV alone.
Expressed as differences rather than as overlapping raw curves, the figure makes it clearer
that the mixed-engine variants only deviate slightly from the ClamAV baseline across the
whole sweep.

The deviations remain small at the best operating point around concurrency 8: through-
put changes stay within about +0.33 to —0.76 files/s relative to ClamAV alone, and average
per-file duration stays within about —4 to +7 ms of the ClamAV baseline. On this host and
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Figure 5.9: Parallel versus serial AV1+AV2 on the benign_large corpus.

reduced corpus, the limiting stage for all four configurations is therefore still the ClamAV
path.

5.4 Cross-mode and derived performance comparisons

The next group of results focuses on how the same engine sets behave under different execu-
tion modes and optimization views. It therefore first compares serial and parallel execution
directly, then uses the concurrency-efficiency metric to separate backend overlap from down-
stream saturation, and finally reports the later resource-aware tuning experiments.

5.4.1 Serial versus parallel mode on mixed-engine configurations

Because serial and parallel mode differ only in how multiple engines are invoked for a
single file, an explicit serial baseline is only meaningful for the mixed-engine configura-
tions. The same file-concurrency sweep was therefore repeated in serial mode for AV1+AV2
on benign_large, and for ClamAV+AV2, ClamAV+AV1, and ClamAV+AV1+AV2 on
benign_medium.

For AV1+AV2, the serial penalty was large across the entire sweep. At concurrency 1,
serial mode required 187.8 s compared with 48.6 s in parallel mode; at concurrency 8, serial
mode still required 28.3 s compared with 13.9 s in parallel mode. The best observed serial
point occurred much later, at concurrency 32 with a batch duration of 20.1 s and a throughput
of about 248 4 files /s, whereas the parallel sweep already peaked around concurrency 8 with
13.9 s and about 358.8 files/s.

The ClamAV+AV2 comparison produced a different pattern. Parallel mode still helped,
especially at low and medium concurrency, but the effect was much smaller than in the
AV1+AV2 case. The best parallel point was 39.2 s at concurrency 8, compared with 45.2 s
in the best serial point at concurrency 16; once file concurrency reached 16 or more, the serial
and parallel curves were almost identical.

ClamAV+AV1 behaved almost the same way. The best parallel point was 39.2 s at concur-
rency 8, whereas the best serial point was 45.6 s at concurrency 16. Above concurrency 16 the
two curves again nearly overlapped.

The all-three-engine comparison reinforces the same conclusion. With all three engines ac-
tive on benign_medium, the best parallel point was 40.8 s at concurrency 8, whereas the best
serial point was 46.0 s at concurrency 16. The serial penalty was real, but much smaller than
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Figure 5.10: Parallel versus serial ClamAV+AV2 on the benign_medium corpus.
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Figure 5.11: Parallel versus serial ClamAV+AV1 on the benign_medium corpus.

in the AV1+AV2 case, and the high-concurrency region converged toward the same ClamAV-
dominated operating band.

5.4.2 Concurrency efficiency across the AV1, AV2, and AV1+AV2 sweeps

For research question 1, one additional metric is useful because it separates backend overlap
from end-to-end throughput: the backend summary field concurrency_efficiency, de-
fined as batch_scan_duration_ms / sum_file_scan_duration_ms. Lower values
therefore indicate that more file work was overlapped in time. For an idealized batch with
configured file concurrency c and negligible overhead, the metric would approach 1/c.
Figure shows that all three sweeps followed the inverse 1/c trend closely. At con-
currency 64, for example, the measured values were approximately 0.0159 for AV1, 0.0160 for
AV2, and 0.0158 for the mixed AV1+AV2 configuration, all close to the ideal value of 0.015625.
The metric must nevertheless be interpreted together with wall-clock duration and latency
rather than in isolation. Concurrency efficiency can continue to decrease numerically even af-
ter observed batch throughput has stopped improving, because additional requests may be
overlapping while they wait in downstream queues. This is exactly what the three sweeps
showed: efficiency kept tracking the inverse trend, while throughput flattened around con-
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Figure 5.12: Parallel versus serial ClamAV+AV1+AV2 on the benign_medium corpus.
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Figure 5.13: Concurrency-efficiency comparison for the AV1, AV2, and AV1+AV2 sweeps.

currency 8-16 for AV1, around concurrency 8 for AV2, and around concurrency 8 for the
mixed-engine configuration. In other words, the metric is valuable as evidence that back-
end parallelism was real, but the throughput knee still has to be explained by engine-side
saturation rather than by the efficiency curve alone.

5.4.3 Resource-aware engine-order comparison on the large benign corpus

Because a deployed transfer-gate is expected to process predominantly benign files, one
additional order-comparison experiment was run on the full benign_large corpus using
cascade_any_hit at file-concurrency 8. All six permutations of the three engines were ex-
ecuted once while sampling aggregate container CPU and memory usage. Table [5.1|reports
the raw duration and peak-resource measurements, and Figure converts the same runs
into normalized objective scores for four simple deployment objectives: time only, balanced
time+CPU+memory, CPU-heavy, and memory-heavy.

The raw timing spread is very small. The fastest order, AV1 followed by ClamAV and
AV2, completes in 203.8 s, whereas the slowest order, AV1 followed by AV2 and ClamAYV,
completes in 204.2 s. The total spread is therefore only about 0.4 s, or about 0.2% of the batch
duration. Peak-resource variation is somewhat larger: peak aggregate CPU ranges from 773%
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Table 5.1: Raw duration and peak resource metrics for the six cascaded engine orders on
benign_large at file-concurrency 8.

Engine order Duration (s) Peak CPU (%) Peak memory (MiB)
AV1-ClamAV-AV2 203.8 773 3722
AV2-AV1-ClamAV 203.9 779 3842
ClamAV-AV1-AV2 204.0 774 3673
ClamAV-AV2-AV1 204.1 781 3796
AV2-ClamAV-AV1 204.1 778 3607
AV1-AV2-ClamAV 204.2 773 3636
Time only Balanced
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Figure 5.14: Normalized objective scores

Normalized score

benign_large;lower is better.

Normalized score

for the six cascaded engine orders on

to 781%, and peak aggregate memory ranges from 3607 MiB to 3842 MiB, a spread of about

236 MiB.

Because each order is measured only once and the raw timing spread is small, these re-
sults should be interpreted cautiously. Some of the ordering difference may therefore reflect
normal run-to-run variation rather than a large deterministic advantage. The objective view
in Figure nevertheless shows a real change in ranking: under a pure time objective, the
best order is AV1 followed by ClamAV and AV2, whereas the preferred order changes to AV1
followed by AV2 and ClamAV once memory is weighted most heavily.
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Table 5.2: Static three-engine resource-allocation profiles on benign_large in parallel mode
at file-concurrency 8.

Profile Duration (s)  Throughput (files/s)  Peak CPU (%) Peak memory (MiB)
Baseline 198.6 25.2 781 3065
ClamAV CPU boost 198.0 253 791 3269
ClamAYV CPU+mem boost 198.0 25.2 790 3265
ClamAV throttled 355.8 14.1 407 3314
Fast-engine boost 197.7 25.3 787 3293
Worker-matched 197.9 25.3 777 3286
Constrained host 239.9 20.8 607 3028

Table 5.3: SMAC3-selected winners across four normalized objectives over the seven mea-
sured three-engine profiles; lower score is better.

Objective Selected profile Duration (s) Peak CPU (%) Peak memory (MiB)
Time only Fast-engine boost 197.7 787 3293
Balanced time+CPU+memory  Constrained host 239.9 607 3028
CPU-heavy Constrained host 239.9 607 3028
Memory-heavy Constrained host 239.9 607 3028

5.4.4 Static resource-allocation profile comparison on the large benign corpus

To test whether resource allocation itself constitutes a meaningful orchestration-tuning prob-
lem, a second benign-heavy experiment fixed the workload to benign_large and the mode
to full parallel scanning at file-concurrency 8, but varied static container budgets and worker
settings across the full ClamAV+AV1+AV2 configuration. Seven measured profiles were
compared: a baseline profile, two ClamAV boost profiles, a ClamAV-throttled profile, a fast-
engine boost profile, a worker-matched profile, and a constrained-host profile. Table [5.2]re-
ports the raw timing and peak-resource measurements, and Table[5.3|shows which measured
profile was selected by SMAC3 under four normalized objectives over that finite profile set.

The raw timing spread among the five moderate profiles is small. The fastest profile, Fast-
engine boost, completes in 197.7 s, compared with 198.6 s for the baseline, a gain of about 0.5%.
ClamAV CPU boost, ClamAV CPU+mem boost, and Worker-matched all remain in essentially the
same performance band. The more informative signal again comes from reductions rather
than increases. Constrained host reduces peak aggregate CPU from 781% to 607% and peak
aggregate memory from 3065 MiB to 3028 MiB, but increases batch duration to 239.9 s. Cla-
mAV throttled reduces peak CPU further to 407%, but batch duration rises sharply to 355.8 s
and throughput falls from about 25.3 to 14.1 files/s.

Under a pure time objective, the measured SMAC3 incumbent is Fast-engine boost. Once
peak CPU and peak memory are included in the normalized objective, the incumbent changes
to Constrained host for the balanced, CPU-heavy, and memory-heavy presets. The result is
bounded by the small measured profile set, but it still shows that the preferred static alloca-
tion depends on the optimization objective. On the present benign-heavy workload, mod-
erate extra headroom changes throughput only marginally, whereas underprovisioning the
dominant engine is clearly harmful.

5.5 Malware-corpus results

This final results section reports the malware-oriented experiments used for research ques-
tion 2. It first shows how strongly the three engines diverge on the MalwareBazaar-
derived corpus, and then compares full parallel evaluation against the implemented
cascade_any_hit strategy.
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Figure 5.15: Engine verdicts and policy outcomes on the MalwareBazaar corpus.

Table 5.4: Pairwise agreement across the MalwareBazaar corpus.

Engine pair Exact agreement (%) Flagged-vs-clean agreement (%)
ClamAV vs AV2 70.0 70.2
ClamAV vs AV1 43.0 43.0
AV2vs AV1 59.2 59.6

5.5.1 Verdict divergence and policy sensitivity

To obtain an empirical view of research question 2, a MalwareBazaar-derived sample set was
assembled in an isolated virtual machine and 2135 malware samples were selected from a
public daily malware-sharing feed.

Figure shows that the three engines behaved very differently on the same malware-
oriented corpus. AV1 flagged 1818 of the 2135 files (85.2%), AV2 flagged 1098 (51.4%) and
returned 7 unknown results, while ClamAV flagged only 605 (28.3%). The disagreement
is therefore substantial even before introducing any threshold policy. Table makes the
same point in pairwise form: exact agreement ranged from 43.0% for ClamAV versus AV1 to
70.0% for ClamAV versus AV2, and the corresponding flagged-versus-clean agreements were
almost identical.

The joined verdict tuples show that this divergence is not a small-tail effect. Only 532 files
(24.9%) were flagged by all three engines, while 791 files (37.0%) were flagged by exactly one
engine and 567 (26.6%) by exactly two. The single most common tuple was clean, clean,
malicious, which occurred 718 times and therefore consisted entirely of samples only AV1
flagged within the three-engine set. The next largest non-unanimous group was clean,
malicious, malicious with 487 files, where AV2 and AV1 flagged the file but ClamAV
did not. In other words, disagreement was a dominant property of the corpus rather than an
occasional corner case.

The policy panel in Figure makes the same divergence visible at policy level. If the
local system were configured to block on any engine hit, 1890 of 2135 files (88.5%) would be
blocked. Requiring a 2-0f-3 quorum would reduce that to 1099 files (51.5%), while requiring
unanimity would reduce it further to 532 files (24.9%). A review-oriented policy, where unan-
imous clean files are allowed, unanimous flagged files are blocked, and every disagreement
or unknown result is escalated, would allow 243 files (11.4%), block 532 (24.9%), and send
1360 (63.7%) to manual review.
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Figure 5.16: Parallel versus cascade_any_hit on the MalwareBazaar corpus.

The 88.5% any-hit figure should not be interpreted as a true system detection rate. It is
only the observed coverage of three specific engines on one MalwareBazaar-derived feed as-
sembled from daily samples, not on an independently curated and age-stratified benchmark.

5.5.2 Cascaded any-hit execution

The prototype includes a cascade_any_hit mode that scans engines in a chosen order and
stops a file as soon as one engine returns a flagged verdict. To test whether this mode is
practical under a strict any-hit policy, the 2135-file malware corpus was scanned again under
a stable three-engine configuration with file-concurrency 8 and engine order AV1, followed
by AV2 and ClamAYV, once in full parallel mode and once in cascade any-hit mode.

Figure shows that, on this corpus and in this engine order, the cascade any-hit mode
preserved the same final aggregate outcome as full parallel evaluation. Both runs produced
1878 malicious, 16 suspicious, 239 clean, and 2 unknown file-level outcomes. The difference
was execution cost. Batch duration fell from 83.2 s to 60.5 s, while throughput increased from
25.7 to 35.3 files/s. At the same time, the total number of per-engine scan invocations fell
from 6405 to 2690, a reduction of 58.0%.

The reason is visible in the workload distribution. AV1 alone flagged 1822 of the 2135
files (85.3%), so those files never reached AV2 or ClamAYV in the cascaded run. Only 313 files
were forwarded to AV2, only 242 reached ClamAYV, and just 71 files stopped at the AV2 stage
before ClamAV was needed. The equivalence observed here is therefore strictly empirical
and remains dependent on the tested corpus and engine order.
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Discussion

This chapter interprets the empirical results in relation to the research questions and discusses
the limitations of the study design. The goal is not to restate the results chapter, but to explain
what the measured behavior implies, where the evidence is strong, and where the claims
should remain bounded.

6.1 Interpretation of the performance results

The sweeps in Sections support one clear interpretation of research question 1:
the backend’s file-level parallelism is functioning, but end-to-end throughput is limited by
engine-specific bottlenecks rather than by the existence of concurrency as such. This is vis-
ible in two parts of the result set. First, batch duration falls sharply when concurrency is
raised from very low values, which indicates that overlapping file work is beneficial. Sec-
ond, throughput then reaches an engine-specific knee while latency and plugin-side waiting
continue to grow, which indicates saturation in the downstream engine path rather than in-
sufficient scheduling in the Rust backend.

This is a useful systems result. Prior work on high-performance antivirus execution shows
that parallelism can be an effective response to scanning cost, but it does not imply that ev-
ery additional layer of concurrency will keep improving throughput indefinitely [34]. Other
system-level work has also shown that antivirus overhead often appears as increased wait-
ing, page faults, file I/O, system calls, and thread activity rather than as pure compute cost
alone [30]. The prototype in this thesis demonstrates the same point in a different setting: not
GPU acceleration of one engine, but orchestration of multiple heterogeneous engines through
container plugins. In that setting, performance is bounded not only by host resources, but
also by queueing, bridge pools, wrapper thread pools, and engine-internal worker limits.

The AV2 and AV1 measurements illustrate that distinction well. In the AV2 case, the
daemon-worker pool becomes the dominant limiting factor relatively early, so additional re-
quested concurrency mainly increases waiting in the wrapper layer. In the AV1 case, the
backend continues to issue work, but increasing wrapper and scan-server thread counts does
not move the throughput knee very far on the test host. In the mixed AV1+AV2 experiment,
the combined system inherits both effects: AV2 saturates at its configured pool size, while
AV1 contributes a growing high-latency tail as concurrency rises. The practical implication
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is that “more parallelism” is not a single tuning rule; it must be understood relative to the
slowest or most saturation-prone stage in the selected engine set.

At a larger deployment scale, that naturally becomes a scheduling and prediction prob-
lem. Once file classes, queue state, and resource limits vary over time, the useful question
is no longer just how much concurrency to request globally, but which engine order, routing
policy, or resource profile best matches the current workload. The present thesis does not
solve that online scheduling problem, but the order-comparison and resource-allocation ex-
periments show why it exists: even on one host, the preferred configuration depends on both
the engine mix and the optimization objective.

The recurring knee around file-concurrency 8 should therefore not be read as evidence
that “8” has one universal hardware explanation. On the benchmark host, the corpora reside
on local NVMe storage and thus benefit from Linux page cache and fast local I/0, so stor-
age behavior likely contributes to the observed operating region. However, the plugin-side
counters also show clear engine-specific pool saturation and queue growth. A more cautious
interpretation is therefore that concurrency 8 marks a stable empirical operating region for
the tested host, engine settings, and local I/O path, not that one cache or disk mechanism has
been isolated as the single cause.

The later order-comparison experiment on benign_large adds a smaller but still use-
ful qualification to that answer. On a benign-heavy workload, where most files traverse the
full cascaded chain, the six possible three-engine orders produced almost identical wall-clock
times, but not identical resource peaks. The best-to-worst timing spread was only about 0.2%,
whereas the peak-memory spread was about 236 MiB. That means engine order in this set-
ting behaves less like a universal throughput lever and more like a bounded configuration
problem whose answer depends on the objective function. If the deployment goal is simply
to minimize elapsed time, one order is marginally preferable; if peak memory matters more,
another order becomes preferable even though it is not the raw fastest run. This is a lim-
ited but concrete hyperparameter-optimization style result: the “best” orchestration setting
depends on what is being optimized, not only on the existence of parallelism itself.

The later static resource-allocation experiment points in the same direction, but with a dif-
ferent tunable object. Here the policy space consisted of seven measured three-engine profiles
that varied container CPU and memory caps together with selected worker settings. Mod-
erate boosts changed throughput only marginally: the fastest profile was only about 0.5%
faster than baseline. By contrast, the underprovisioned profiles degraded sharply, especially
when ClamAV was throttled. A small SMAC3 run over that finite profile space therefore
did not discover a dramatically better configuration, but it did change the incumbent when
the objective included resource peaks rather than elapsed time alone. Time-only selected the
fast-engine-boost profile, whereas balanced, CPU-heavy, and memory-heavy objectives all
selected the constrained-host profile because its lower CPU and memory peaks outweighed
the time penalty after normalization.

Here, SMAAC3 should be read simply as a bounded configuration tool rather than as a
black-box intelligence claim. In this thesis it searches over a small measured profile space
and returns the best incumbent for a chosen objective. The main point is therefore not that
AutoML discovers a surprising new solution, but that once the objective changes, the pre-
ferred configuration also changes. This is again a bounded HPO-style result rather than a
broad AutoML success story: objective-aware tuning changes the preferred profile, but the
trade-off remains a small speed gain versus a much larger reduction in CPU peak.

At the same time, the performance results should still be read with appropriate scope.
The prototype supports serial mode, parallel mode, direct comparison endpoints, and re-
peated benchmarking, and the thesis now includes explicit serial-versus-parallel baselines
for the mixed-engine cases. However, the evaluation does not include a fully repeated bench-
mark matrix with spread reporting, nor a broader multi-instance comparison. The discussion
should therefore be read as a performance characterization of the implemented prototype un-
der the tested conditions, not as a universal characterization of all multi-engine deployments.
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6.2 Decision-policy implications of the malware-corpus results

The MalwareBazaar result should be interpreted primarily as a verdict-divergence result rather
than an accuracy result. The fact that the three engines only reached an any-hit coverage of
88.5% on a malware-oriented corpus may seem unexpectedly low, but this corpus was as-
sembled from daily MalwareBazaar intake rather than from an established benchmark with
independent labels and controlled sample age. One plausible explanation is therefore cor-
pus recency and heterogeneity: daily submissions are likely to contain recently circulating,
packed, weakly labeled, or unevenly supported samples. That explanation is reasonable, but
it remains an inference rather than something demonstrated directly by the available data.

One conclusion can be drawn directly from the result: as more engines are added, any-hit
becomes a monotone rule. On a fixed corpus with a fixed verdict mapping, adding another
engine cannot reduce the any-hit block set; it can only leave it unchanged or make it larger.
This means that adding more engines may improve observed conservative coverage, but it
also increases the chance that one noisy or systematically biased engine pushes additional
files into the block set. For that reason, any-hit becomes less attractive as the number of
engines grows unless the operational goal is explicitly “block on any suspicion”.

This suggests that a useful policy for a local transfer-gate design should distinguish be-
tween strong consensus, clear clean consensus, and disagreement. Let each engine verdict for file x
be mapped to 1 for flagged (malicious or suspicious), 0 for clean, and 1 for unknown or
failed. Define m(x) as the number of flagged engines, u(x) as the number of unknowns, and
Negr(X) = n — u(x) as the number of usable engine verdicts. A simple review-aware quorum
heuristic can then be written as

block, m(x) = max (2, [neff( )/2])
D(x) = {allow, m(x)=0nu(x)=
review, otherwise.

The point of this heuristic is not to claim an empirically optimal threshold. The thesis data
is not strong enough for that, especially without a paired benign control corpus and repeated
malware-corpus runs. Instead, the heuristic encodes a practical operational principle: a lone
engine hit should not silently cause a final allow decision, but neither should it automatically
cause the same hard block as a quorum or unanimous hit. On the observed three-engine
MalwareBazaar result, this review-aware quorum would block 1099 files (51.5%), allow 243
(11.4%), and send 793 (37.1%) to review. That is less aggressive than any-hit, but much less
permissive than a plain 2-of-3 quorum that would directly allow 1036 files.

Optimizing such a rule for different scenarios would mean changing the relative cost as-
signed to false negatives, false positives, and manual review volume. A high-assurance trans-
fer gate may treat false negatives as overwhelmingly more costly than false positives and
therefore favor aggressive block-or-review behavior. A productivity-oriented internal work-
flow may instead try to keep manual review volume low and tolerate a less aggressive block
set. An incident-response triage workflow might again prefer to escalate uncertainty rather
than to allow by default. The heuristic should therefore be read as a configurable template
for different operational cost models rather than as one universally optimal threshold.

The present data does not support a novel universal detection algorithm, nor does it sup-
port engine-specific weighting, because such weighting would need stronger evidence about
false-positive behavior, benign controls, and temporal stability. What the data does support is
a design recommendation: once several heterogeneous engines are combined, disagreement
should be treated as an explicit state in the policy model rather than collapsed immediately
into either allow or block. In other words, there is no support for a claim about the correct
threshold, but a principled argument that local multi-engine systems should be configured
around review-aware decision rules instead of fixed consensus alone.

The second practical implication is that decision policy and execution strategy do not have
to be independent. If the deployment goal is a strict any-hit policy, then scanning every file
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with every engine is not always necessary. A mode can instead scan engines in a fixed order
and stop as soon as one engine flags the file, only forwarding files that remain clean to the
next engine. This turns serial execution into a cascaded screening pipeline rather than simply a
slower version of full multi-engine evaluation. For ordered engines 1, ..., n, with per-stage
scan cost ¢; and conditional continuation probability g; (the probability that a file remains
unflagged at stage 7, given that it reached stage i, and is therefore passed on), the expected
per-file work becomes

n—1
IE[Ccascade] =1+ q1c2 +g14263 + - -+ <H %’) Cn.
i=1

This expression should be read as a simple expected-cost model rather than as a proof about
the full system. With the conditional definition of g;, the product follows from the chain rule
rather than from an independence assumption, but real engine behavior can still be corre-
lated across stages and across file classes in ways that the simple model does not capture.
The prototype includes such a mode, and the malware-corpus comparison shows the trade-
off in concrete form. With engine order AV1, followed by AV2 and ClamAYV, the cascade
any-hit mode preserved the same final aggregate outcomes as the simultaneous three-engine
parallel run, but reduced batch duration from 83.2 s to 60.5 s and cut per-engine scan invo-
cations by 58.0%. The gain came from the fact that AV1 alone already flagged 85.3% of the
corpus, so only a small minority of files had to be forwarded deeper into the chain. This
does not mean that cascaded screening dominates parallel evaluation. The result is explicitly
corpus- and order-dependent, and the price is that later-engine verdicts are never observed
for files stopped early. The architectural implication is therefore conditional: the cascade any-
hit strategy is attractive for operational transfer-gate deployments that prioritize conservative
blocking and lower average scan cost, whereas full parallel scanning remains the better mode
when the goal is to collect complete per-engine evidence or study disagreement empirically.

6.3 Architecture and deployability

Research question 3 asks how well a plugin-based, containerized design supports local de-
ployment, engine isolation, and integration of additional scanners. Based on the implemen-
tation work and the benchmark experience in this thesis, the answer is qualified but positive:
the architecture supports those goals reasonably well, but it does so by moving substantial
effort into the engine-adaptation and configuration phase.

The positive part of the answer comes from the separation of concerns achieved by the
implementation. The backend is responsible for orchestration, result normalization, job man-
agement, and benchmark instrumentation, while each engine-specific container is responsi-
ble for translating the common plugin API into the concrete runtime model expected by that
scanner. This is operationally valuable. It allows engine-specific libraries, licenses, health
checks, and process management to remain isolated inside the plugin boundary. It also means
that scanners can be restarted, pinned to different resource limits, or updated independently
without redesigning the backend. For a local or offline deployment, this is a meaningful archi-
tectural advantage because it limits direct coupling between the orchestrator and proprietary
engine internals.

The same design also supports extensibility better than a monolithic backend would. The
common plugin contract (/scan, /health, /info) gives the orchestrator a stable interface,
so the backend can treat multiple engines in a uniform way even when they are implemented
using different languages, SDKs, or internal process structures. In practice, this lowers the
cost of backend-side integration: once a plugin behaves according to the contract, the engine
can be selected, benchmarked, and compared through the same orchestration path as the
existing engines.
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However, the architecture is not integration-free. The real complexity reappears inside the
plugin adapters. ClamAV, AV1, and AV2 may all look similar from the backend’s perspective,
but they behave differently enough that wrapper design, health checking, concurrency tun-
ing, and metadata handling must still be solved per engine. AV2 required a bridge process
and daemon pool; AV1 exposed a different internal concurrency structure; ClamAV follows
still another model. The architecture therefore does not eliminate engine-specific complexity.
Instead, it contains it within a narrower boundary. That is a good trade-off for maintainability,
but it should still be described honestly as front-loaded integration work.

The benchmark results strengthen this interpretation. Without plugin-level counters and
timing data, the throughput plateaus could easily have been misread as backend scheduling
failures. Instead, the measurements showed that the containerized adapter layer is not just a
packaging detail; it is part of the executable system that must itself be observed and tuned.
This is an important architectural lesson from the thesis. The plugin model improves mod-
ularity and local deployability, but it also creates additional places where queueing, health-
check semantics, and resource bottlenecks can arise.

The same architectural boundary also has a security implication: the multi-scanner itself
must be treated as exposed infrastructure. Each plugin and engine parses attacker-controlled
files, so the scanner is not only a defense component but also a possible target. Containeriza-
tion reduces blast radius and makes restart or replacement easier, but it does not eliminate
the risk that parser bugs, unpacker weaknesses, or engine-side exploits could compromise
a scanning component. In a more mature deployment, this would need to be addressed
through least-privilege containers, read-only sample mounts, dropped capabilities, restricted
network egress, strict separation between update channels and scan traffic, controlled quar-
antine storage, and preferably rebuildable or disposable workers for higher-risk scan paths.
The current prototype demonstrates orchestration, measurement, and policy behavior, but it
should not be read as having solved the hardening problem for malicious input processing.

The same observation matters if the architecture were extended beyond conventional an-
tivirus engines. In principle, the plugin model could also host Al-assisted classifiers, deto-
nation sandboxes, or emulation-based dynamic scanners, because the backend only depends
on a common scan contract rather than on a specific engine implementation. However, such
engines would stress the current assumptions more strongly than the static scanners stud-
ied here. Their runtimes may be much less deterministic, they may require asynchronous
job execution rather than a single request-response scan call, and they may terminate with
partial evidence, time budgets, or analyst-oriented confidence scores rather than a clean bi-
nary verdict. That would in turn require the architecture to expose richer plugin states such
as queued, running, timed out, or indeterminate, and it would also require the policy layer to
adapt: the simple cascade any-hit heuristic assumes comparatively stable per-engine cost and
completion behavior, whereas sandbox or Al stages would need timeout-aware scheduling,
bounded-resource policies, and probably a different treatment of “no result” than the cur-
rent static-engine path uses. In other words, the present plugin architecture appears exten-
sible enough to host such engines, but doing so would likely push the design from a mostly
synchronous multi-scanner pipeline toward a more heterogeneous orchestration model with
uncertain scan duration and more nuanced result semantics.

Taken together, the implementation supports a clear but bounded answer to RQ3: a
plugin-based, containerized multi-scanner architecture is a workable design for local and
offline deployment, and it does support isolation and incremental integration of additional
scanners. Its main trade-off is that simplicity is shifted away from runtime coupling and into
adapter development, engine-specific configuration, and observability work.
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6.4 Replicability, reliability, and validity

The study has several limitations that matter for how strongly the results should be inter-
preted. First, the experimental matrix is still bounded. Methodological work in malware re-
search repeatedly shows that apparently strong conclusions can weaken once evaluation pro-
tocols become stricter, datasets are better controlled, or implementation details are aligned [8,
29,|12]]. That warning applies here as well. The sweeps reported in this thesis are informa-
tive, but they do not replace the need for more repeated runs with spread reporting, richer
resource-correlation analysis, and broader deployment variants.

Second, the thesis does not attempt to establish comprehensive real-world detection ac-
curacy. This was a deliberate delimitation, but it affects what can legitimately be claimed.
Research question 2 is framed around controlled agreement and disagreement, not around a
definitive malware detection rate. That distinction is important because multi-engine consen-
sus is not the same thing as ground truth, and prior work has shown that antivirus products
often disagree substantially on labels [14, 24]. The thesis can therefore discuss disagreement
empirically and compare two execution strategies under a strict any-hit policy, but it still
cannot support stronger claims about ground-truth accuracy, optimal thresholds, or general
detection superiority without a paired benign control corpus and more controlled repeated
experiments.

Third, reliability and replicability are improved by the explicit prototype, benchmark
scripts, API endpoints, and telemetry hooks, but they are not complete simply because the
execution path is visible. Reliability still depends on repeating the runs under the same con-
ditions and showing that the same trends persist.

The same limitation applies to the late resource-allocation experiment. Although the full
three-engine matrix was completed after licensing issues were resolved, it still covers only
seven static profiles, one host, one benign-heavy workload, and one file-concurrency setting.
The result is therefore useful as a proof that objective-aware resource tuning changes which
profile is preferred, but it should not be overstated as a general solution to resource allocation
in all multi-engine deployments.

6.5 Source criticism

The thesis relies primarily on peer-reviewed literature for theory, evaluation methodology,
and related work, but the implementation chapter necessarily draws on repository code,
Docker configuration, plugin documentation, and vendor-oriented technical material. For a
systems thesis involving proprietary antivirus integrations, that mixture is difficult to avoid.
The important methodological point is therefore not to treat implementation documentation
as having the same role as the research literature. Instead, implementation-side sources are
used here only to describe how the prototype was built and configured, while broader claims
about detection limits, evaluation bias, and disagreement are anchored in the research litera-
ture.

6.6 Ethical considerations in the development process

Two practical ethical considerations are relevant to the work. First, the malware-oriented
experiments were carried out for defensive research purposes in an isolated local environ-
ment rather than in a live operational network, and the thesis does not present the prototype
as a mechanism for offensive use. Second, Al-assisted development tools were used during
parts of the implementation, debugging, and writing process. Such tools can accelerate de-
velopment and revision, but they do not replace engineering judgment or authorship. All
suggestions were reviewed before integration, and the author retains full responsibility for
the correctness, safety, and interpretation of the final result. This disclosure is included for
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transparency and to make clear that automated assistance supported, but did not replace, the
author’s own work.

6.7 The work in a wider context

The wider significance of the work lies in the tension between security, privacy, and op-
erational complexity. Air-gapped and high-assurance environments still face malware risk
through removable media, which makes local scanning at a transfer boundary a relevant de-
fensive function [7]]. A local multi-engine design has an immediate privacy and governance
advantage over cloud-based aggregation services: files do not need to leave the controlled
environment merely to obtain several scan opinions. For organizations handling sensitive or
classified material, that is a practical benefit in itself.

At the same time, a local multi-engine system is not a free security improvement. Aggre-
gating scanners increases operational complexity, expands the software supply surface, and
creates a continuing obligation to manage updates, licensing, telemetry, and failure handling
for several engines rather than one. It also does not remove the deeper limitations of static
detection or the possibility of adversarial pressure on shared scanning ecosystems [28]. In
other words, the architecture studied in this thesis should be understood as one layer in a
boundary defense strategy, not as a complete answer to malware risk.

The broader engineering implication is therefore conservative. A locally deployed multi-
engine scanner can be justified when confidentiality constraints rule out cloud scanning and
when operators are willing to accept the extra integration and maintenance burden in ex-
change for redundancy, auditability, and policy control. The prototype studied here suggests
that such a trade-off is technically viable, but that conclusion should still be kept proportional
to the limited and mostly performance-oriented evidence collected in this thesis.
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Conclusion

This chapter summarizes the thesis contributions and answers the research questions.
The strongest results concern performance interpretation and decision-policy design:
concurrency_efficiency proved useful for distinguishing real backend overlap from
downstream saturation, and the malware-corpus analysis showed that engine disagreement
affects both decision rules and execution strategy, motivating a review-aware quorum heuris-
tic and the implemented cascade_any_hit mode.

7.1 Research questions

The first research question concerns how containerized multi-engine orchestration affects
throughput and parallel efficiency. The main answer is that parallel orchestration is feasi-
ble, but useful scaling stops at engine-specific knees rather than at the backend itself. Across
the sweeps, concurrency_efficiency followed the expected inverse 1/ ¢ trend, which is
strong evidence that file work was actually being overlapped in the backend. When through-
put flattened, the cause was therefore not missing backend parallelism but engine-side satu-
ration. In the measured configurations, AV1 reached a useful operating region around file-
concurrency 8-16, AV2 around 8 with its configured daemon pool, AV1+AV2 around 8 in
parallel mode but around 32 in serial mode, and the ClamAV-containing medium-corpus
sweeps around 8 in parallel mode and around 16 in serial mode because the ClamAV path
dominated the mixed configurations. The serial baselines further show that parallel engine
execution gives a large benefit when the selected engines have more comparable per-file cost,
but a smaller benefit when one engine already dominates the batch critical path. A later
six-order comparison on benign_large also showed that the preferred engine order in cas-
cade mode depends on the optimization objective: the fastest order and the most memory-
favorable order were not identical, even though the wall-clock spread between orders was
very small. A follow-up three-engine resource-allocation sweep made the same point for
static CPU and memory budgets: time-only favored a fast-engine-boost profile, whereas
objectives that weighted peak CPU and memory favored a constrained-host profile, even
though the throughput gain of the faster profile was only about 0.5%.

The second research question concerns detection behavior across engines. The main an-
swer is that disagreement is not just a labeling issue but an operational design issue. In
the MalwareBazaar-derived experiment, the three engines diverged substantially, and the
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resulting block rate changed sharply depending on whether the policy used any-hit, quo-
rum, unanimity, or a review-aware disagreement rule. This supports a practical contribution
rather than a universal threshold claim. The thesis therefore proposes a review-aware quo-
rum heuristic in which disagreement is treated as an explicit state rather than collapsed im-
mediately into allow or block. The parallel-versus-cascade malware comparison strengthens
that contribution: when the selected policy is strict any-hit and the engine order is favorable,
a cascaded execution strategy can preserve the same final aggregate outcome while reducing
work and batch time substantially. The defensible claim is therefore about policy sensitivity,
review-aware decision design, and the coupling between policy and execution strategy, not
about universal detection accuracy.

The third research question concerns architecture and deployability. The answer is cau-
tiously positive. The plugin-based, containerized design supports local deployment, keeps
engine-specific dependencies isolated, and gives the backend a uniform orchestration inter-
face across heterogeneous scanners. At the same time, it shifts substantial effort into engine-
specific wrappers, health checks, instrumentation, and configuration. The design is therefore
viable, but its maintainability advantage is achieved by front-loading integration effort.

Taken together, the thesis shows that a local multi-engine scanning platform can be im-
plemented as a realistic proof-of-concept for offline and security-critical environments. The
strongest conclusions concern performance behavior, policy sensitivity, and architectural
trade-offs, while broader claims about detection accuracy remain outside the evidence col-
lected here.

7.2 Future work

The most immediate extension of this work is to strengthen the empirical basis of the perfor-
mance results. That means repeating the mixed-engine sweeps so the observed throughput
knees can be reported with variability rather than as single-point measurements, and correlat-
ing throughput and latency with container CPU and memory telemetry so that each engine’s
resource bounds can be described more clearly. It would also be useful to compare single-
instance scaling against multi-instance deployments, since the current thesis mostly studies
how far a single configured instance can be pushed through backend file concurrency and
plugin-level tuning.

The second priority is to strengthen the evidence behind the RQ2 findings. The malware-
corpus experiment should be extended with a paired benign control corpus, repeated
runs, and fuller reporting of false-positive behavior under different decision rules. The
cascade_any_hit mode should also be evaluated across different engine orders and mixed
corpora, because its gains are explicitly dependent on verdict distribution and stage ordering.
More broadly, the architecture could be extended with less deterministic scanner types such
as Al-assisted classifiers or sandbox-based engines, which would require richer plugin states,
timeout-aware orchestration, and more nuanced policy handling than the static antivirus en-
gines studied in this thesis.
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