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Abstract

This thesis investigates the practical challenges and benefits of introducing Nix as an
environment layer in a large, Bazel-based industrial C++ codebase. Using an Ericsson mi-
gration as the primary case study, supplemented by smaller controlled open-source ex-
periments, the work evaluates migration cost, reproducibility gains, and interoperability
failures that arise when declarative environment management meets legacy build infras-
tructure. Empirical results show that Nix improves reproducibility and dependency trans-
parency in controlled settings, but that hybrid industrial environments reveal recurrent
boundary problems: Bazel sandbox visibility, interactions with rules_foreign_cc and Auto-
tools, ABI mismatches with host libraries, and wrapper scripts that reset the environment.
The thesis presents a taxonomy of migration barriers, a reproducibility baseline from con-
trolled experiments, and practical guidance for mitigation. The findings highlight that
migration difficulty is driven less by repository size and more by architectural boundary
entanglement, and they provide actionable recommendations for teams aiming to adopt
Nix in large, long-lived software projects.
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1 Introduction

1.1 Motivation

Modern software systems depend on large numbers of libraries, compilers, and tools that
together form the build environment. As projects grow and live longer, the assumptions em-
bedded in that environment accumulate: which compiler version is available, where system
libraries are located, which shell utilities exist on PATH, and how dependencies discover each
other at configure time. When these assumptions are implicit rather than declared, builds be-
come fragile. They may work on one developer’s machine but fail on another, pass in CI but
break in release, or produce subtly different artefacts across hosts without any change to the
source code.

This problem is especially acute in large industrial software, where codebases evolve over
many years, span multiple teams, and must build reliably across heterogeneous infrastruc-
ture. The cost of non-reproducible builds is not only wasted developer time but also reduced
trust in the software supply chain: if a build cannot be reproduced, it becomes difficult to
audit what entered the final artefact [17].

Two tools have emerged as responses to this pressure. Bazel is a build system that enforces
explicit dependency declarations, sandboxed build actions, and aggressive caching to make
large builds consistent and fast. Nix is a declarative package and environment manager that
describes the full dependency closure of a build environment, stores outputs in a content-
addressed store, and makes the toolchain itself reproducible. In principle, these tools are
complementary: Bazel controls the build graph, while Nix controls the environment in which
that graph executes.

However, introducing Nix into an existing large codebase is not simply a matter of writ-
ing a configuration file. Industrial projects carry legacy build infrastructure: Autotools-based
dependencies that probe the host for tools at configure time, wrapper scripts that reset envi-
ronment variables, and system libraries whose versions are assumed rather than declared.
When Nix’s declarative model meets these implicit assumptions, interoperability problems
emerge that are difficult to anticipate from small examples or greenfield projects.

This thesis investigates those problems empirically. The primary case study is a migration
at Ericsson, a global telecommunications company, where a large Bazel-based C++ codebase
was moved from a container-based development environment to one managed by Nix. The
Ericsson case is supplemented by controlled experiments on open-source software that pro-
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1.2. Aim

vide a baseline for what Nix can achieve when the system is simpler and the dependency
boundaries are cleaner.

1.2 Aim

This thesis analyses Nix as an environment layer for a large Bazel-based industrial C++
project, focusing on migration cost, reproducibility gains, and interoperability problems
when Nix meets existing enterprise build infrastructure. The Ericsson case study is the
main source of evidence, while the open-source experiments provide a controlled compar-
ison point.

1.3 Research Questions

The investigation is approached as an exploratory industrial case study with supporting con-
trolled experiments. The research questions are designed to capture both the measurable
reproducibility effects and the architectural reasons why migration becomes difficult.

The research questions to be investigated are:

RQ1 What are the primary technical barriers when integrating Nix into a large industrial
Bazel-based C++ project?

Existing documentation of Nix adoption focuses on greenfield projects or small-scale ex-
amples. Mature codebases with established build and dependency management solutions
face different challenges. This question seeks to identify the specific barriers encountered,
the solutions applied, and the tradeoffs that arise.

RQ2 Which architectural characteristics contribute most strongly to Nix migration complex-
ity in Bazel-based projects?

Not all parts of a build system resist migration equally. This question seeks to identify
which structural properties, such as foreign build-system usage, host-library coupling, or
environment-resetting wrappers are the strongest predictors of integration difficulty.

RQ3 To what extent does integrating Nix with Bazel improve build reproducibility across
heterogeneous host environments?

This question evaluates the practical reproducibility improvement by comparing build
artefacts produced under different configurations and host environments. The goal is to
quantify the effect of Nix on cross-machine consistency relative to Bazel-only and non-Bazel
baselines.

RQ4 Which classes of build artefacts remain susceptible to host-environment leakage in Nix
and Bazel builds?

Even with explicit environment management, some build outputs may still diverge across
hosts. This question identifies which categories of difference persist (e.g. embedded paths,
timestamps, linker metadata) versus which represent genuine divergence in the compiled
logic.

RQ5 How does Nix affect dependency traceability and environmental transparency in Bazel-
based builds?

This question addresses whether Nix makes the dependency structure more inspectable
and auditable compared with the previous setup. The relevance extends to supply-chain
security and compliance, where organisations need to know exactly what entered a released
artefact.

2



1.4. Key Terms

1.4 Key Terms

The following terms are used throughout the thesis:

Bazel A build system developed at Google that emphasises explicit dependency declara-
tions, hermetic (isolated) build actions, and distributed caching. It represents the build
graph and execution layer in this work.

Nix A declarative package and environment manager that stores build outputs in a content-
addressed store (/nix/store/) and describes the full dependency closure of a pack-
age or environment from a functional specification.

Autotools A collection of tools (Autoconf, Automake, Libtool) for generating portable build
scripts for C/C++ projects. Autotools probes the host environment at configure time to
discover compilers, libraries, and system features.

Hermetic build A build where all relevant inputs are declared and controlled, such that the
output does not depend on the ambient state of the host machine.

Hybrid build A build where some inputs are controlled (e.g. by Bazel or Nix) while others
still come from the host system, wrapper scripts, or uncontrolled external sources.

Host-environment leakage Any case where properties of the host machine (paths, library
versions, timestamps, compiler flags) influence the build output despite not being de-
clared as inputs. Leakage causes builds to differ across machines even when source
code is identical.

ABI mismatch An incompatibility at the Application Binary Interface level, where libraries
compiled against different versions of a base library (e.g. glibc) cannot be linked to-
gether. In this thesis, ABI mismatches arise when Nix-provided toolchains target a
newer glibc than the host system provides.

rules_foreign_cc A Bazel extension that wraps non-Bazel build systems (Make, CMake,
Autotools) so their outputs can participate in the Bazel dependency graph. It introduces
a boundary where Bazel’s hermeticity guarantees may not hold.

nixpkgs The main package repository for Nix, containing build expressions for tens of thou-
sands of packages. It can be pinned to a specific revision for reproducibility.

npins A tool for locking Nix dependencies to a specific nixpkgs revision, analogous to a lock
file in other package managers.

1.5 Approach

Nix is introduced as an environment and dependency manager for an existing large indus-
trial Bazel-based C++ codebase provided by Ericsson. Additional tests are performed with
open-source projects as a baseline and for wider comparison. The main method of analy-
sis combines qualitative and quantitative approaches: the migration process is documented
as an iterative sequence of challenges and solutions (addressing RQ1 and RQ2), while binary
comparison of produced artefacts provides quantitative reproducibility data (addressing RQ3
and RQ4).

RQ5 is addressed through qualitative analysis of the observed changes in dependency
management and traceability, examining whether Nix provides a more transparent and au-
ditable view of the build environment compared with the previous setup.

3



1.6. Contributions

1.5.1 Design Science Research Methodology

This work follows a design-science approach: building an artefact (the Nix-supported build
environment) and evaluating it in both a controlled open-source setting and an industrial
Ericsson migration [23]. The goal is evaluation in a realistic setting to understand actual
challenges rather than only small-scale lab results.

The evaluation uses four complementary evidence sources:

1. Case study: an industrial migration of an Ericsson codebase, documented as a sequence
of encountered challenges and employed solutions.

2. Controlled experiments: smaller open-source projects used as baselines to measure
reproducibility and isolate general Nix behaviours from enterprise-specific boundary
effects.

3. Artefact analysis: binary and structural comparison of produced build artefacts across
hosts and configurations.

4. Qualitative evidence: developer notes, root-cause analysis, and architectural observa-
tions from the Nix implementation.

These evidence sources are combined to build a comprehensive understanding of the
problems encountered and to support broader observations about the value and practical
challenges of Nix adoption. Detailed procedures are presented in the Methodology chapter.

1.6 Contributions

This thesis contributes the following:

1. An empirical case study of migrating a large industrial Bazel-based C++ project from a
devcontainer setup to Nix.

2. A taxonomy of migration barriers and solution approaches, covering sandbox conflicts,
ABI mismatches, Autotools discovery problems, and environment-resetting wrappers.

3. A reproducibility baseline derived from open-source builds that distinguishes general
Nix behaviour from industrial boundary effects.

4. Practical guidance for future Nix migrations and the tradeoffs involved.

These results serve both as a basis for practical migration work and as a foundation for
further academic research on build systems. The findings also identify concrete limitations of
a Nix approach in hybrid industrial environments, showing how adoption requires address-
ing implicit assumptions embedded in existing build infrastructure.
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2 Background and Related Work

2.1 Background

This chapter provides the theoretical foundation needed to understand the build-systems
landscape addressed in this thesis. It starts with classical build tools and the dependency
problems that arise in large projects, then introduces Bazel and Nix as two different responses
to the same underlying pressure: making builds reproducible, traceable, and scalable. The
chapter then connects those ideas to software supply-chain security and to the practical eval-
uation setting used in this work. The goal here is not just if a build succeeds, but whether it
remains stable across heterogeneous hosts, toolchains, and release environments in develop-
ment and deployment at a global scale.

Concretely, the chapter explains how hidden assumptions accumulate in large projects,
why declarative environment management is attractive, and why small reproducibility gaps
can become major sources of effort once projects must run on many machines over a long
time.

2.1.1 Classical Build Systems

Classical build systems such as Make [2], CMake, and Maven are typically imperative: the
build author describes a sequence of commands that should be executed, and the environ-
ment is assumed to provide the compiler, libraries, and helper tools needed to make those
commands succeed. This works well for small projects and for projects with tightly controlled
environments, but it can scale poorly. As projects grow build inputs become more numerous,
indirect requirements are added, hidden assumptions such as version compatibility and path
handling accumulate, and the risk of non-determinism increases [22]. In large projects, the
build system becomes a critical part of the software architecture because it encodes assump-
tions about how the code is transformed into artefacts, and those assumptions can be fragile
when they are implicit. This can be seen by the growing number of roles and tools focused on
managing builds and deployments in large organizations, such as build engineers, devops,
release managers, and CI/CD pipelines.

The important theoretical limitation of classical build systems is that they usually describe
what to do without fully describing the world in which it should happen. A build script may
say how to compile the code, but it often does not precisely specify which shell tools, compiler
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2.1. Background

versions, or system libraries are acceptable. This creates a situation where two apparently
identical builds can diverge because they are executed on different hosts. The larger the
organization and the more years the codebase has lived, the more likely such assumptions
have accumulated. Recent work on dependency-error detection confirms that missing and
redundant dependencies are common failure modes in real build scripts, not just edge cases
[10], and empirical studies of Make-based systems show that unspecified dependencies are
widespread in practice [2].

This is one reason why build systems become part of the software architecture rather than
just developer convenience tooling. Large codebases will over time evolve into agreements
about how their files are turned into artefacts. When that agreement is implicit, it becomes
easy to break.

Dependency Graph

A dependency graph is used to visualize the hierarchical ordering of dependencies. Besides
the graphical display one might also use it for analysis such as searching for duplicate depen-
dencies, detecting cycles and analyzing complexity based on size and depth. Dependency-
graph-based approaches have also been used to detect missing and redundant dependencies
in real build systems [10], and recent work has demonstrated that such errors can in some
cases be fixed automatically [18].

As the dependency graph grows and becomes more complex the risk for problems also in-
creases. One example is the diamond problem where two different dependencies both have a
shared sub dependency but require different versions. This is a similar but different problem
from the diamond problem in object oriented programming [19].

Figure 2.1: Diamond problem for dependencies. The program indirectly requires conflicting
versions of dependency 3, which could prevent building.

Some base libraries and tools might be very commonly used resulting in a high risk of
version conflicts. While these conflicts might be explicit they also appear in implicit forms
due to lacking documentation. This could be dependency on features removed or changed in
later versions making the work even harder for the tooling to handle. One example encoun-
tered during the project was the introduction of bool as a keyword in C231 conflicting with
older libraries that provided their own implementations of boolean types. The libraries only
specified a minimum compiler version thereby making the requirement for compiling using
an older standard implicit and almost impossible to detect without trial and error. If other

1https://en.cppreference.com/c/keyword/bool
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2.1. Background

used libraries were to instead rely on the bool keyword then building would require usage of
different compiler versions making the build process significantly more complex.

2.1.2 Supply Chain Security

Modern software almost always depends on a large number of libraries, frameworks, tools,
and compilers. Together these form a software supply chain: the application is no longer just
the project’s own source code, but also the transitive set of external components required to
build and run it. That expanded chain creates security risks, because vulnerabilities can be
introduced either intentionally or accidentally through third-party code, build infrastructure,
or developer workflows. Recent research on software supply-chain security highlights the
breadth of the problem and describes incidents such as log4j, SolarWinds, and xz utils as
examples of how external dependencies can become an attack surface [28].

For large organizations, the risk is not limited to broad, opportunistic attacks. The same
supply chain can also be targeted by highly capable adversaries with a specific goal, which
is why security researchers increasingly discuss the challenge in terms of both ecosystem-
wide exposure and advanced persistent threats. Industry reports also show that practitioners
are still struggling with practical issues such as dependency visibility, provenance, and the
difficulty of understanding what exactly is running in production [6]. These concerns are
directly relevant for large engineering organizations, where a build system must support
both rapid development and the ability to explain what went into a particular artefact.

This is also where build reproducibility and software bills of materials become connected.
If a system declares its inputs precisely and rebuilds them in a controlled way, you can trace
vulnerable components, validate versions, and answer compliance questions after the fact.
Reproducible builds have been argued to increase the integrity of the software supply chain
by making it possible to independently verify that a binary was built from the claimed source
[17]. That security perspective isn’t the main research question here, but it motivates why
Nix-style explicitness matters compared to implicit build environments.

Reproducibility matters for trust, not just repeatability. If a build reconstructs from de-
clared inputs, the organization knows what entered the final artefact. This matters in long
supply chains where software comes from many sources and must stay reliable for years.

2.1.3 Nix

Nix was introduced by Eelco Dolstra as a response to the problem that software builds de-
pend not only on declared packages, but also on the surrounding environment in which those
packages are assembled [4]. The core idea is to make those dependencies explicit and im-
mutable. Instead of relying on the mutable global system state that classical package man-
agers often use, Nix stores build outputs in a content-addressed store and describes the full
dependency closure of a package or environment declaratively. That gives the system two
properties that are especially useful for large-scale development: reproducibility and com-
posability.

In contrast to an imperative environment where the current compiler, shell variables or
system libraries may change from host to host, a Nix expression can pin the exact toolchain
and library set that a build should see. That matters in a Bazel-based project because Bazel can
make build actions hermetic only to the extent that the surrounding toolchain is itself stable.
If the compiler or linker differs between machines, Bazel alone cannot remove all variability.
Nix fills that gap by defining the build environment before Bazel starts executing the graph.
Both tools complement each other with Nix providing the environment and components that
Bazel works with.

Nix reduces host coupling by making compiler versions, library paths, and helper tools
explicit configuration rather than hidden machine assumptions. Recent work on reproducible
builds at scale supports this and shows that functional package management can reproduce
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2.1. Background

Figure 2.2: Nix provides dependencies based on explicit configuration supported by version
pins. Compared with Autotools discovering what exists on the host, Nix constructs the envi-
ronment as specified.

large package sets across space and time. The approach has also been applied successfully in
high-performance computing, where Nix has been used to ensure reproducibility without the
redundancy overhead of container-based solutions [11], and in scientific software packaging,
where the same principles enabled reproducible environments for complex multi-component
ecosystems [13, 3].

The theoretical value of Nix is that it shifts the build from an implicit environment to an
explicit one. That does not magically make every build identical, but it makes the sources
of variation visible. A controlled environment is easier to inspect, easier to share, and easier
to compare. Those properties are central to the thesis because they make it possible to ask
whether differences in output come from the source code or from the environment.

Nix is also relevant as a model for reversibility. Because environments are declared rather
than mutated in place, it becomes possible to move between versions without destroying the
previous one. This is a useful property in large organizations, where developers often need
to switch branches, reproduce older results, or compare multiple toolchain versions without
polluting the host system.

Nix Shell

The Nix-shell2 command starts a new shell session where all tools and libraries are pro-
vided by Nix according to a declarative specification. With the -pure flag, the host’s PATH
and environment variables are discarded, so only explicitly declared packages are available.
Configuration can be provided as command-line flags or, more commonly, from a Nix ex-
pression file (typically shell.nix).

In Nix terminology, each package is defined by a derivation: a build recipe
that specifies source, dependencies, build commands, and outputs. When a deriva-
tion is built, its output is placed in the Nix store at a content-addressed path (e.g.
/nix/store/abc123-gcc-13.3.0/). A Nix-shell environment is itself defined as a

2https://nix.dev/manual/nix/2.18/command-ref/nix-shell

8

https://nix.dev/manual/nix/2.18/command-ref/nix-shell


2.1. Background

derivation whose dependencies are the packages the developer needs. This means the entire
environment (compiler, build tools and libraries) is described as code and can be versioned,
shared, and reproduced on any machine with Nix installed.

The shell was the primary interface used in this thesis. Compared with entering a Docker
container, the workflow is lighter: the developer remains on their host system with access
to their editor, git configuration, and filesystem, while the build toolchain is transparently
provided by Nix.

npins

While Nix can provide guarantees for fetching the same version of a dependency this does
require correctly specifying what should be fetched. While this can be hard coded towards a
specific hash a more common solution is to rely on the version provided by a specific package
release.

npins provides an easy way to lock the provided dependencies against a specific release
of Nix packages such as NixOS 25.11 which was mostly used by this work. There is also an
unstable channel providing the most recent releases but with less guarantees of long term
stability.

Flakes

Nix Flakes are an alternative mechanism for dependency locking and project structure, in-
troduced as an experimental feature in newer Nix versions. A flake defines its inputs (in-
cluding the nixpkgs revision) in a flake.nix file and records their exact revisions in a
flake.lock file. Flakes aim to standardise project structure and make Nix expressions more
self-contained and composable.

This thesis uses npins rather than flakes because npins was sufficient for the use case
(pinning a single nixpkgs revision for a shell environment) and avoids the experimental-
feature complexity of flakes. The choice does not affect the reproducibility properties since
both mechanisms pin to an exact revision, but flakes could be an evolution for more complex
multi-input setups.

2.1.4 NixOS

NixOS extends the Nix model from packages and shells to complete OS configuration [5]. Ser-
vices, packages, users, boot settings, and system choices are described declaratively and built
as a system generation. For this thesis, NixOS is relevant mainly as an existence proof that
the Nix model scales beyond isolated development shells to entire system management, and
as the source of the stable nixpkgs releases (e.g. NixOS 25.11) used to pin the experimental
environments.

2.1.5 Bazel

Bazel3 was developed at Google as an evolution of classical build systems for very large code-
bases. Its design emphasizes explicit dependency declarations, hermetic actions, and aggres-
sive caching, so that the same build graph can be executed consistently on many machines
while avoiding unnecessary recomputation [27]. In a large organization this is valuable for
two reasons. First, the same target may be built repeatedly across many developer and CI
environments, making cache reuse a major performance lever. Second, build actions that are
isolated from ambient system state are easier to reason about when investigating failures or
reproducing results.

3https://bazel.build/
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Bazel addresses a different problem than classical tools. It doesn’t eliminate dependency
complexity, but it makes it visible and controllable. This matters in large industrial projects
mixing Bazel code with Autotools or CMake. Bazel provides structure and caching, but still
relies on external toolchains in the expected form. Organizations sometimes move away from
Bazel when migration cost, ecosystem friction, and maintenance burden outweigh the bene-
fits. Build technology must fit the surrounding organization, not the idealized model [1].

Bazel matters because it provides the build graph and execution model for reproducibility.
Comparable to a pure function it seeks to provide the same predictable output given the same
input. One challenge is that this input is not only the source-code but also all libraries and
tools used during the process. This exact hole is where Nix becomes interesting.

Bazel Sandboxing

Bazel isolates each build action in a sandbox: a restricted filesystem view where only de-
clared inputs are visible. On Linux, this is typically implemented using mount namespaces.
The sandbox prevents build actions from accidentally reading undeclared files from the host,
which is how Bazel enforces hermeticity at the action level.

However, the sandbox has practical limits. Tools that are invoked by the build action can
still read from paths that are mounted into the sandbox (either explicitly or because certain
system paths are allowed by default). When Nix-provided tools live under /nix/store/,
that path must be explicitly mounted into the sandbox or tools become invisible to build
actions. Conversely, if system paths like /usr/lib remain visible, foreign build systems
running inside the sandbox can discover and link against unintended host libraries. This
tension between sandbox strictness and practical usability is central to the Ericsson migration
results.

Bazel Foreign Rules

While Bazel comes with internal rules for building code, not all of its dependencies may fol-
low the same model. If these external projects do not have BUILD or cc_library files but
instead rely on other build systems such as Make, CMake, or Autotools, another compat-
ibility layer is needed. Bazel provides this with rules_foreign_cc4, which serves as a
wrapper around the foreign build system allowing it to be made part of the build graph. This
is a powerful tool for integrating legacy code projects without modification, but it also makes
the build more complex because different parts are managed by different systems. Bazel, so
to speak, outsources parts of the build process and is thereby forced to give up its own guar-
antees about strict hermeticity and reproducibility [30]. An example of how this introduction
of foreign rules changes the process is shown in Figure 2.3, where two different risks are
apparent: building with possibly non-hermetic build systems, and the risk of those systems
directly interacting with the host instead of going through the sandbox to acquire tools.

2.1.6 Autotools

Autotools is a tool collection for portable builds mainly focused on C and C++ projects [16]. It
provides the ability to dynamically generate Make files based on host environment and avail-
able software. This gives much flexibility for building and developing on different platforms
but also introduces a layer of abstraction where the developer does not know the exact tools
used for compiling the code by different users. This can be seen as a tradeoff between flexi-
bility and control but is orthogonal to the aims of reproducible build work. By relinquishing
control of the toolchain and exact build process it quickly becomes extremely difficult to make
any guarantees about reproducibility of artefacts on different systems.

4https://github.com/bazel-contrib/rules_foreign_cc
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Figure 2.3: How rules_foreign_cc complicates the build: foreign build systems may
sidestep the Bazel sandbox, and any non-deterministic artefact they produce is linked into
the final result.

Concretely, Autotools works by running a configure script that executes a series of test
programs and shell checks to discover which compilers, libraries, headers, and system fea-
tures are available on the current machine. Autoconf macros such as AC_CHECK_HEADERS
and AC_CHECK_LIB compile small test programs to verify that a header or library exists.
The pkg-config tool is often invoked by PKG_CHECK_MODULES macros to locate libraries
and retrieve their compiler and linker flags. These discovery mechanisms search stan-
dard system paths (/usr/lib, /usr/include, /usr/local/...) and whatever is on
PKG_CONFIG_PATH. This host-probing model is where many of the most difficult migration
problems appeared in the Ericsson case.

Even with these challenges, Autotools remain a popular choice for many projects due
to its wide support and ability to handle complex build scenarios. This includes working
together with Bazel where Bazel does the high level orchestration and Autotools handles
specific steps and details. This complementary relationship can work well but also comes
with challenges as Autotools does not place the same emphasis on build reproducibility and
hermeticity as Bazel. Even with Bazel keeping the build graph well defined the underlying
toolchain and environment can still be a source of variability causing problems. While widely
used, Autotools also receives its fair share of criticism for introducing complex build steps
and being difficult to understand and debug, something discussed widely in different open
source communities [15].

Autotools does introduce a number of assumptions about the host environment as will be
shown in Section 5.2. One example is the assumptions about paths to different packages and
tools and the way they are available for discovery.

Table 2.1: Comparison between Autotools and Nix

Feature Autotools Nix
Strategy Discovers Declares
Host State Depends on /usr/lib Isolated in /nix/store/hash-*
Environment Searches for dependencies Provides explicit dependency closure
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Figure 2.4: Autotools discovers tools and dependencies by searching standard host paths,
potentially breaking out of the Bazel sandbox.

2.1.7 Containers for Environment Management

Containers are a common approach for providing reproducible runtime, testing, and de-
velopment environments in modern software development. By packaging an application
with its dependencies into an isolated image, containers reduce variability between differ-
ent host systems. However, containers primarily address isolation rather than dependency
transparency: the contents of a container image are typically assembled imperatively, which
means that the provenance and exact versions of included components may not be easily in-
spectable or reproducible from a specification alone. Building trust in container environments
also requires attention to image integrity and the chain from source to deployed artefact [12].

For build environments specifically, containers can freeze a working state but they do
not automatically make that state declarative or composable. A developer can reproduce the
environment by pulling the same image, but understanding or modifying what is inside still
requires inspecting the Dockerfile or image layers. This is the gap that Nix addresses: rather
than freezing a mutable state, Nix builds the environment from a declarative specification,
making the dependency closure explicit and independently reproducible.

Table 2.2 summarises the practical differences that are most relevant for build environ-
ments.

In practice, the two approaches are complementary rather than competing. Nix excels
at making development and build environments transparent and reproducible from source,
while containers remain valuable for deployment isolation and for environments where the
host cannot install Nix. A common pattern is to use Nix to define the environment and then
package it into a container image for deployment using Nix’s dockerTools, combining the
transparency of Nix with the operational familiarity of containers.
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Table 2.2: Practical comparison of Nix shell environments and container-based (Docker) en-
vironments for build use cases.

Aspect Container (Docker) Nix shell
Specification Dockerfile (imperative steps) Nix expression (declarative)
Reproducibility Image hash is reproducible; re-

building from Dockerfile may
not be

Expression + pin always pro-
duces the same environment

Transparency Must inspect layers to see con-
tents

Dependency closure is explicit
in the expression

Composability Layered images; combining two
images is non-trivial

Environments compose by
merging package sets

Developer work-
flow

Enter container; separate filesys-
tem

Remain on host; tools appear on
PATH

Update cost Rebuild and push image Change expression; re-enter
shell

Deployment Direct path to production im-
ages

Can produce container images
via dockerTools

2.1.8 Hermetic and Hybrid Builds

One useful way to classify build environments is to distinguish between hermetic and hybrid
setups. In a hermetic build, all relevant inputs are declared and controlled, so the build
should behave the same regardless of the ambient host state. In a hybrid build, some parts of
the environment are controlled while others still come from the host, a wrapper, or another
external system.

The distinction matters because many real-world projects are hybrid even when they as-
pire to be hermetic. They may use a hermetic build graph, but still depend on system libraries,
shell utilities, or third-party scripts that were not built with the same assumptions. This is a
compromise of the perfect theory compromising with reality and balancing the benefits of
isolation and practical needs of existing infrastructure.

For this thesis, the hermetic-versus-hybrid distinction is useful because it explains why
Nix and Bazel are complementary. Bazel moves the build toward hermeticity at the action
level, while Nix moves the environment toward hermeticity at the toolchain level. A large
industrial project may not become fully hermetic overnight, but it can move in that direction
by reducing the amount of ambient host state that still matters.

2.1.9 Why Large Build Systems Drift

Large build systems tend to drift away from simplicity over time. New dependencies are
added, old toolchains are preserved for compatibility, wrapper scripts accumulate, and ex-
ceptions are introduced to support one-off cases. Each individual change may be reasonable,
but together they create a build environment that is difficult to understand from the outside.

This drift is especially common in long-lived industrial software where many teams share
the same infrastructure. A build that originally depended on a few carefully chosen tools
may eventually depend on a large set of hidden conventions about paths, versions, and exe-
cution order. That makes environment management increasingly important. Nix is attractive
precisely because it tries to replace drifting conventions with explicit declarations.

2.2 Related work

Both Nix and Bazel represent a newer generation of developer toolchains, and the research
base is therefore smaller than for classical build systems. The literature that does exist is still
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highly relevant because it captures both the benefits that motivate adoption and the limita-
tions that appear in practice. The following subsections group that work thematically rather
than by author.

2.2.1 Abandoning Bazel and Next Generation Dev Tools

The paper The Classics Never Go Out of Style: An Empirical Study of Downgrades from Bazel
Build Technology examines real-world cases where projects moved away from Bazel and back
to more classical tooling [1]. That finding is important because it shows that adoption is
not a one-way path toward ever more modern tooling. Even if Bazel offers strong technical
advantages, organizations still weigh migration cost, ecosystem fit, and maintenance burden.
A related case study of Kubernetes quantifies the concrete cost of such a downgrade, showing
that reverting to older build technology introduces its own maintenance overhead [24].

This result provides an interesting perspective. It suggests that the success of a Bazel
+ Nix setup is dependent on whether the combined system is still workable for a large in-
dustrial codebase. Even if the combination might look theoretically elegant this is useless if
it’s not maintainable in the conditions in which the project actually lives. Similarly, recent
work examining Nix adoption challenges identifies usability barriers and ecosystem friction
as practical obstacles even when the theoretical properties are attractive [31].

2.2.2 Bazel Hermeticity

Much of the motivation for combining Bazel with Nix comes from the limits of Bazel’s her-
meticity in practice. Bazel can isolate build actions, but it does not automatically make the
host toolchain, foreign build scripts, or system libraries deterministic. Large build graphs
often still depend on external configure scripts, pkg-config metadata, and wrapper tools that
live outside Bazel’s direct control. The practical consequence is that the build can still leak
assumptions from the host environment even when the target graph itself is well specified.

That observation aligns with the reproducible-builds literature, which shows that con-
trolling the dependency graph is necessary but not always sufficient [21, 20]. In this thesis,
that gap is exactly where Nix fits: Bazel can keep the build graph organized, while Nix can
provide the compiler, libraries, and shell environment that Bazel should see. The two tech-
nologies are therefore complementary rather than redundant.

2.2.3 How Reproducible are Nix Builds?

Work by Malka, Zacchiroli, and Zimmermann demonstrates that Nix functional package
management can reproduce builds at scale, not just in toy cases [20, 21]. This moves the
discussion from anecdotes to measurable evidence. Their results support that explicit envi-
ronment management reduces variation across machines and over time—it’s practical, not
just convenient.

At the same time, the same line of work makes clear that reproducibility is not auto-
matic. The remaining failures are often tied to build-system interactions, pinned toolchains,
or assumptions that still escape the package manager boundary. That is useful for this thesis
because it motivates studying Nix together with Bazel instead of treating Nix as a complete
answer by itself.

2.2.4 Nix and Bazel

The combination of Nix and Bazel has already been explored as a way to reduce transitive
trust in cloud build systems [25]. That line of work is relevant here because it treats the
build pipeline as a chain of trust rather than as a purely local developer concern. For a large
organization, this matters when builds are executed across CI, developer workstations, and
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release infrastructure, each with different security assumptions. The central idea is that ex-
plicit, cryptographically anchored dependencies reduce the need to trust whatever happens
to be installed on the machine that runs the build.

The thesis follows the same intuition in a different setting. Rather than focusing only on
cloud infrastructure, it studies a large industrial Bazel codebase where the host system itself
is part of the problem. Nix is interesting not because it replaces Bazel, but because it narrows
the trust boundary around the build environment.

2.2.5 Large Scale Building / Deployment

Large-scale build and deployment systems introduce coordination problems that are easy to
underestimate from small examples. As codebases grow, the cost of rebuilding, debugging
environment drift, and onboarding new developers all increase, and the value of caching, iso-
lation, and reproducibility increases with them [22]. In that sense, Bazel and Nix are not just
developer tools; they are responses to organizational scale. At companies such as Google, op-
timising build target batching across large monorepos has become a dedicated research area,
with machine learning used to predict resource requirements and batch builds efficiently [27].

For telecom systems, scale also means heterogeneity. Different products, release branches,
and hardware generations can coexist for long periods of time. A build strategy that depends
on a particular workstation image or on a manually curated system package set is therefore
fragile. Nix makes those environments explicit and versioned, reducing inconsistency be-
tween developer machines, CI runners, and release builds.

2.2.6 Yocto for Declarative Linux Distributions

Another relevant declarative system is Yocto, which is commonly used to assemble custom
Linux distributions for embedded devices [14]. Yocto and Nix share the idea that the envi-
ronment should be described rather than manually assembled, but they differ in emphasis.
Yocto is often used to construct a specific image for a target device, while Nix is designed to
make package, shell, and system composition repeatable across many contexts. That differ-
ence is useful when positioning Nix in relation to telecom infrastructure, where development
and deployment environments may need to remain flexible over a long system lifetime.

Yocto and Nix both use declarative environment construction, but Nix is distinctive in
supporting reversible, per-user, per-project environments. This matters in large engineering
organizations where teams work with multiple versions and need to switch quickly without
polluting the host.

Standard distributions such as Debian also provide detailed package management and
dependency resolution, but they manage system-wide mutable state: installing or upgrading
a package affects all users and projects on the machine. They do not support per-project envi-
ronment isolation, cannot pin to an exact transitive package set that is reproducible across ma-
chines without additional tooling, and rely on version ranges rather than content-addressed
store paths. Nix fills this gap by making each environment self-contained, versioned, and
independent of the host system’s global package state.

2.2.7 Comparing Binary Artefacts

Evaluating build reproducibility requires comparing the produced binary artefacts at multi-
ple levels of granularity. A simple cryptographic hash (e.g. SHA-256) provides the strongest
possible assertion: if hashes match, the files are byte-for-byte identical. However, hash com-
parison alone gives no diagnostic information when builds differ. Two binaries can contain
functionally identical machine code yet differ because of embedded timestamps, absolute
paths, linker metadata, or security-hardening instructions inserted by the toolchain [20].
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ELF Structure and Section-Level Analysis

Compiled binaries on Linux follow the Executable and Linkable Format (ELF) [29]. An
ELF file is divided into sections with distinct purposes: .text contains compiled machine
code, .rodata holds read-only data such as string constants, .plt and .got contain linker-
generated stubs for dynamic symbol resolution, and .data stores initialised global variables.
Comparing individual sections independently isolates whether differences come from the
compiled logic, the linker metadata, or the read-only data, which would otherwise be con-
flated in a whole-file comparison.

Symbol and Function-Level Comparison

The symbol table of an ELF binary records function names and their compiled sizes. Compar-
ing symbol sizes across two builds acts as a proxy for compiler-level similarity: if a function
compiles to the same number of bytes under two different environments, the compiler likely
made equivalent optimisation and code-generation decisions.

A more precise analysis disassembles each function and compares the instruction se-
quences. Because the same machine code can be placed at different addresses depending
on link order, a useful comparison normalises address operands (replacing concrete ad-
dresses with placeholders) and compares the resulting mnemonic sequences. This separates
instruction-choice differences from relocation differences.

Hardening and Padding Artefacts

Modern compilers can insert security-hardening instructions such as endbr64 (Intel Control-
flow Enforcement Technology) and alignment padding (nop sequences). These insertions de-
pend on distribution-level compiler flags rather than on source code or optimisation level. A
normalised comparison that strips such instructions reveals whether the core computational
logic differs independently of the host distribution’s security policy.

Relevance to Reproducibility

Layered comparison connects the abstract goal of reproducibility to observable evidence. If
Nix improves build determinism, one expects to see higher similarity at every level: identical
hashes where possible, identical .text sections when hashes differ only in metadata, and
identical normalised mnemonics when .text sections differ only in hardening. Conversely,
differences that persist after normalisation indicate genuine divergence in code generation,
which points to toolchain or environment differences that the build system did not control.

2.2.8 Evaluation in Design Science Research

Evaluation in Design Science Research is a good fit for this thesis because the objective is not
only to describe a phenomenon, but to build and assess an artefact: a Nix-supported build
setup for a Bazel-based large-scale codebase. Peffers et al. describe DSR as a method for
designing and evaluating such artefacts, while Venable et al. provide the FEDS framework
for structuring evaluation episodes [23, 26]. The alignment between DSR and software en-
gineering research more broadly has been reviewed by Engström et al., who find that the
build-and-evaluate pattern is well suited to systems-oriented research questions [7].

The thesis asks practical questions: concrete build environments, benchmarks, and arte-
fact comparisons that can be inspected. FEDS guides deciding what evidence counts at each
stage: early experiments controlled and artificial; later ones closer to the industrial environ-
ment. This is a sensible way to work in a large telecom setting, where direct experimentation
on live production systems is often unrealistic or too risky.

DSR and FEDS ground the evaluation in methodological practice. They justify why the
work builds an artefact, why that artefact should be tested iteratively, and why the results
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should be interpreted in relation to the environment in which the build system is expected to
operate.

From a background perspective, DSR also helps explain why the thesis is not limited to
describing an existing setup. The method assumes that building an artefact can itself generate
knowledge, especially when the artefact is evaluated against real constraints. In this thesis,
that knowledge comes from observing how a Nix-based build environment behaves when
applied to large industrial software under different host conditions.
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3 Methodology and Case Study
Design

3.1 Methodological Frame

The methodology combines an exploratory industrial software-engineering case study with
supporting controlled experiments. The Ericsson migration is the primary evidence source,
and the smaller open-source experiments provide a baseline for separating general Nix be-
haviour from problems that arise only in the industrial setting.

The work follows a design-science pattern of iterative improvement and evaluation. The
first iteration introduces Nix into the existing Bazel-based environment and records the re-
sulting failures and mitigations. The second iteration evaluates a later stabilization step,
where the same setup is pinned to a stable nixpkgs release to separate toolchain-version ef-
fects from structural issues.

The study is mixed-method. Quantitative observations come from build outputs, binary
comparison, timing and leakage analysis. Qualitative observations come from issue catego-
rization, root-cause analysis, and the interpretation of architectural bottlenecks. The aim is
analytical insight rather than statistical generalization. The scope of one large industry and
one open source project will prevent data about problem frequency or larger approach com-
parisons, the goal is instead to provide practical analysis.

The research questions are addressed through this combination of evidence as follows:
RQ1 and RQ2 focus on the migration failures and their architectural causes, RQ3 and RQ4
focus on reproducibility and host-environment leakage in build artefacts, and RQ5 focuses
on changes in dependency traceability and environmental transparency.

3.2 Controlled Experiments

The controlled experiments establish what Nix can do in simpler settings. For this the project
zlib 1 is used as a common baseline. The project already provides building using both CMake
and Bazel and relies on a few well known dependencies that can be provided by Nix or local
package managers. The combination of fewer dependencies and fewer build layers means
less opportunities for hidden host interaction.

1https://github.com/madler/zlib
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The experiment design compares native toolchains with Nix-provided toolchains across
different hosts and toolchain configurations. The comparison uses produced artefacts such
as static and shared libraries to examine both exact reproducibility, where the output is byte-
identical, and weaker forms of reproducibility, where the output is structurally similar but
not identical.

3.2.1 Nix Setup

The Nix setup used npins for locking the used versions of all packages. The pinned version
was NixOS 25.11. The Nix-shell was set up using the following code:

l e t
sources = import ./ npins ;
pkgs = import sources . nixpkgs . outPath {

conf ig = { } ;
over lays = [ ] ;

} ;

in
pkgs . mkShell {

packages = with pkgs ; [
bazel
gcc
b i n u t i l s
gnumake
bash
c o r e u t i l s
d i f f u t i l s
f i n d u t i l s
gawk
gnugrep
gnused
gzip
bzip2
xz
unzip
zip
which
f i l e
patch
p e r l
python3
g i t
cmake

] ;

shellHook = ’ ’
export SOURCE_DATE_EPOCH= ’ ’ $ {SOURCE_DATE_EPOCH: −1}
export BAZEL_USE_CPP_ONLY_TOOLCHAIN=1
echo " Pinned nixpkgs r e v i s i o n : $ { sources . nixpkgs . r e v i s i o n } "
echo " Bazel : $ ( bazel −−vers ion ) "

’ ’ ;
}
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3.2.2 Experimental Environments

The zlib experiments were executed on three Linux environments in order to separate host-
specific effects from toolchain-specific effects. Each host used the same upstream source revi-
sion of zlib, and each configuration produced both the shared library libz.so and the static
library libz.a. The resulting matrix combines native toolchains with a pinned Nix-based
toolchain, allowing the comparison of both build-system behaviour and host variation.

Table 3.1: Host environments used in the zlib experiments.

ID Label Operating system Kernel Hosting

M1 Debian Debian 13 (Trixie) 6.12.74 Virtual machine
M2 Ubuntu Ubuntu 22.04 LTS 6.8.0 Virtual machine
M3 WSL Ubuntu 24.04 LTS 6.6.87 (WSL2) Windows Subsystem for Linux 2

Table 3.2: System toolchains available on each host.

Machine GCC glibc Binutils (ld) CMake

M1 (Debian) 14.2.0 (Debian
14.2.0-19)

2.41 2.44 3.31.6

M2 (Ubuntu) 11.4.0 (Ubuntu
11.4.0-
1ubuntu1~22.04.3)

2.35 2.38 3.22.1

M3 (WSL) 13.3.0 (Ubuntu
13.3.0-
6ubuntu2~24.04.1)

2.39 2.42 3.28.3

Table 3.3: Build configurations compared in the controlled experiments.

Build Machine Build system and compiler Notes

Debian (Bazel + Nix) M1 Bazel 7.4.1 with GCC 13.3.0
from Nix

Built inside nix-shell
-pure with
SOURCE_DATE_EPOCH=315532800.

Debian (Bazel Local) M1 Bazel with system GCC 14.2.0 Native Debian toolchain.
Debian (CMake) M1 CMake 3.31.6 with system GCC

14.2.0
Native Debian toolchain.

Ubuntu (Bazel + Nix) M2 Bazel 7.4.1 with GCC 13.3.0
from Nix

Metadata captured outside the
shell; the build itself used the
pinned Nix toolchain.

Ubuntu (Bazel Local) M2 Bazel with system GCC 11.4.0 Native Ubuntu toolchain.
Ubuntu (CMake) M2 CMake 3.22.1 with system GCC

11.4.0
Native Ubuntu toolchain.

WSL (Bazel + Nix) M3 Bazel 7.4.1 with GCC 13.3.0
from Nix

Built inside nix-shell
-pure.

WSL (Bazel Local) M3 Bazel with system GCC 13.3.0 Native Ubuntu package.
WSL (CMake) M3 CMake 3.28.3 with system GCC

13.3.0
Native Ubuntu package.

The pinned Nix toolchain used for all Bazel + Nix builds was identical across the three
hosts. It provided GCC 13.3.0, glibc 2.40, Binutils 2.43.1, Bazel 7.4.1, and CMake 3.30.5, with
SOURCE_DATE_EPOCH fixed to 315532800 (1 January 1980). This separation makes it possible
to distinguish host-environment variation from differences introduced by the build system
or compiler distribution.
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3.2.3 Comparison of Produced Binary Artefacts

The comparison methodology applies a layered analysis to each pairwise combination of
builds. With nine build configurations (three machines ˆ three build systems), this produces
36 pairwise comparisons per artefact type. The layers progress from the strongest assertion
(byte identity) to increasingly diagnostic metrics that explain why builds differ.

Binary Identity

The first test computes the SHA-256 hash of each artefact. If hashes match, the files are bit-for-
bit identical and no further analysis is needed for that pair. This is the strictest reproducibility
criterion.

Section-Level Byte Comparison

For shared libraries (.so files), individual ELF sections are extracted using objcopy and
compared at the byte level. The metric used is positional byte similarity:

similarity =
number of matching bytes at same offset

max(len( f1), len( f2))
ˆ 100%

The sections compared are .text (compiled machine code), .rodata (read-only data),
.plt (procedure linkage table), .got (global offset table), and .data (initialised variables).
This isolates whether differences originate in the compiled logic itself or in linker-generated
metadata.

Static archives (.a files) cannot be section-compared directly because they are ar contain-
ers of relocatable object files rather than final linked ELF binaries.

Symbol-Level Comparison

Using nm -S -defined-only, the symbol table is extracted from each binary. Two metrics
are computed:

• Symbol overlap (%): The fraction of function names present in both binaries. For iden-
tical source built with different toolchains this is typically 99–100%.

• Symbol size match (%): Of shared symbols, the fraction with identical compiled size in
bytes. This acts as a proxy for whether the compiler made equivalent code-generation
decisions.

Function-Level Disassembly Comparison

Each binary is disassembled using objdump -d and grouped by function name. Functions
are then compared at three levels of strictness:

1. Raw byte match: Literal instruction byte identity. Affected by absolute addresses, link-
time relocations, and instruction encoding choices.

2. Mnemonic match (address-normalised): The textual disassembly is compared after
replacing all address operands with a placeholder (e.g. callq 0x4a30 <deflate>
becomes callq ADDR). This removes differences caused by function placement while
preserving the actual instruction choice and register allocation.

3. Normalised match (hardening-stripped): Same as mnemonic match, but additionally
removing endbr64 instructions (Intel CET), nop padding, and alternative nop encod-
ings (xchg %ax,%ax). This reveals whether the core computational logic is identical
regardless of distribution-level security-hardening flags.
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Stripped Binary Comparison

As a supplementary test, binaries are stripped of non-code metadata and compared:

• strip -strip-debug removes debug information (.debug_* sections) while pre-
serving symbol names.

• strip -strip-all removes all symbols and debug information.

This tests whether non-code metadata (symbol names, DWARF data, embedded build
paths) is the sole source of difference between otherwise identical binaries.

Limitations of the Comparison Method

Byte similarity is positional: if the same code is placed at a different offset (e.g. due to an
extra function earlier in the file), byte similarity drops significantly even though the code is
semantically identical. The function-level comparison addresses this by comparing named
functions independently of their location.

The normalised match may over-count similarity by stripping hardening instructions that
represent a real security-relevant difference between distributions. The mnemonic match
provides the stricter comparison in such cases.

Finally, Bazel and CMake do not use identical default compiler flags (e.g. Bazel adds
-Wno-* flags that can affect code generation). This is a controlled variable in the experiment
design rather than a limitation of the measurement itself.

All pairwise comparisons and metric computations were automated through Python
scripts, with results stored in a structured JSON format and figures generated directly from
the comparison data without manual transformation.

3.3 Ericsson Case Study

The Ericsson case study is the main empirical component of the thesis. It documents an itera-
tive migration from a devcontainer-based setup (a Docker container used as the development
environment) and module-system scripts to a Nix shell integrated with Bazel through gener-
ated configuration, environment propagation, and custom repository rules. The first iteration
is the initial migration described in the project report, and the second iteration is the later
stable-channel adjustment described in the migration note. Together, these two steps show
how the environment changed from an exploratory port to a more constrained configuration.

The analysis uses issue categorization as the main organizing principle. The categories
reflect the report’s central findings: missing packages, Bazel and Nix sandbox conflicts,
toolchain-version incompatibilities, ABI mismatches between host and Nix libraries, and the
effects of third-party wrappers that modify the execution environment. In the later stable-
channel iteration, some of the toolchain-related problems disappeared, which makes the re-
maining issues easier to interpret as structural rather than incidental.

The exact system used at Ericsson was a virtual machine connected to a remotely running
Red Hat Enterprise Linux 7 host with glibc 2.17. This host setup fixes the boundary against
which the Nix-based environment had to operate.

3.3.1 Internal Packages

The Ericsson project uses several internal libraries and tools that cannot be named directly.
The following replacement names are used throughout this thesis:

• Ericsson Project refers to the main project being examined, built and tested in this the-
sis. It is written in C++ and serves as a module in Ericsson’s 5G RAN system. The
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project is built using Bazel with 16 external module dependencies, 4 of which use
rules_foreign_cc to build using external toolchains.

• lib_ipc refers to a direct dependency of the Ericsson project handling inter process com-
munication.

• lib_com refers to a sub dependency used by lib_ipc.

• cte (Custom Test Environment) refers to an internal testing system.

3.3.2 Previous Build Setup

Prior to this work, the Ericsson project used a devcontainer-based environment: a Docker
image provided the compiler and core dependencies, while module-system scripts exposed
additional developer tools. This setup is described in more detail in Section 4.

3.4 Evidence and Interpretation

The case study is supported by build logs, comparison results, and the final state of the inte-
grated build. The most useful evidence is not only whether a build eventually succeeds, but
which classes of failure appear during the migration and what they reveal about the interac-
tion between Bazel, Nix, and the host system.

The evidence is interpreted through the research questions. Repeated failures around
discovery, sandboxing, and library resolution speak to RQ1 and RQ2. Changes in artefact
comparison and build stability speak to RQ3 and RQ4. The changes in dependency handling
and explicit configuration speak to RQ5.

Taken together, the methodology links the design of the migration to the observed out-
comes without assuming that the same result would hold for every industrial codebase.
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4 Ericsson Migration Architecture

The migration is described in three stages: the original Ericsson setup, the initial Nix inte-
gration, and the later stable-channel adjustments. The focus is the architecture of the change:
how the environment was assembled, where the Bazel and Nix boundary was drawn, and
which compatibility shims were required in the industrial setting.

4.1 Provided Project

The project is a larger internal Ericsson codebase, mostly in C++, and built with Bazel. The
previous setup used a devcontainer-based environment: a Docker image provided the com-
piler and core dependencies, and module-system scripts exposed external developer tools.
Dependency access was split across several mechanisms. Some inputs were managed directly
by Bazel, some were built through rules_foreign_cc, and some were reached through
wrapper scripts that assumed mutable host state. The project had evolved over time, so
the resulting build environment combined project-specific dependencies with tools that were
part of Ericsson’s standard infrastructure. As seen in Figure 4.1 there are multiple levels of
dependencies resulting in a more complex build process compared with zlib.

4.2 Design Goals

Reproducibility, compatibility, and developer usability had to be balanced. Preserving the
existing Bazel workflow was important because the objective was not to replace the build
system from scratch. The aim was to improve the environment around that build system so
that the same sources could be built in a more controlled and predictable way.

At the same time, the design had to make the toolchain and dependency set explicit
through Nix. This was useful not only for reproducibility, but also for understanding what
the build actually depended on. Declaring the environment explicitly makes version changes,
cache behaviour, and host differences easier to reason about.

Keeping non-Nix workflows usable mattered because the thesis needed a baseline for
comparison, and industrial setups cannot assume that every developer switches at once. The
design therefore preserves the existing workflow where possible and introduces Nix as an
additional layer rather than a replacement.
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Figure 4.1: The original dependency and build graph of the Ericsson project. Focus is placed
on the libraries built by Bazel using rules_foreign_cc while libraries pulled from Bazel
registry or provided by the container image are simplified.

Finally, the integration had to reduce hidden coupling to host libraries and wrapper
scripts without becoming more complex than the system it replaced. The central trade-off
is that Nix should make the environment clearer and more stable, but it should not introduce
so much friction that the result becomes harder to maintain than the original setup.

4.3 Integration Strategy

The integration strategy is layered. Nix defines the environment and provides toolchains,
while Bazel continues to control the build graph and build actions. The division matters be-
cause both tools keep their strengths instead of forcing one to solve everything: Nix adds
explicitness and environment control, and Bazel adds graph structure, caching, and familiar-
ity.

This layered model also matches the practical reality of the project. The build already had
a history and a set of expectations, so the environment is adapted around that history rather
than forced into a clean-sheet rewrite. In a large industrial codebase, that kind of incremental
strategy is a practical way to introduce change without discarding the existing build model.
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4.3.1 Environment Provisioning

A pure Bazel approach keeps all dependencies outside Nix and relies only on Bazel-managed
inputs. That option is attractive from the perspective of minimal change, but it leaves the
host environment mostly untouched, which means the thesis would not address the repro-
ducibility problems that motivated the work in the first place.

A pure Nix approach moves the full build environment into Nix and minimizes reliance
on host tools. That option offers the strongest theoretical control, but it can be difficult to ap-
ply directly to a mature industrial project with existing scripts, wrappers, and foreign build-
system dependencies. In other words, it may solve the end state while ignoring the cost of
getting there.

The hybrid approach was most realistic because it matched the existing codebase and
allowed gradual transition instead of a full rewrite. Nix supplied the toolchain and depen-
dencies, while Bazel orchestrated the build. This provided a realistic environment to measure
improvements and remaining difficulties.

4.3.2 Boundary Between Nix and Host State

The architecture had to define where the Nix-controlled environment ended and where the
host still mattered. That boundary affected whether the build remained reproducible or acci-
dentally picked up system libraries and scripts. For that reason the environment was docu-
mented in terms of which inputs came from the Nix store, which were generated locally, and
which remained provided by the host system.

Figure 4.2 captures that boundary: Nix supplies the environment, Bazel executes inside
the sandbox, and host state still leaks in when wrapper scripts or foreign build systems reach
outside the controlled path. The difference from a conventional layered setup is that Nix
makes the environment itself a versioned, inspectable artefact: the exact toolchain, library
versions, and tool paths are derived from a declarative specification rather than being what-
ever happens to be installed on the host. This means that when problems arise, the boundary
between controlled and uncontrolled inputs is explicit rather than hidden. If the boundary is
left implicit, the build may appear to work while still depending on machine-specific details
that are hard to observe. Making it explicit clarifies which problems Nix is solving and which
problems still come from the surrounding platform.

4.3.3 Generated Bazel Configuration

The Nix shell generates a Bazel configuration file at entry time so that store paths and tool
locations can be baked in dynamically rather than committed to the repository. This avoids
brittle references to hashed Nix store paths and keeps non-Nix workflows unaffected through
Bazel’s optional import mechanism.

4.3.4 Stable-Channel Adjustments

The later migration step pinned nixpkgs to a stable release and aligned the surrounding con-
figuration with that choice. In practice, this meant lowering the Bazel version to match the
packages available in the stable channel, simplifying the shell package set, and removing
workarounds that were only needed for the newer toolchain versions used in the first itera-
tion.

More specifically, the stable-channel configuration removed the GCC 15 and Python-
version workarounds that were required in the initial migration, while keeping the host-
boundary controls that addressed sandbox visibility, package discovery, and PATH propaga-
tion. This made the environment simpler without changing the underlying architecture of
the Bazel and Nix split.
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Figure 4.2: The build architecture of the modified Ericsson project. Nix provisions dependen-
cies and tools that are then used in the Bazel sandbox, but this also creates a risk that local
host tools are used unexpectedly and the build becomes less hermetic.

4.3.5 Repository Rules and Dependency Exposure

Some external components are integrated through repository rules so that Bazel can see them
as explicit build inputs instead of as loosely available files on the host. This is especially rel-
evant for tracing and instrumentation libraries, where the build system needs a stable repre-
sentation of the headers and link inputs rather than a hand-maintained symlink arrangement.

4.3.6 PATH and Sandbox Trade-offs

The architecture intentionally exposes one controlled exception to strict hermeticity: PATH
propagation for the Bazel action environment. This trade-off is necessary because the Nix-
provided toolchain lives in non-standard locations and several build steps still rely on shell-
level discovery. It functions as a pragmatic compatibility layer rather than an ideal end state.

Changing this would require a more invasive refactor, including abandoning the current
build system and moving away from the current way of building. That would be a different
architecture from the one evaluated in this thesis.
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5 Evaluation and Results

This chapter evaluates the Nix integration using the methodology described earlier. It com-
bines controlled open-source experiments with the Ericsson migration case study to show
where the environment becomes more reproducible and where integration problems remain
after the toolchain is made explicit.

5.1 Evaluation Method

The evaluation is grouped into three parts. First, reproducibility metrics assess whether the
same inputs lead to the same outputs across different machines and build contexts. Sec-
ond, performance and usability metrics capture the cost of using Nix alongside Bazel. Third,
migration-complexity observations trace the practical work required to make the setup usable
in the industrial case.

The reproducibility analysis uses binary comparison, structural similarity, and leakage
indicators such as embedded paths, timestamps, build IDs, and linker metadata. The per-
formance analysis focuses on cold-build and incremental-build behaviour. The migration
analysis groups observed issues by cause so that the Ericsson case can be read as a sequence
of boundary failures rather than a flat list of errors. This is consistent with prior work show-
ing that dependency-related build failures are often best understood through graph-based
categorization [10].

5.2 Results

5.2.1 Open Source Projects

The controlled experiments on zlib suggest that Nix integration can be stable when depen-
dency graphs are simple. These open-source results form a preliminary baseline for interpret-
ing the later Ericsson case. The jump in complexity makes extrapolating data less relevant
than drawing complementary insights.

Figures 5.2 and 5.3 summarize the reproducibility results at a glance, while Figures 5.1,
5.4, and 5.5 provide finer-grained comparisons across functions and ELF sections. Figures 5.7
and 5.6 show size-based structure in the generated binaries, and Figure 5.8 compares exact
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mnemonic matching with the normalized metric used in the analysis. Figure 5.9 shows both
cold start and incremental build speed to examine the developer experience.

Figure 5.1: Function-level similarity heatmap after normalization of addresses and padding.
Each cell shows the percentage of shared functions with identical assembly between two
builds.

What Figure 5.1 shows confirms some natural assumptions about Nix effect for repro-
ducibility. As shown all Nix + Bazel systems reach a 100% match for functions. What is also
interesting to note is one of the Bazel only cases (Debian) also reaching 100% while the other
two fail this. The CMake cases all have differences not only against the Bazel builds but also
compared with each other.

Figure 5.2 shows the SHA-256 identity matrix for the controlled builds. Only the Nix-
pinned Bazel builds form a fully identical cluster; out of the 36 .so pairwise comparisons only
three pairs are byte-identical. The corresponding function-level heatmap in Figure 5.1 shows
a clear cluster of near-100% similarity for those Nix builds, while other build pairs typically
lie in the 30–67% range. Comparing the function and SHA-256 based comparisons we can see
that the Debian Bazel case does in fact have differences compared with the Nix builds.

Figure 5.3 presents cross-machine reproducibility. The Nix-pinned configuration attains
100% reproducibility across host pairs, whereas Bazel with the system compiler and CMake
configurations show substantial cross-machine variation (roughly 32–67% depending on the
pair).

Figure 5.4 isolates specific sources of divergence. When the comparison varies only a
recent compiler minor version (GCC 14.2 vs 13.3) similarity remains near 99.6%. Larger
compiler-version differences (GCC 11.4 vs 13.3) reduce similarity to approximately 64%.
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Figure 5.2: SHA-256 identity matrix for the controlled builds. Green cells indicate byte-
identical shared libraries, and red cells indicate differing binaries.

Changing the build system (Bazel vs CMake) yields still lower reproducibility (about 42%),
while the Nix-pinned baseline remains at 100%.

Figure 5.6 reports .text section sizes across builds. All builds produce .text sections within
a narrow range indicating comparable optimisation levels. The per-section comparison in
Figure 5.5 shows that the .text section is the most variable, whereas .rodata is relatively stable
and linking metadata sections (.plt, .got) can differ even when code sections are similar.

Figure 5.7 presents symbol-size agreement: pairs built with the same compiler version
reach the 91–97% range of identical symbol sizes, whereas cross-compiler comparison pairs
fall to the much lower 16–18% range. The indication here is that the used toolchain (gcc
version) strongly trumps buildsystem or other factors.

Figure 5.8 compares exact mnemonic matching with a normalized metric that removes
‘endbr64‘ prologues and padding (nop instructions). Normalization increases measured sim-
ilarity in several comparisons indicating functional similarity. The inclusion of extra data and
padding for some results might be dependent on compiler or used flags. The results indicate
that naive direct byte by byte comparison easily can over factor non functional data.

The build time data as shown in Figure 5.9 reveals several factors. The older CMake builds
are faster in both sequential single-core mode and parallelized using the -j flag. This result
is in line with previous expectations as Bazel represents a much larger overhead building the
dependency graph and managing the sandbox. The more surprising result is the difference
between the Bazel build timings with the Nix-managed instances being consistently faster.
The difference is relatively small, especially for the incremental build which makes the actual
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Figure 5.3: Cross-machine reproducibility for the three build configurations. Each bar shows
one cross-machine pair for the Nix-pinned, Bazel-local, or CMake configuration.

result less reliable, but it is still an interesting observation that will be discussed further in the
Discussion chapter.

5.2.2 Ericsson Internal Project

The Ericsson migration produced the strongest findings. The project comprised 228 build tar-
gets, 42 unit test targets, and a mix of Bazel modules and Autotools-based dependencies built
through rules_foreign_cc. The migration surfaced a sequence of problems ranging from
missing packages to a fundamental glibc ABI mismatch between Nix-provided toolchains
and host-system libraries.

The migration is discussed in two passes: first the initial unstable setup, then the later
stable-channel version that removes version-driven workarounds while leaving the host-
boundary issues in place.

First Iteration: Unstable Nix Setup

The first iteration corresponds to the initial migration described in the project report. It used
nixpkgs-unstable with GCC 15, glibc 2.42, and Python 3.15, together with the Bazel and sand-
box workarounds required to make the hybrid environment function on the RHEL 7 host.

Table 5.1 gives a summary of the main data points, challenges and results during the
migration process.

The dominant result is that the hardest problems were not simple dependency declara-
tions. They were boundary problems: sandbox visibility, pkg-config discovery, toolchain
version drift, wrapper scripts that reset PATH, and host libraries that were ABI-incompatible
with the Nix toolchain. These issues explain why the Ericsson migration required consider-
ably more effort than the controlled open-source examples.

The build and test suite run under Nix, while non-Nix workflows remain possible through
optional Bazel imports. This is migration success, not a purely Nix system.
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Figure 5.4: Controlled comparisons isolating three variables: toolchain pinning, GCC version,
and build-system choice. The bars report the similarity score for each comparison pair.

Figure 5.5: Per-section byte similarity for representative build pairs. The comparison covers
the .text, .rodata, .plt, and .got sections.

The most useful way to group the remaining issues is by failure mode rather than by file
or package. Simple missing dependencies were quick to resolve. Sandbox visibility and path
propagation problems were moderate. Toolchain-version mismatches and ABI conflicts were
the expensive cases because they required understanding how Nix, Bazel, the host operating
system, and foreign build systems all interacted. Figure 5.11 summarizes the resulting build
graph after the migration, and Figure 5.10 shows how the configure-time discovery step can
still lead to a failing link step when the wrong library path is propagated.
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Figure 5.6: Sizes of the executable .text section for each build configuration. The figure is used
to compare code-section size across the experimental matrix.

Aspect Observed result Interpretation
Build scope 228 build targets and 42

unit test targets
Large enough to expose cross-
cutting dependency and environ-
ment issues

Migration difficulty 15 distinct technical prob-
lems across five categories

The hard work was concentrated in
boundary conditions, not in the Nix
syntax itself

Main friction point rules_foreign_cc plus
Autotools discovery

Configure-time probing conflicts
with explicit environment manage-
ment

Hardest failure class glibc ABI mismatch be-
tween Nix and host li-
braries

Hybrid builds can succeed locally
while still failing at link time

Final build state bazel build //...
and bazel test
-config=unittest
//... succeed

The migration is operationally suc-
cessful even though it remains a hy-
brid setup

Performance outcome Roughly 3-second incre-
mental rebuilds and about
7-minute cold builds

The Nix-supported setup remains
practical for development use

Table 5.1: Summary of the Ericsson migration results

Second Iteration: Stable Nix Setup

The second iteration pinned nixpkgs to a stable release and aligned the surrounding con-
figuration with that choice. Compared with the first iteration, this reduced the number of
version-driven workarounds while keeping the same hybrid Bazel and Nix architecture.

In this version, the toolchain changed to GCC 13, glibc 2.38, and Python 3.11, and the Bazel
version was aligned to 8.4.2. The direct effect was that three toolchain-specific workarounds
from the first iteration were no longer needed: the C23 workaround, the explicit Python 3.11
pin, and the header fix for the newer liburcu behaviour reported in the unstable setup.
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Figure 5.7: Heatmap of shared function symbols with identical sizes across build pairs.
Higher values indicate that more functions compile to the same output size.

The stable-channel build still required the host-boundary controls that address sandbox
visibility, package discovery, and PATH propagation. The remaining problems were therefore
not removed by pinning the channel; they were the structural issues caused by the Bazel, Nix,
and host-system boundary.

Aspect First iteration Stable iteration
Nix channel nixpkgs-unstable Stable nixpkgs release
Toolchain GCC 15, glibc 2.42, Python 3.15 GCC 13, glibc 2.38, Python 3.11
Bazel version 8.5.0 8.4.2
Version-driven
workarounds

Required Removed

Host-boundary
workarounds

Required Required

Outcome Functional hybrid build with
more migration friction

Functional hybrid build with
fewer version-related adjust-
ments

Table 5.2: Comparison of the two Ericsson migration iterations

This second iteration isolates the remaining friction. The stable channel reduced varia-
tion caused by newer toolchain defaults, but it did not remove the deeper integration issues
created by foreign build-system discovery and the old RHEL 7 host.
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Figure 5.8: Comparison of exact mnemonic matching and normalized matching after remov-
ing endbr64 instructions and nop padding. The paired bars show the effect of normalization
on the same build comparisons.

Figure 5.9: Build timing on the WSL Ubuntu host, averaged over multiple runs. The figure
reports the cold-build and incremental-build measurements used in the evaluation.

5.2.3 Encountered Errors and Their Solutions

The detailed error taxonomy below stays with the first iteration of the Ericsson migration,
because the stable run primarily changes the toolchain version and removes several version-
driven workarounds rather than introducing a different class of failure.

The Ericsson migration surfaced 15 distinct technical problems spanning five categories.
Rather than listing them chronologically, we organize them by root cause to reveal which
problems are boundary-agnostic, which are inherent to Nix+Bazel integration, and which are
unique to hybrid industrial environments.
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Missing Packages and Headers (Baseline)

These problems are straightforward configuration: valgrind, Autotools (autoconf/au-
tomake/libtool), jansson, and readline were not in the Nix shell or not on the include path.
They were straightforward to solve by having Nix provide the missing dependency. Build
errors were relatively direct and easy to parse. One point to note is that Nix often provides
a specific version by default, so matching the exact version used by the project is not always
obvious.

Sandbox Visibility and PATH Propagation (Nix+Bazel Tension)

These six problems arise from the fundamental mismatch between Bazel’s sandboxing (iso-
lated filesystem, no /nix/store access) and Nix’s location model (tools and libraries in
content-addressed store paths):

• lttng-ust headers invisible to sandbox: Required -sandbox_add_mount_pair=/nix/store
plus a custom Bazel repository rule to dynamically generate a cc_library from Nix
store paths.

• Transitive dependencies across store paths: liburcu lives at a different Nix store path than
lttng-ust; the repository rule must include both rather than relying on system header
search paths.

• Bash not in sandbox PATH: Wrapper scripts using #!/usr/bin/env bash
fail. Solved via -action_env=PATH (Nix tooling aware PATH) and optional
-sandbox_add_mount_pair=/usr/bin.

• Configure-time discovery blocked: rules_foreign_cc runs Autotools config-
ure inside the sandbox. Without explicit -action_env=LIBRARY_PATH,
-action_env=C_INCLUDE_PATH, configure tests fail.

• aclocal macro search path not set: -action_env=ACLOCAL_PATH needed for m4 macros
from libtool and pkg-config.

• pkg-config macros for PKG_CHECK_MODULES missing: Without pkg-config m4 files in
ACLOCAL_PATH, autoconf macro expansion fails at syntax check.

Key insight: These problems are inherent to any Nix+Bazel project but solvable with
known patterns (mount pairs, repository rules, action env passthrough). The friction isn’t
just inconvenient—it’s a real architectural tension: Bazel’s hermetic sandbox and Nix’s non-
standard paths genuinely conflict. Once you understand the model, solutions follow.

Toolchain Version and Language Standard Conflicts

Nix provides relatively new toolchains (GCC 15, Python 3.12+) that can be incompatible with
older codebases. These problems are not inherent to Nix+Bazel integration, but they are
common when using bleeding-edge Nix channels with legacy code:

• GCC 15 defaults to C23: where bool is a keyword. Older code declaring gboolean
bool; causes a compiler error. Solved via -conlyopt=-std=gnu17.

• Python imp module removed in 3.12: The xcm Autotools build uses this module. Solved
by downgrading to Python 3.11.

• C++ templates in C-linkage headers: liburcu 0.15.6 introduced C++ templates, but code
wrapped lttng includes in extern "C", which forbids template instantiation. Solved
by moving the guard.
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Key insight: These are specific to using nixpkgs-unstable. A stable release (e.g., NixOS
25.11) would have avoided all three. This suggests that production Nix adoption should
pin to stable releases, not bleeding-edge channels. The boundary here is temporal: version
compatibility between toolchain and old code.

ABI Incompatibility Between Nix and Host System Libraries

The single most expensive problem. On RHEL 7 (glibc 2.17) with Nix’s GCC 15 (glibc
2.42), system libraries like /usr/lib64/libglib-2.0.so are ABI-incompatible with Nix’s
libstdc++:

• Undefined symbol references at link time: The rules_foreign_cc configure script finds
system glib, uses it, but link-time requires glibc 2.34+ symbols not present in the system
library. The error is invisible until linking.

Solution: block system pkgconfig directories (-sandbox_block_path), ensuring that
rules_foreign_cc can only find Nix-provided dependencies. Fallback: explicitly set
GLIB_CFLAGS/GLIB_LIBS and NIX_LDFLAGS.

Key insight: This problem is specific to hybrid environments where Nix coexists with old
system libraries. It does not exist in pure Nix builds, pure containers, or NixOS (where system
and Nix glibc versions match). This is the fundamental boundary condition that makes large
industrial Nix adoption hard: convenience of hybrid development environments comes at
the cost of version-gap problems invisible until runtime. The solution required examining
multiple layers (Nix, Bazel and host system).

Environment Composition Breaks

When third-party wrappers (test harnesses, build orchestration) internally reset the environ-
ment:

• Test infrastructure resets PATH: The @cte//:sdk_run wrapper sets up lttng tracing
but internally resets PATH, eliminating Nix tools. Tests fail with lttng-sessiond:
command not found. Solved by bypassing the wrapper with -run_under=env.

Key insight: This isn’t unique to Nix, but Nix migration exposed it. The wrapper was
built for devcontainers, where resetting PATH doesn’t hurt. With Nix, it breaks. For large
codebases: don’t reset PATH in wrappers. Use explicit tool invocations or make wrappers
environment-aware. The mismatch was the wrapper assuming dependencies lived in the
system PATH, while Nix provides them from its store.

Summary: Problems defining the Boundary

Of the 15 problems, only the first two categories (missing packages, sandbox visibility) are
present in any Nix migration. The remaining three emerge when combining old code/as-
sumptions, hybrid environments and third-party build infrastructure:

• Boundary-agnostic: Configuration tasks (packages, include paths). Predictable cost, lin-
ear with number of dependencies.

• Boundary-hard: ABI incompatibility on old-glibc hosts. Higher cost requiring more de-
bugging and iteration. Not easy to discover early requiring things to break to be no-
ticed.

• Boundary-organizational: PATH-resetting wrappers. Specific to projects with rigid build
infrastructure or other similar assumptions.
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Migration difficulty is determined by entanglement depth between Nix, Bazel, Autotools,
and host state—not repository size or package count. Smaller, cleaner projects avoid bound-
ary problems. Older, larger codebases naturally accumulate harder boundary conditions.

5.2.4 Larger Trends

The combined results support a broader claim: migration difficulty is not determined pri-
marily by repository size, but by architectural boundaries. The more a project depends on
Autotools discovery, wrapper scripts, and mixed host/Nix libraries, the more likely it is to
expose hidden incompatibilities. In contrast, smaller and cleaner projects tend to integrate
with Nix with far fewer changes.

5.3 Summary of Results

Taken together, the results indicate that Nix improves reproducibility and transparency when
the build boundary is simple, but that hybrid industrial environments expose a different need
of work. In the Ericsson case, the main cost came from interoperability between Bazel, Nix,
Autotools, and legacy system libraries. The results therefore support the central argument
that the real challenge is not dependency specification alone, but making competing build
assumptions coexist.

The open-source figures indicate that controlled builds can be compared meaningfully by
direct similarity measures and by inspection of differing files in simple projects. The value of
those experiments is not just the final match score, but their utility as diagnostics when the
system is simple enough to reason about.

The Ericsson table and discussion show a different pattern: the practical cost of migration
is dominated by a small number of boundary failures, especially the glibc mismatch and the
interaction between Bazel sandboxing and foreign build systems.

38



5.3. Summary of Results

Figure 5.10: The errors caused by Autotools come from a multi-step process where the wrong
library paths are found and later sent to the linker
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5.3. Summary of Results

Figure 5.11: The modified dependency and build graph for the Ericsson project, showing
both the cases where rules_foreign_cc escapes the sandbox and the corrected version.
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6 Discussion

The results provide new empirical data for reproducibility work targeting large software sys-
tems and how they might evolve to incorporate tools such as Nix. While the Ericsson case
is limited in scope, it still offers a useful baseline for broader observations and future explo-
ration. The produced results help answer the posed research questions while helping make
more general observations. Possible future expansions are also discussed together with the
implications for practitioners and researchers as well as in a wider social, ethical and envi-
ronmental context.

6.1 Interpretation of Results

A key finding of this work was that project size is a weak predictor of migration difficulty.
The open-source experiments suggest Nix works well in simpler environments, while the Er-
icsson case suggests that the hard work appears at the boundary between Bazel, Nix, the host
OS, and foreign builds. Repository size still matters, but it is less important than incompatible
assumptions about tool discovery and library linking. The "industry scale" Ericsson project
becomes difficult when those assumptions collide rather than simply because it is large.

This is consistent with the background chapter’s distinction between hermetic and hy-
brid builds. Bazel can enforce structure at the action level, but it cannot by itself resolve the
assumptions embedded in foreign build systems or in host-provided libraries. The thesis re-
sults therefore suggest that the architectural boundary is the true unit of analysis rather than
the raw line count of the repository.

6.1.1 Bazel Foreign Rules

The Ericsson case also introduces the use of rules_foreign_cc as a central mechanism.
The tool is useful because it lets Bazel consume non-Bazel dependencies, but it also imports
the configure-time probing model of Autotools into a sandboxed build. That is where the
difficult problems appeared: path handling, package discovery, and link-time ABI conflicts.

The conflict here was centered on path assumptions and package discovery after Nix
changed where tools and libraries were located. Symlinked tools did not fit the normal search
method, and some problems only appeared at link time when those assumptions reached the
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6.2. Research Questions

final build step. This created infrastructure debt in the form of specialized configuration and
a higher risk that similar fixes would be needed for additional dependencies later.

6.2 Research Questions

The following subsections restate the research questions and summarize how the results an-
swer each one. The purpose is not only to report what was observed, but also to show how
the Ericsson case and the controlled experiments fit into a broader understanding of Nix
adoption in industrial settings.

6.2.1 RQ1: Technical Barriers

RQ1 asked what the primary technical barriers are when integrating Nix into a large indus-
trial Bazel-based C++ project. The answer is that the barriers are concentrated in dependency
discovery, sandbox visibility, ABI compatibility, and environment-resetting wrappers rather
than in Nix syntax itself. The Ericsson case showed that these issues arise where Bazel, Nix,
Autotools, and the host system make different assumptions about how tools and libraries are
found.

In a broader context, this means that the main cost of Nix adoption is not defining a pack-
age set, but aligning the build boundary with the assumptions already embedded in the code-
base and its surrounding infrastructure.

6.2.2 RQ2: Migration Complexity

RQ2 asked which architectural characteristics contribute most strongly to Nix migration
complexity. The results show that repository size matters less than the number and depth
of boundary crossings. Projects become harder when they depend on foreign build sys-
tems, wrappers that modify the environment, and host libraries that do not match the Nix
toolchain.

The broader implication is that migration complexity should be analyzed as a property of
the build architecture. A smaller project with the wrong boundary conditions can be harder
to migrate than a larger project with cleaner dependency handling.

6.2.3 RQ3: Reproducibility Gains

RQ3 asked to what extent integrating Nix with Bazel improves build reproducibility across
heterogeneous host environments. The controlled experiments and the Ericsson case both
suggest that Nix improves reproducibility and makes dependency composition clearer, but
it does not remove all variation in a hybrid setup. The open-source experiments provide a
baseline effect in simpler settings, while the Ericsson case indicates that reproducibility gains
are limited by the remaining host dependencies and build-system assumptions.

The broader point is that Nix is most effective when the environment boundary is already
clear. In hybrid settings, it improves reproducibility, but the remaining host coupling still
needs to be managed explicitly.

6.2.4 RQ4: Host-Environment Leakage

RQ4 asked which classes of build artefacts remain susceptible to host-environment leakage in
Nix and Bazel builds. In the Ericsson migration we observed instances consistent with leak-
age (for example: embedded paths and link-time path resolution), but these observations are
case-specific and do not by themselves establish prevalence across other projects. The zlib ex-
ploration did show stronger indication of how produced artifacts might differ. Especially the
findings with normalized data shows how appended extra functionality might affect more
than actual compile time differences.
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6.3. The Two Nix Iterations

While the analysis provided a strong basis for this study there is still much space for
future work. One specific area is an increase in scope focusing on large scale data gathering
and automated analysis in order to draw more generalized conclusions.

6.2.5 RQ5: Dependency Traceability

RQ5 asked how Nix affects dependency traceability and environmental transparency in
Bazel-based builds. The answer is that Nix makes dependency provenance more explicit
by forcing the environment, the toolchain, and the package set to be defined more directly.
That does not remove all manual work, but it does make the dependency structure easier to
inspect and reason about.

In a wider context, this matters for debugging, auditing, and supply-chain transparency.
Even when workarounds remain necessary, the build is more legible because the source of
each dependency is more visible.

6.3 The Two Nix Iterations

The Ericsson migration was done in two iterations with the first using nix-unstable as a
source while the second iteration pinned to a stable release (NixOS 25.11). The first itera-
tion was more exploratory and faced more technical barriers due to its use of newer package
versions. The second version could avoid some of these challenges due to its use of older
Python and GCC versions that were compatible with existing libraries and build scripts.

Iteration 1: exploratory (nixpkgs-unstable)

• Toolchain: GCC 15, glibc 2.42, recent Python.

• Effect: surfaced many toolchain-driven incompatibilities quickly.

• Pros: fast discovery of version mismatches.

• Cons: extra noise and short-term fixes specific to the unstable channel.

The unstable run made it easy to find compiler and library mismatches. Many fixes were
fast but tied to the newer toolchain. These fixes helped form mitigation patterns but did not
remove deeper integration problems.

Iteration 2: pinned stable channel

• Toolchain: GCC 13, glibc 2.38, Python 3.11 (stable channel).

• Effect: removed several version-driven workarounds.

• Remaining issues: sandbox visibility, pkg-config discovery, and ABI gaps persisted.

Pinning made subsequent debugging focus on host-boundary issues. It reduced transient
noise and rework. It did not remove ABI mismatches or sandbox/path problems that come
from the hybrid environment. The older tools provided by the stable channel essentially
sidestepped some problems instead of really solving them. Any upgrade to later repository
versions would risk reintroducing the errors again. This does still present a working cur-
rent version making the adoption journey faster. Future real migrations might even consider
using older release versions as stepping points in order to avoid a too aggressive upgrade
path.
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6.4 Methodological Limits

The study has several limitations. The Ericsson case is a single industrial project, so the con-
clusions are strongest as an analytical case study rather than as a statistical generalization. Ef-
fort estimates are approximate and depend on the specific migration context. The controlled
experiments are also intentionally limited in scope, so they demonstrate baseline behaviour
rather than a full survey of all possible Nix/Bazel interactions.

From the perspective of replicability, the method seeks to be reasonably clear: the build en-
vironment, toolchain choices, and migration steps are concrete enough for another researcher
to follow. The natural limitation is use of internal Ericsson projects limiting both exact data
and ability for reproduction of the exact case. Reproduction on another system might find
similar problems but results are expected to very widely. Validity is stronger for the claim
that the discovered issues were real migration barriers, but weaker for any claim that these
exact effort ratios would transfer unchanged to other organizations.

The source base is also intentionally narrow. That is appropriate for an industrial case
study, but it means the discussion should be cautious when drawing broader conclusions
about the entire ecosystem. The most defensible generalization is about architectural charac-
teristics, not about one specific organization. In other words, the thesis supports a pattern-
based conclusion: hybrid environments with wrapper scripts, Autotools discovery, and host-
library leakage are intrinsically harder to stabilize than environments where the build bound-
ary is already explicit.

6.5 Wider Context

The work has direct relevance to infrastructure reliability, supply-chain transparency, and
maintaining long-lived industrial software. Better build reproducibility helps audit depen-
dencies, reproduce defects, and reduce accidental coupling to undocumented host state.
Modernization gets expensive when legacy systems and third-party wrappers are embedded
in the development process.

The comparison between Nix and container-based workflows is also useful here. Con-
tainers can isolate the runtime image, but they do not automatically make build inputs more
transparent or dependency discovery more explicit. Nix offers more provenance and com-
posability, but it is less forgiving when the build expects traditional system paths. The Eric-
sson case shows that the choice is not simply between “good” and “bad” environments, but
between different trade-offs in transparency, composability, and operational effort.

Reproducible build environments support operational resilience for organizations main-
taining software long-term. The thesis doesn’t claim Nix eliminates complexity—it makes
complexity visible enough to reason about, classify, and reduce.

6.5.1 Environmental and Social Implications

More effective builds can reduce wasted compute by avoiding repeated failed builds and de-
ployment attempts, although the direct energy savings are likely modest. The larger impact
is operational: fewer failures reduce wasted time, lower support cost, and make delivery
pipelines more predictable. For a company such as Ericsson, that can matter because build
instability can affect development throughput and the reliability of downstream delivery pro-
cesses.

Another impact is developer productivity. When the build environment is reproducible
and easier to diagnose, teams can spend less time on infrastructure issues and more time on
the software itself.

Requirements on secure software development are increasingly coming from both indus-
try and legal entities such as the European Union. This includes requirements on supply
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chain security and software transparency [17]. The EU’s NIS 2 Directive [8] imposes cyber-
security risk-management obligations on entities operating critical infrastructure, including
requirements for supply-chain security and incident reporting. The Cyber Resilience Act [9]
goes further by requiring that products with digital elements demonstrate secure develop-
ment practices, vulnerability handling, and the ability to provide software bills of materials
(SBOMs) throughout the product lifecycle. The work in this thesis contributes to the under-
standing of how to achieve better reproducibility and transparency in large industrial code-
bases, which is relevant for meeting these emerging requirements. These demands are not
simply regulatory but needed for resilient infrastructure to support society at large.

While the thesis topic does not tie directly to ethical concerns there are still some impli-
cations and considerations to be raised. This becomes especially true when it comes to real-
world software delivered at a global scale and as part of critical infrastructure. The failure
of clean, secure and reproducible systems could have large effects with dire consequences.
Technologies such as remote surgery or self-driving cars and drones mean that failures could
directly impact human lives. The security of networked systems is therefore quickly becom-
ing a more direct matter of public safety.

6.6 Future Work

6.6.1 More Industry Cases

While Ericsson’s codebase provided strong insight there is still much value in expanding
into other similar cases. This would help identify larger trends and make more generalized
statements.

6.6.2 Better Binary Comparison

The binary comparison methodology used in this thesis could be extended with additional
structural analysis. In particular, DWARF debug information inspection would reveal em-
bedded source paths and compilation directories, build-ID comparison would detect changes
in linker configuration, and RPATH analysis would expose differences in runtime library
search paths. These additional layers would provide a more complete picture of where host-
environment leakage enters the final artefact and whether the remaining differences are cos-
metic (metadata) or functional (code generation).

6.6.3 Additional Scale

While the Ericsson project provides a valid baseline, a broader and more systematic study
would provide stronger evidence. It would also help separate project-specific friction from
recurring integration patterns.

6.6.4 Distributed Building and Nix Deployment

This work focused on local builds in order to create and validate an environment provided by
Nix. In practice, organizations such as Ericsson also rely on build, testing, and deployment
servers, so the same environment or a close variant will eventually need to be reproduced
across multiple machines.

One option is to let each server evaluate the Nix expression locally. That is simple and
keeps the configuration explicit, but it duplicates setup work and can become expensive to
maintain at scale. Another option is to share a common Nix store or distributed cache. That
can reduce duplication, but it requires more coordination and infrastructure.

A third option is to package the environment into a deployable image, such as a container
or VM image. That makes the environment more self-contained, which can be useful for
repeatable builds and deployment, but it also reduces flexibility when updates are needed.
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The best choice depends on whether the priority is local flexibility, infrastructure efficiency,
or repeatable deployment.

6.6.5 Nix and Containerization

Nix and containerization are both approaches for creating specific environments, so they can
appear to compete. In practice, they can also be complementary. Nix can be used to create an
environment that is then packaged into a container image. That combines Nix’s reproducibil-
ity and dependency management with the portability and isolation of containers.

Nix can also be used directly to produce a container image, which makes it a practical
way to deliver the same environment to multiple locations. That is a relevant direction for
future study, especially where the same build or test setup must be reproduced across local
machines, CI, and deployment systems.

6.6.6 Secure Sourcing and Supply Chain Security

While Nix’s hash-based approach ensures that the expected package version is used and pre-
vents tampering with dependencies taken from the Nix store, it only validates the depen-
dency as used in the build. It does not validate the source of the dependency or guarantee
that it is free from vulnerabilities. Security vulnerabilities can still exist, whether accidental or
intentional [28]. In enterprise settings, targeted attacks against specific dependencies remain
a realistic concern, which makes source validation important.

More robust verification frameworks could improve this area, but a common practical
step is to maintain internal mirrors. That gives organizations control over what can be used
and makes internal validation, threat scanning, and source builds possible. The trade-off
is a reduction in convenience and an increase in maintenance, but it can be necessary for
compliance reasons.

The ability to effectively audit the software supply chain also becomes more relevant with
regulatory pressure from the EU’s NIS 2 Directive [8] and the Cyber Resilience Act [9], both
of which require organisations to demonstrate control over their software supply chains and
to provide accurate dependency information for their products.
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7 Conclusion

This thesis set out to understand what happens when Nix is introduced into a large industrial
Bazel-based C++ system. The answer is that Nix does improve reproducibility and makes
dependencies more transparent, but the hardest problems appear at interoperability bound-
aries: Bazel sandboxing, Autotools discovery, ABI compatibility, and wrapper scripts that
assume mutable host state.

The research questions are answered as follows.

• RQ1 was answered by the Ericsson migration itself, which showed that the main tech-
nical barriers are package discovery, sandbox visibility, toolchain version drift, ABI mis-
match, and environment-resetting wrappers.

• RQ2 was answered by the same case study, which showed that the dominant source
of migration complexity is the boundary between Bazel, Nix, the host OS, and foreign
build systems rather than repository size alone.

• RQ3 was answered by the controlled experiments and the Ericsson build results, which
both showed that Nix improves reproducibility but does not remove all variation in
hybrid setups.

• RQ4 was addressed by both the zlib and Ericsson case which provides valuable data
with indicators of how build leakage can happen. The case with Autotools escaping
the sandbox provides an example of how Nix and Bazel builds still remain vulnerable
to outside influence if not managed carefully. Similarly problems with third party tools
resetting path information was found and presented. This class of problems all fun-
damentally do the same thing: break the Nix provided paths thereby invalidating the
hermetic environment.

• RQ5 was answered by the migration analysis, which showed that Nix makes depen-
dency provenance and environment composition more explicit even when some man-
ual configuration remains necessary.

The Ericsson migration is the main contribution of the work. It shows that Nix is viable
in a large industrial environment, but that success depends less on repository size than on
architectural structure. The controlled baselines and the Ericsson case together show that
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hybrid systems become difficult when the build boundary is implicit rather than explicit.
Understanding this boundary then becomes crucial for managing complexity and keeping
projects maintainable and flexible enough to evolve into new technologies over time.

For practitioners, the main implication is that Nix adoption should begin with the bound-
ary conditions: path assumptions, specialized build solutions, ABI compatibility, and wrap-
per scripts that are most likely to cause reproducibility problems. Those fixes often enter the
codebase as necessary workarounds, so migration also needs a plan for reducing or replacing
them over time. This can easily become a process of compromise with imperfect working so-
lutions trumping theoretical ideals, but the key value will always be the forced confrontation
with this hidden and sometimes unknown complexity.

For researchers, the result suggests that future work should study more industrial cases
and compare different classes of host and toolchain mismatch. Research on Nix in industry
is still relatively sparse, especially for large codebases, so there is room for further work on
how specific interoperability problems arise at the boundary and how they can be mitigated.

Future work might deepen the analysis of interoperability problems at the dependency
boundary or develop more detailed methods for analyzing the produced build artefacts. One
central point from this project is how new technologies might easily be introduced in green-
field projects but that this success will not always translate to the challenges for existing
systems. There is real value in exploratory studies leading the way for both how industry
can adopt these tools and how these tools can evolve and adapt to the needs of industry.

Taken together, the thesis suggests a simple conclusion: Nix does not remove the com-
plexity of industrial builds, but it makes the complexity legible enough to be managed.
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