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Abstract

This master’s thesis uses Reinforcement Learning (RL) to create a collision avoidance
system in a quadcopter that is able to hold a target position while avoiding dynamic ob-
stacles. RL is a part of machine learning where the algorithm learns through observation
and rewards when it acts within the environment. This thesis implements the Proximal
Policy Optimization (PPO) algorithm which is an on-policy algorithm. PPO learns by
iterating a policy and updating it based on the rewards that are given when an action
is taken. The algorithm does this by comparing the performance between the old policy
and the new one and then adjusting the policy to favour actions that resulted in a larger
reward and to favour actions leading to a lower reward less. The thesis also explored the
possibility of using Deep Deterministic Policy Gradient (DDPG) but was found to be
unfavourable compared to PPO.

This thesis examines how the different observations and rewards implemented im-
pact the final model, showing what information should be prioritized when constructing
an avoidance system using RL for drones. The thesis limits itself to only using infor-
mation that can be obtained by the drone itself. This means that external information
such as GPS, communication links to other drones and such are not included. Thus the
thesis will focus on creating a collision avoidance system that could be contained in its
entirety onboard the drone itself and would not be subject to interference such as signal
jamming. The RL algorithms actions will also be limited to a relative change in position.
This creates a high-level collision avoidance system that leaves the low-level control to a
dedicated control system.

The training of the RL algorithm was done using a base PPO algorithm from
stable-baselines3. A custom environment for training was then constructed using
the BaseRLAviary environment from the gym-pybullet-drones git repository. Gym-
pybullet-drones is a git repository that facilitates all the basics needed for RL training
with drones using PyBullet, a common simulator for RL tasks. The drone model used
was a Crazyflie which is a small quadcopter commonly used for research.

The code used to train the algorithm was written in Python and is based on stable-
baselines3 which in turn uses Gymnasium from OpenAl. The simulator used was PyBullet
which is also based on Python. The control of the drone was facilitated using the built
in Crazyflie controller which only needs a desired position.

This thesis was able to train a model capable of avoiding a dynamic object with a
high success rate. It was also found that using a transformation of input data improved
the success rate of the trained models. Another finding was that using a negative reward
for action differences made the model take smother actions. This did cause instability in
training if this negative reward was to great and is something to consider.
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Introduction

This thesis explores what information is important for an RL algorithm to create a model for
collision avoidance for drones. This is important in autonomous drones in situations where a
lot of information and sensors might not be readily available. More specifically this thesis used
a PPO algorithm to train a Crazyflie quadcopter to avoid objects that were thrown towards
it. This thesis also explored the possibility of using DDPG and some different observations.
The training was done in a 3D space using a simulator.

There already exists collision avoidance systems for drones using conventional methods
and RL algorithms. The focus of this thesis lies in creating a collision avoidance model using
minimal information obtainable from onboard sensors only. The thesis also explores what
information is important to include. This should then provide a guideline of where resources
on the drone should be allocated to achieve a collision avoidance system that could be used
if other communication based systems fail. The goal of the thesis is not to create the best
collision avoidance system for a drone but one that only relies on the minimal amount of
sensors that can be interfered with.

1.1 Aim
The aim of this thesis is the following.

e Create a collision avoidance system for a drone using minimal information.

o Explore the importance of different information and their role in a successful collision
avoidance system.

1.2 Research Questions
The research questions that this thesis asks are the following.

1. How can a collision avoidance system for a drone be realized using RL only using infor-
mation from onboard sensors?



1.3. Delimitations

2. What importance does different information have on achieving a collision avoidance
system?

3. How do different information interact with each other, is one type of information unim-
portant unless another is also used?

1.3 Delimitations

The goal of this thesis is to explore the importance of different information when training a
collision avoidance system using RL. Since this is done using a simulated environment it is not
a perfect physical representation. The thesis also limits itself to only using the Crazyflie drone
which is a small and agile drone and the collision avoidance system for this drone might not
translate well to other drones. The choice of Crazyflie was done since it was available both in
the simulator and a possible drone for future physical testing. The thesis also aims to create a
working collision avoidance system using minimal information and limited to onboard sensors.
This should create a collision avoidance system that works but performs worse than many other
systems. The goal is not to create the best collision avoidance system but one that should
work on the minimal information needed. The thesis also assumes complete knowledge of the
observation space while a more realistic view would require considering partial observability.



Preliminaries

This chapter will provide the basic theory needed to follow and understand the report. First
some RL basics are explained followed by the tested algorithms PPO and DDPG. Then
some theory about some methods that will be tested are presented and finally the problem of
reproducibility is presented.

2.1 RL Basics

RL works by using experiences and reinforcement through rewards to train a model that is
able to perform a task without the need to explicitly define a complete model of the task [1].
RL uses an algorithm to train a model by modifying its policy, 7. A policy determines an
action given a set of observations. The algorithm updates the policy during training given the
observations, taken action and rewards based on states. The model is comprised of the policy
combined with observation space, action space and reward function. The model is what will
be used after training is completed to perform the given task.

The algorithm learns by interacting with an environment either simulated or real. Often
a simulated environment is used first since it can be sped up and is less costly than a real
setup, especially if the system can be damaged easily while learning how to operate. During
training, the learning is divided into episodes, one episode is one run of the task. The episode
can be terminated or truncated. Terminating an episode means that the task is finished, it
can be either completed or failed depending on the environment. An episode is truncated
when it is ended before the task is done, this can for example be a time limit is reached or
the system has entered a state that is undesired. A truncated episode could still count as a
success, such as in collision avoidance. In such an environment a time limit might be used to
give an end to the task, truncation, and a collision means a termination with negative reward.



2.2. Model-Free Algorithms

RL tasks can not often be solved using a single action. Therefore a delayed reward needs to be
taken into account, the potential future reward of an action. This is called a discount factor.
The discount factor makes possible future rewards non-zero but exponentially decreasing the
further into the future they are. These possible future rewards are then taken into account
when the action is chosen. Because of this the environment in the RL task is well formulated as
Markov Decision Process (MDP), or Partially Observable Markov Decision Process (POMDP)
when not all states are observable. An MDP consists of the following [2].

e State space S
o Action space A
¢ Reward function R:S x A — R
o State transition function T:Sx A — S
« Discount factor € [0,1]
A POMDP [3] also includes
e Observation space €2

There are more details about RL but, since this thesis focuses on the use of RL algorithms
and not the implementation, those will be left out. Here are some references that explains RL
basics in more detail [4] and [5].RL has been used in several different ways for Unmanned Aerial
Vehicles (UAVs) before [6],[7] and [8]. To narrow it down to related works the theory presented
here will focus on high-level decision making tasks for UAVs and the used RL algorithms, PPO
and DDPG.

2.2 Model-Free Algorithms

In RL there are two main branches, Model-Based RL and Model-Free RL [9]. In this case a
model refers specifically to some model used to predict how the environment will change. The
main strength of this is that it enables the final RL model to plan and predict future changes
and react to them. While this is a great advantage, most times a real ground-truth model is
not available, meaning the algorithm has to learn this model itself. Learning this model can
be expensive and difficult and has no guarantee of success. Model-Free algorithms ignore the
model and therefore becomes more sample efficient but looses out in ability to plan ahead in
the same way. Model-Free algorithms are also generally easier to implement and are generally
the preferred choice, though this depends on the specific RL problem.

2.3 On- and Off-Policy Algorithms

There are two ways model-free RL algorithms can optimize their reward, either on-policy or
off-policy [10].

On-policy means that the algorithm learns only using data collected using the latest ver-
sion of the policy. This makes the algorithm less sample efficient as older data collected with
older policies are not used. This trade-off is made to instead directly optimize the objective,
which requires on-policy data. This direct optimization makes the training more stable. This
becomes a trade-off of sample efficiency against stability.

Off-policy means that the learning can be done using data collected anytime during training.
This means the algorithm is able to reuse older data that was gathered previously and become
more sample efficient. This is done by using Bellman’s equations for optimality. This is



2.4. Bellman’s Equations

good but there is no guarantee that satisfying the Bellman’s equations results in a significant
improvement in policy performance. Off-policy algorithms also require large amounts of
training data from high-reward areas in the environment. This makes it less sample efficient
but is offset by its ability to use all data gathered so far during training.

2.4 Bellman’s Equations

The Bellman equations are used to get optimal Q-functions and optimal value functions used
in many RL algorithms. The derivation of the equations are skipped here but the idea is to
calculate the value of a starting point. This is calculate as the expected reward for being in
that state and the expected reward for the next state. The Bellman equations for on-policy
value functions are presented in eq. 2.1 and eq. 2.2 [11].

V7™ (s) = £ [r(s,a) +yV™(s")] (2.1)
@ (s0) = B, [r(s.0)+7 B [@°(5a")] 22)

2.5 Q-Learning

Q-learning is often used as an introduction to RL because of its simplicity. Q-learning aims
to learn a table of state-action pairs. These pairs are placed in a table called the Q-table and
is used as the policy of the model. When the model takes an action it queries the table for
which state it is in and the takes the action that maximizes the reward given the state [12].
While this is simple it quickly faces the curse of dimensionality, where the Q-table quickly
grows into a unmanageable size. Q-learning can only handle discrete values, because of the
state-action pairing, which requires a large amount of states and actions when discretizing a
continuous space. To solve this problem Deep Q Network (DQN) was proposed in [13]. DQN
tries to avoid the Q-table by not using it directly and instead approximating it using a Neural
Network (NN). Since the NN approximates the Q-table it is not required to provide it directly.

2.6 Actor-Critic

Actor-Critic algorithms combine both an actor and a critic in the learning process [14].

The actor-only method uses a policy with parameters. The policy dictates which actions
to take and the parameters tune this policy. The parameters are learned using a gradient of
the performance from simulation. Since they are learnt directly from data they can have large
variance and the changes are only made based on current data as past data is discarded.

The critic-only method uses value function approximation to try to learn the Bellman’s
equations. This is to not learn the complete Bellman’s equations but to instead approximate
them in a simpler form. This can create a good approximation of the equations but lack
guarantees.

The idea behind actor-critic algorithms is to combine the strengths of both and try to
shore up their individual weaknesses. The paper [14] also concludes that the parametrization
of the actor and critic does not need to, and should not, be chosen independently.
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2.7 Policy Optimization

With policy optimization the goal is to maximize the expected return J(mg) = E [R(7)] [15].

T~
The optimization equation is shown in eq. 2.3.

Or+1 =0 + Vo J (79) |0, (2.3)

In a simplified way a basic policy gradient can be derived by first expanding the expected
value and bringing the gradient into the integral eq. 2.4 is achieved.

Vo (mg) = f VoP(r]0)R(7) (2.4)

Then by using the fact that the derivative of logz is % eq. 2.5 is reached.

fT Vo P(r|0)R(7) = [T P(10)Vs log P(]0) R(7) (2.5)

By returning to expectation form the final eq. 2.6 is given.

VoJ(mg) = TNEM [i Vo log mg(at|s:)R(T) (2.6)

Since this is a expected value it can be estimated using a sample mean. By collecting trajec-
tories it is therefore possible to update the policy using gradient decent, which is called policy
optimization.

2.8 PPO

PPO was first proposed in [16] as an improvement to Trust Region Policy Optimiza-
tion (TRPO). The algorithm can handle both continuous and discrete actions and is
therefore quite versatile compared to many other algorithms that only handles either continu-
ous or discrete actions. PPO is a model-free on-policy algorithm that uses a trust region and
clipping to ensure that the model is stable. The trust region and clipping ensure that the new
policy does not deviate too much from the old one resulting in a more stable algorithm. This
instead comes with a limit on how quick a final policy can be learned since each policy update
is limited to a certain size, this causes the algorithm to need more training but is also more
forgiving for otherwise unstable learning. The trust region of both TRPO and PPO limits
how big the changes in the policy can be for each update so that large and possible unstable
updates are avoided.

The “surrogate” objective TRPO tries to maximize is shown in eq. 2.7. The parameter
6 is the learned parameters of the policy. In the paper [16] it is proposed to clip this objective

o (at]se)

to make the algorithms learning more stable. If we define r,(0) = o (wilor
old

we get the new,
clipped, objective shown in eq. 2.8.

LOPI(g) ~ B, [”9(“(|S|>A] ~ B, [r(6)Al] 2.7)
T4\ At|St
LOLIP (9) = E, [min(rt(H)/lhclip(rt(G), 1-¢1+ e)/lt] (2.8)

With eq. 2.8 the objective is to maximize the minimum of the original objective and the clipped
objective within 1 —e and 1+ ¢e. The hyper-parameter € is used to configure how large changes
in the policy the algorithm accepts. The minimum of the two objectives is used to get a lower,
or pessimistic, bound. This allows the algorithm to make large changes when it makes the
objective worse and ignores large changes that improves the objective. The paper [16] found
that this increase in number of iterations was mitigated by a computationally lighter algorithm
causing the algorithm to learn faster in terms of time spent training even if it required more
iterations.
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2.9 DDPG

DDPG was first proposed in [17] where Deterministic Policy Gradient (DPG) was used with
DQN to create an algorithm capable of using continuous actions. DDPG is an off-policy
algorithm which means it can utilize any data gathered during the entire training time.
One of the main parts of DDPG is to scale RL to higher dimensional tasks. This resulted
in an algorithm that is capable of using continuous states and actions to achieve a task.
The algorithm is able to use both low dimensional input such as positions and angles but
also by only using high dimensional input such as pixel input. Since this was solved using
nonlinear function approximators there are no convergence guarantees which is common in
RL algorithms.

A collision avoidance system for a multicopter drone was created using a DDPG algo-
rithm in the paper [18]. The model that was trained was able to move from a start position
A to a goal position B while also avoiding a static and a dynamic obstacle. The paper states
the importance of taking the time delay of actions into account when creating simulated
environment for good sim2real transfer, the transfer from a simulate environment to a real
one.

2.10 Hidden States

In RL there is a state space which is all the states that the system can be in. There is
also an observation space which are the states that the algorithm is able to perceive. The
state space is defined by the problem itself and can not be changed, only the observation
space can be designed for a given problem. The goal is to create an observation space that
accurately represents the true state space, this can be difficult to capture completely. When
a state from the true state space is not represented in the observation space they become
hidden states. The hidden states will cause problems in learning as the algorithm trains on
incomplete information. Not all states has to be observed to get a good model but the states
that impact the system the most have to be represented in the observation space in some way.
The problem with hidden states was solved in [19] using network architecture that is able
to remember historical information and through this memory learn the hidden states. [20]
solves the problem with hidden states by using a Convolutional Neural Network (CNN)-Long
Short-Term Memory (LSTM) network to extract features and learn the historical importance
of the observations. [18] solved it by stacking observations, storing previous observations as
observations, such as positions which enables the algorithm to implicitly learn states such as
velocity.

2.11 Action Smoothing

When training an RL model with continuous actions there is a problem with actions that
differ significantly from each other. This is not a problem for the model itself but will affect
the system dynamics. An example is moving a drone using positions as actions, the model
will not see a problem with taking an action that is in direct contradiction to the previous
one but the dynamics will cause problems for the drone if the actions differ too much and in
quick succession. This problem was investigated in [21] which found that introducing some
regularization resulted in improvements on physical hardware. In [18] this was solved by
including a negative reward based on the absolute difference between two consecutive actions
causing large differences in actions to be penalized.
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2.12 Sparse & Dense Rewards

Designing a good reward function is essential in RL. Rewards can be put into two categories,
dense and sparse rewards. Sparse rewards are given out sparsely at discrete points, a typical
example would be a reward for reaching a goal or a negative reward for failing. Dense rewards
are given out more continuously and are often a function of some state, an example would be
a reward that is the scaled distance to the goal. What type of reward to use depends on the
environment that the system will operate in. In grid worlds, environments where the world
is a discrete grid with a goal point, sparse rewards can often solve the task. For continuous
environments a dense reward is often preferred to help guide the learning towards the goal
in the often more complex space. For many tasks a combination of both dense and sparse
rewards can be the best choice. In [22] they proposed a new algorithm and compared them to
other algorithms and found that some algorithms can handle only sparse rewards in continuous
spaces but algorithms like DDPG performed significantly worse when only given sparse rewards
compared to when dense rewards are also present. [23] proposed the use of classical planning
heuristics to create dense rewards by combining it with potential-based reward shaping.

2.13 Reproducibility

The paper [24] explores the problem of reproducibility with many RL algorithms. They found
that many different parts of an RL algorithm can affect its ability to reproduce the results.
They found that it is important to state all hyperparameters used, what network architecture
was used for training including activation functions and that reward scaling can impact the
results. They also mention that random seeds and environments as potential problems. This
is because randomness in training can influence the algorithms’ ability to reproduce results
and the environment can also include variables that create different training data.



Method

This chapter describes the methods used in this thesis, starting with the simulator PyBullet,
state and action space and then the RL environment. Then some tools and methods used
to improve the final model are presented. After that a part about how data is collected and
how the models are evaluated are presented. Finally the hardware used to train the models is
presented.

3.1 PyBullet

PyBullet [25] is a physics engine designed for robotics and machine learning in Python. It
simulates various dynamics and kinematics to enable a simulation that describes reality as
accurately as possible. A realistic simulator makes the transfer from simulation to reality
for RL tasks easier. For PyBullet to create an accurate simulation of the real systems it
requires several parameters from the simulated objects. These parameters are often stored
in Unified Robot Description Format (URDF) files which is commonly used in robotics and
Robot Operating System (ROS) tools. The URDF file includes information such as shape,
mass, inertia and coefficients for friction. When the URDF accurately describes the real object
PyBullet is then able to simulate it well giving a good sim2real transfer. In this thesis the
cf2x URDF, which represents a Crazyflie 2.x, from gym-pybullet-drones is used for the drone.
For the dynamic obstacle a customized sphere_small URDF from PyBullet was used where
the size and mass was modified to better fit the scenario this thesis considers.

3.2 States & Actions

The states that the RL algorithm uses can be divided into three different types depending
on how the information is acquired. The first one is onboard internal sensors such as IMUs,
accelerometers and gyroscopes, these sensors are difficult to interfere with. Some states are
indirectly measured by integration or derivation of other measurements, such as the drones
velocity from the acceleration. There are also the onboard external sensors such as cameras
or range finders, these sensors are the ones that are susceptible to outside interference but are
usually considered robust compared to communication-based systems. Finally, there are the
states that exist entirely in software. The states used in this thesis are the following where
the use of optional states are determined by parameters.
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3.3. Reinforcement Learning Environment

¢ Internal sensor-based states

— Drone velocity in x,y and z coordinates.
— Drone roll, pitch and yaw angles.

— Drone angular velocities around the x,y and z axes.

o External sensor-based states

Drone altitude.

Goal position relative to drone in x,y and z coordinates.

Object position relative to drone in x,y and z coordinates.

Object previous position relative to drone in x,y and z coordinates.

Object velocity in x,y and z coordinates (Optional).
o Software-based states

— Action difference between current and previous actions, dependent on action type
(Optional).

— Current time step (Optional).

The angles of roll, pitch and yaw are not used directly. What the algorithm works with is
instead the cosines and sines of the angles. This causes no information to be lost as the new
6-dimensional vector is unique for any combination of the 3 angles. The reason for modifying
the angles is to contain the angles values within [-1,1] and most importantly, make the angles
continuous. If the normal angles were used instead there would be a discrepancy somewhere,
for example at 7 as the angles are only defined within [-7,7].

There are two different action types available for the algorithm to use. The choice of which
one to use is defined by a parameter. These action types are defined by gym-pybullet-drones.
The actions available are:

o PID: Gives a relative x,y and z coordinate of how much the drone should move in the
three directions from its current position.

e VEL: Gives coordinates similar to PID but also adds a desired velocity.

When the action has been chosen the relative translation is then added onto the drone’s
current global position and this is then what is used to move the drone. This is because the
implementation used in this thesis uses global coordinates. If another control system would
be used it would be possible to use the relative coordinates directly. Both PID and VEL uses
a PID controller to calculate the needed control signals to move to the desired position.

3.3 Reinforcement Learning Environment

The RL environment is based on the BaseRLAviary from the open-source git repository gym-
pybullet-drones [26] which utilizes the PyBullet physics engine. The environment was then
made with customized functions. This thesis explores collision avoidance for quadcopter
drones, specifically this thesis uses a Crazyflie 2.x drone in a simulated environment. An
image from PyBullet can be seen in Figure 3.1.
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3.3. Reinforcement Learning Environment

~a

Figure 3.1: Screenshot of the PyBullet simulator used in this thesis showing the Crazyflie 2.x
drone in its initial position.

To create an environment for collision avoidance a function that is able to create dynamic
objects was created. The function randomly selects a point within a ring centred around the
drone’s goal position. This circle has an inner radius of 2 meters and an outer radius of 4
meters. It then calculates the required velocity to hit the goal position within a randomized
time between 0.75 and 1.75 seconds. The object is only given an initial velocity and the goal
position is the position that the drone desires to be at. This means that the dynamic object can
approach the drone from any direction with varying distance and time of arrival and therefore,
varying velocities. The dynamic objects used in this thesis are all spherical and of the same
size. Figure 3.2 shows the area in which the dynamic object can start from and the goal area.

Figure 3.2: The area in which the dynamic object can start, shown in orange and the goal
area which the drone wants to be within, shown in green.

This creates an environment where every episode of training will be different. The algorithm
should therefore avoid overfitting to specific scenarios and thus be able to handle new unseen
similar scenarios well.
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3.4. Transformation

The simulated environment itself is not bounded by a specific size but the states for the
RL algorithm have limitations which is described in Section 3.2. During simulations the drone
is placed in the origin at a height of 1 meter up in the air at the start of an episode. A global
positioning system is needed for the already implemented control system from gym-pybullet-
drones but is not needed for the RL algorithm itself. The global coordinate system from
PyBullet is used to calculate several states as the drone used in this thesis does not have the
capability itself to measure all the needed states.

3.4 Transformation

As previously mentioned RL can have reproducibility issues due to the randomness in the
learning. Since the randomness in learning is integral to get a model that is generalized for
new unseen data and not overfitted to a set of specific tasks it can not be removed completely.
As the randomness can not be removed completely this thesis tries to implement a transfor-
mation with the aim of mitigating the problems from the randomness while still keeping the
generalizability of the trained model.

The goal of the transformation is to simplify or remove states while keeping the infor-
mation from those states through the transformation. Since all states are measured from
the drone a coordinate system fixed in the drone is used. This transformation assumes that
the objects angle of approach is rotationally invariant and the drones ability to move in the
xy-plane is symmetric. If neither is true the transformation will not hold.

The randomness comes from the object approaching the drone from different angles and
distances with varying velocities. The distance and velocity are critical for learning while
the angle should only influence the agents actions with a relative angle equal to the dynamic
objects angle of approach. This thesis proposes the use of a rotational transformation in
the xy-plane to remove one of the dimensions. This is done by first calculating the dynamic
objects’ approach angle compared to the drones’ positive x-direction, this can be chosen
arbitrarily but has to be consistent.

Figure 3.3 show two examples where there is no transformation. The drone is shown as
a black circle with an arrow indicating forward, the smaller arrows represent the x- and
y-axes. The orange area is the possible angles the dynamic object can approach from. As
the drone rotates and the coordinate system rotates with its orientation the object can still
approach from any direction. By having the origin of the coordinate system fixed on the drone
but its rotation fixed globally Figure 3.4 is achieved. The objects angle of approach is now
always fixed to a specific angle, the orange area is exaggerated for visualization.
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3.4. Transformation

(a) A forward facing drone and the objects (b) A rotated drone and the objects possible
possible angles of approach without angles of approach without transformation.
transformation.

Figure 3.3: Drones and the objects possible angles of approach without transformation.

(a) A forward facing drone and the objects (b) A rotated drone and the objects possible
possible angle of approach with angle of approach with transformation.
transformation.

Figure 3.4: Drones and the objects possible angles of approach with transformation.

The rotation matrix used is defined in eq. 3.1 where 6 is the angle between the dynamic object
and the drones positive x-axis. The angle is calculated using the arctan2 function from numpy
as 0 = arctan2(y, ) where x and y are the objects position relative to the drone.

cos(-0) =-sin(-6) 0
R=|sin(-0) cos(-0) 0 (3.1)
0 0 1

When the objects’ position has been rotated the y position will always be zero and can there-
fore be removed to simplify the state space. Since the objects’ position relative to the drone
now has been changed, all other states which are also based on the drone-fixed coordinate
system also have to be rotated. Therefore the same rotation is done on the drone’s velocity,
roll, pitch, yaw and angular velocities. The same rotation also has to be done on the goal
position and the objects’ velocity if used.
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3.5. Termination & Truncation

Once an action has been chosen in the rotated system the action has to be rotated back
into the real system by using the same rotation matrix but with the positive angle instead
of the negative. This transforms the real measurements into a space which is simpler than
reality and in which the algorithm trains the model. The chosen action is then translated
back resulting in a simpler learning process while preserving the important information from
the system.

This transformation effectively removes the approach angle information from the learn-
ing process under the assumption that the information only changes the angle of the action.
If the assumption holds, learning this information only complicates the learning process and
should therefore be removed from the learning algorithm but not from the system. This
transformation moves the approach angle from the RL process and into a preprocessing step
as the relation that this information would provide is assumed to be already known.

3.5 Termination & Truncation

During training an episode can be terminated or truncated. An episode is terminated if the
dynamic object enters a predefined safety zone centred around the drone. This means that
the drone is considered hit even if no physical collision would occur as just the object being
too close to the drone is considered a failure of avoidance. This is motivated by that even if
no physical collision occurs the change in aerodynamics close to the drone can interfere with it
and can be considered undesirable. Another reason is that a simulator only works in discrete
time steps and it is possible for the simulation to miss a collision if the velocity of the object
is too great.

Episodes are truncated if the drone’s pitch or roll exceeds certain limits, the drone leaves the
boundaries of the simulation or the time limit is reached. This time limit is a parameter that
can be changed and represents a time in which it is considered that the drone should have
been able to avoid the dynamic obstacle and return to the desired goal position. Too great
pitch and roll angles can lead to unstable states where the drone crashes and the episode is
therefore truncated as this is undesired. With a more advanced control system this truncation
could be removed but this thesis focuses on avoidance using non-complex motions.

3.6 Design of Dense Rewards

The reward function calculates the reward for each step in the RL algorithm. First a check is
made to see if the episode is terminated or truncated. If the episode is terminated the negative
reward for collision is returned. When the episode is truncated a positive reward is given if the
drone is in the goal area at the end, otherwise a smaller positive reward is given. If a truncation
happens because the drone is out of bounds or the roll or pitch angles are to great, a negative
reward is given. For a normal step, the reward function consists of three components: the
proximity to the goal, the distance to the dynamic object and the difference of actions (if used).

The goal-based reward is close to zero when the drone is far from the goal position and
grows exponentially as the drone is closer to the goal. Since this function would go towards
infinity when the distance approaches zero the reward changes when the drone is inside the
goal sphere. The reward should still increase the smaller the distance is and therefore the
negative square of the distance is used. The function used to calculate the goal-based reward
can be seen in eq. 3.2. To ensure continuity of the two curves a constant is used as defined in
eq. 3.3. The shape of the reward function changes depending on the parameters used but an
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3.7. PPO & DDPG

example shape can be seen in Figure 3.5.

R —goalidistance2 +in__goal__constant if goal distance <= goal_radius (3.2)
l = . .
goa rew;zgl,gggltzizcset;”“ if goal distance > goal radius
reward__goal _distance
in__goal__constant = o + goal _radius® (3.3)

goal__radius?

Reward

Distance to goal [m]

Figure 3.5: An example of how the reward for the goal distance can look like. The parameters
used here are reward__goal__distance = 0.002 and goal__radius = 0.1.

The object based reward uses the same exponential function but no separate function is needed
as the distance approaches zero as the critical safety distance will terminate the episode before
the reward grows too great. The function used to calculate the object based reward can be

seen in eq. 3.4.
reward_ object__distance

Robject = (34)

object__distance?

The reward based on the action difference takes the norm of the difference between the current
and previous actions and scales them using a reward factor. The function used to calculate
the reward based on the action difference can be seen in eq. 3.5.

Raction = reward_action__dif ference - |action__dif ference] (3.5)

The constant reward scalars reward_goal_distance, reward_object_distance and
reward__action_ dif ference were chosen trough trial and error to see what seemed to
work well. The three different parts are calculated independently and then the sum of them
is returned as the reward as shown in eq. 3.6.

Ryt = Rgoal + Robject + Raction (36)

3.7 PPO & DDPG

The algorithms used for training a collision avoidance model are PPO and DDPG. Both
algorithms are policy optimizing algorithms but they differ slightly in what hyperparameters
are used. The biggest difference is that PPO is an on-policy algorithm and DDPG is off-policy.
Because of this two different training classes were created. The classes are almost identical
with only a few hyperparameters being different and all parameters related to the training
environment is shared.

Another difference between the two algorithms is that PPO is designed to be used on a
CPU instead of a GPU like most RL algorithms. DDPG is designed to be used on a GPU.
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3.8. Evaluation

Stable Baselines3 has implemented their DDPG to use the GPU if possible and CPU otherwise
but PPO will always use the CPU unless a specific parameter is used.

To help the training be more stable observations and rewards are normalized during the
training for both algorithms. This keeps the observations and rewards around values that
the algorithms handle well and not letting them be too big or too small while still keeping
their ratios the same. Because of this normalization it is important to save the normalization
parameters and to also use them when testing the model. If the normalization is not loaded
with the model when testing the results will be wrong as the model will not see observations
and rewards the same way it did during training often causing the model to fail.

3.8 Evaluation

The evaluation of the models were done using both data collected during training presented as
graphs and empirical observation of the final models performance. The empirical observations
are mostly used to confirm the graphs and see how it actually performs the avoidance. This is
important as not everything is captured in the graphs such as a movement that feels smooth and
reasonable for a drone. Erratic movements might achieve a good collision avoidance model but
would be undesired as it might be close to failing or difficult to translate into reality, therefore
empirical observations were also used. The graphs are plotted using Tensorboard from the
data that is logged during training. The graphs used in this thesis uses data from the built-in
logger from Stable Baselines3 and some from a self made custom logger. Some of the most
used logs are listed in tables 3.1 and 3.2.

Name Description
Eval/Mean_ reward The mean total reward given during evaluation.
Eval/Success_ rate The success rate of the model during evaluation.
Rollout/ep_ rew_ mean The mean total reward given during each rollout.
Rollout/Success_ rate The mean success rate of the model during each
rollout.

Table 3.1: Table naming and describing some of the most used graphs for evaluation that
comes with stable baselines3.
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3.8. Evaluation

Name

Description

Mean_contact_ collision

The mean amount of times the drone collides with
the environment/ground.

Mean__object__collision

The mean number of times the dynamic object was
considered hitting the drone.

Mean_final drone altitude

The mean altitude of the drone at the end of the
episode.

Mean_ final goal distance

The mean distance to the goal at the end of the
episode.

Mean_ max_ goal distance

The mean maximum distance to the goal trough
out the episode.

Mean_ min_ object_ distance

The mean minimum distance between the drone
and the dynamic object trough out the episode.

Mean reward action difference

The mean reward given for the action difference.

Mean_ reward__object_ distance

The mean reward given for the distance between
the drone and the dynamic object.

Mean_ reward_ goal distance

The mean reward given for the distance between
the drone and the goal position.

Table 3.2: Table naming and describing some of the most used graphs for evaluation that were

custom made for this thesis.
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3.9. Hardware

3.8.1 Custom Logger

To create custom graphs used in the evaluation of the training and performance of the models
a custom logger was created. The custom logger was combined with the existing one by creat-
ing a new callback function. This callback function stores rewards each step and information
when an episode is done.

Since this had to be combined with the existing logging system the custom logger also
only plots new data in the graphs each rollout. Each rollout consists of a certain number of
time steps dependent on parameters. Since a rollout consists of a set amount of time steps
and not individual episodes averages must be used. Therefore it is important to remember
this when evaluating the model using these graphs.

This makes it so that information about individual episodes are not seen in the graphs.
Because of this the graphs should be read as trends in the model, how does the model
behave on average instead of for individual episodes. This causes some graphs like the
Mean__ final drone_ altitude graphs, for example Figure 4.7a, to almost never reach 0 even
when the drone often crashes into the ground. This behaviour was not necessarily common
but highlights that the graphs might hide information due to how they are constructed. This
is because some of the episodes in that rollout the drone does not crash into the ground
causing the mean to be non-zero. It is therefore important to not look at an individual graph
without also taking account other graphs as some information might not be clear unless the
data from multiple graphs are combined.

3.9 Hardware

The training was done on two different computers. One a HP laptop running windows 11 with
Windows Subsystem for Linux (WSL) and Ubuntu 24.04. The other computer was a stationary
computer running Ubuntu 24.04 directly. The hardware specs can be found in below.

Laptop PC:

e OS: Ubuntu 24.04 in WSL running on Windows 11
o CPU: 13th Gen Intel(R) Core(TM) i7-1355U, 6 cores with 12 threads.
e GPU: None, CPU integrated graphics
« RAM: 14 GB
Stationary PC:
e OS: Ubuntu 24.04
o CPU: Intel(R) Xeon(R) W-1250 CPU @ 3.30GHz, 6 cores with 12 threads.
¢ GPU: Nvidia Quadro RTX 4000
« RAM: 32 GB
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Results

This chapter will present the results that were found during the thesis. First the results of
the different algorithms used are presented. Then the results on rewards, states and actions.
After that the findings of the state reducing transformation are presented. The chapter then
ends with the presentation of the best model that was found.

Some of the final models have videos as part of the result. These videos can be found
in the git repository found in Appendix A in the folder “final models” and then its corre-
sponding subfolders. All videos mentioned in this thesis can also be found in the readme.md
file of the git repository. The videos follow the naming scheme of “output_ combined_ default”
for videos of multiple episodes using the default side camera view. There are also videos named
“output__combined_ topdown” that contain multiple episodes viewed from straight above the
goal position. More videos and models can be generated using the code found in the same
repository.

4.1 PPO & DDPG

Models were trained using both PPO and DDPG. A comparison was made where both algo-
rithms trained a model for 2 million time steps. Both algorithms were able to create models
which were able to avoid the dynamic obstacles. Both algorithms created models that per-
formed similarly and neither showed significantly more potential than the other. There were,
however, a significant difference in time spent training the models. When training on the sta-
tionary PC setup the training time for PPO was around 1 hour and 50 minutes while DDPG
took around 8 hours to complete the training. On the stationary PC DDPG utilized the GPU
when training and PPO used the CPU. Training on the laptop PC took longer, about 2 hours
30 minutes for PPO and over 20 hours for DDPG. The training using the DDPG algorithm
were not completed on the laptop as the estimated time for completion were too long to be
useful. Because of the longer training time and no discerning difference in the final model all
models presented in this section were made using PPO unless stated otherwise.

4.2 Rewards

Here the findings on the different types of rewards used are presented.
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4.3. States & Actions

Sparse & Dense Rewards

Training models using only sparse or dense rewards were tested. It was found that they
were able to create models that were able to avoid a dynamic object but neither performed
as well as a combined reward of both sparse and dense rewards. The performance metric
used here is the overall success rate of the model. No model achieved 100% success rate over
multiple episodes but the models trained with both sparse and dense rewards generally had
an increased success rate.

It was found that only using sparse rewards would make it difficult for the algorithm to
learn how the different states impacted the final results. Using only dense rewards instead
lead to having more difficulty learning the long term reward of success and failure. When
both sparse and dense rewards were combined the best performance was found.

Dense Rewards

The dense rewards that were found to be most important were the distance to the goal,
distance to the dynamic object and the action difference. The reward based on the distance to
the goal was essential for the algorithm to learn to stay in the goal area as much as possible. It
was also required to learn to return to the goal area after an evasive manoeuvre. The reward
based on the distance to the dynamic object was found critical as without it the algorithm
had similar problems of learning to avoid it.

While it was found that the reward based on the action difference is not critical for a
collision avoidance system itself it greatly smoothed out the drone’s movements. Without the
action difference reward the algorithm learnt a model which was able to avoid the dynamic
obstacle but tended to make the drone move erratically.

Tested Unused Dense Rewards

Some other rewards that were tested but were found unimportant were, one based on the
drone’s roll, pitch and yaw and one based on the objects velocity. It was found that even
without these rewards the algorithm was able to learn models that satisfied the criteria placed
on the system.

The reward for the drone’s roll, pitch and yaw angles is assumed to not be needed as
this work used a underlying control system. It is assumed that the rewards were not needed
since the RL model does not need to know how to move, only where to move to, since the
movement is controlled by a regular PID controller.

A guess for why the reward for the objects’ velocity was not needed is that only the ob-
jects’ position is important. A fast moving object that is not hitting the drone is not a
problem, only if it later hits the drone. This only covers the reward for the objects’ velocity,
the state is still important for knowing how soon an impact might occur.

4.3 States & Actions

This section presents the findings related to different states and actions.

Default States

The default states, those presented earlier in Section 3.2 that were not optional, were found
to all be needed for a functioning collision avoidance system. The internal states such as the
drone’s velocity, roll, pitch, yaw and angular velocities are all important to properly fly a
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4.4. Action Difference

drone. It was found that without a state representing the drone’s altitude the drone tended
to crash into the ground. The states for the goal position and object position are important
to have any understanding of the scenario. Without them, learning a model for the given task
is impossible.

Object Velocity & Previous Object Position States

It was found that the objects’ velocity is important for learning a collision avoidance model but
can be substituted by using a state for the previous object position. The model is then able
to learn a correlation and infer the object’s velocity instead. This removes the three states for
the velocity but adds an additional three states for a previous position. The number of states
are not reduced but since the model already uses the current relative position it only needs to
store it for the next time step. No new measurements or sensors are needed compared to if
the objects’ velocity is used directly.

Time Step State

The use of a state representing the current time step in an episode was found to be able to
improve the final model. The reason for this could be that the model learns the range of time
of arrivals the dynamic objects have to the goal position. The model can then use this to its
advantage. It does however create models that would have more difficulty learning new unseen
data as it creates a time dependency in the system. This is undesired as this information is
usually not present in real systems but rather an artefact of the simulator always launching
the dynamic object at the start of a new episode. Also in a real system the time step counter
would need to be reset at some point as a baseline. This is a situation the agent was not
trained on.

PID & VEL Actions

Models were trained using both PID and VEL actions but it was found that it was easier to
get a successful model using PID. When training using VEL the models often failed where
PID would be successful. The VEL models tended to move in an unstable manner causing
the drone to become harder to control and resulting in the drone getting hit or losing control.
While no clear cause for this was seen it might have been that the RL model was unable to
learn how to control the desired speed properly. VEL might have worked better with other
parameters. Another reason why VEL was dropped was the the choice of reference position is
more important and the control system can set a good velocity without RL.

4.4 Action Difference

Five models were trained with and without the action difference reward and observation state,
all other parameters were left unchanged. Figures 4.1 and 4.2 show the mean and standard
deviation (SD) of the reward and success rate for models with the action difference and
without it respectively. The graphs show that when the action difference was used it seems to
lower the mean performance of the trained models and increase the SD of the training. The
best models of each type had a success rate of 0.980 and 0.975 with the action difference and
without it respectively indicating that the best performing model is not significantly impacted
by the action difference. Out of the five models two got a success rate lower than 0.5 when
using the action difference and 0 when not using it. This means that the best model was not
changed significantly but that it is the best out of five models. Generally, using the action
difference caused the models to perform worse on average.

Because of the large change in SD more models were created where the reward for the
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4.4. Action Difference

action difference was changed from —-0.2 to —0.15 and —0.01. Five more models were trained
using the new parameters and their success rates are shown in Figure 4.3. The graphs with
relaxed rewards looks more like the graph where the action difference was not used. This
indicates that the previous parameter setting of —0.2 was too large. Videos showing the
impact of the action difference of some of the models can be found in the git repository found
in Appendix A. These videos also include small red spheres that slowly fade away, these
represent the reference position the model chooses. These reference positions are what the
underlying control system uses as reference values.
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using the action difference. For the final 0.5 when using the action difference. For the final
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Figure 4.1: Graphs showing the results for when the action difference is used.
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Figure 4.2: Graphs showing the results for when the action difference is not used.
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when action difference reward factor was set when action difference reward factor was set
to —0.15. to —0.01.

Figure 4.3: Graphs showing the success rate for different values of the action difference reward.

4.5 Transformation

20 models were trained without the transformation and another 20 models were trained with it,
all other parameters were left unchanged. The mean and SD of the reward and success rates are
plotted below in Figure 4.4 with the transformation and Figure 4.5 without the transformation.
These models were made before it was known that the action difference causes large SD. This
makes the impact of the transformation more obvious as the graphs show that the means
increased with the transformation and the SD decreased. This indicates a better performing
model was trained on average using the transformation and it helps stabilize training slightly.
Out of the 20 models of each type the ones with the highest success rate had 0.973 and 0.997
success rates for without transformation and with transformation respectively. It was also
found that out of the 20 models 8 got a success rate < 0.5 when not using the transformation
and 6 models when using the transformation. This shows a increase in the algorithms ability
to train a good performing model. This could imply that the transformation increases the
sampling efficiency. Videos of the performance of the two best models can be found in the git
repository in Appendix A.
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(a) Reward mean and SD over 20 models when
using the proposed transformation. For the
final 0.5 million steps, mean = 68.43 with

SD = 28.65.

(b) Success rate mean and SD over 20 models
when using the proposed transformation. For
the final 0.5 million steps, mean = 0.694 with
SD = 0.437.

Figure 4.4: Graphs showing the results for when the transformation is used.
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Figure 4.5: Graphs showing the results for when the transformation is not used.

4.6 Highest Success Rate Model

The model with the best success rate got a success rate of about 0.997 using the parameters
in Table 4.1. These are not all the used parameters but those deemed most important and
interesting to the discussion, to see all parameters see git repository in Appendix A. Graphs
used to evaluate the model are shown in figures 4.6, 4.7, 4.8, 4.9 and 4.10. Figure 4.6 shows
that the reward and success rate has quickly increased and started to level out towards 1
million time steps indicating a model that has been able to learn to solve the given problem.
4.7 shows the final altitude and goal distance for the drone. Both graphs show that the model
was able to converge towards the desired values. The graphs in figures 4.8 and 4.9 show that
the maximum distance to the goal and minimum distance to the object respectively both have
converged to small values. This indicates that the model is able to minimize the maximum goal
distance and the minimal object distance and also complete the given task of avoiding getting
hit. The figures also show that the rewards have stabilized indicating that enough training
was done for the model to learn well. In Figure 4.10 it can be seen that in the beginning
the amount of object collisions increases as the drone tries to stay in the goal position and
then quickly learns to also avoid the object. The second graph shows that the reward for
the action difference has almost started to level out indicating that more training could be
made if desired. Videos of the performance of the model can be found in the git repository in
Appendix A.
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4.6. Highest Success Rate Model

Parameter Value
ActionType PID
ctrl__freq 30
action__stze 0.3
goal__radius 0.1
critical__safety_distance 0.2
learning_rate le73
reward__collision -1.0
reward__success 1.0
reward__end__outside__goal -0.75
reward_ truncation -1.0
reward__goal__distance 0.01
reward__object__distance -0.1
reward__action__dif ference -0.2
space__reduction__transformation | True
obs__action__dif ference True

Table 4.1: Table showing some of the parameters used to train the model with the highest

success rate.
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(b) Graph showing the success rate over all
episodes for each rollout during training.

Figure 4.6: Graphs showing the reward and success rate during rollout for the model with the

highest success rate.
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(b) Graph showing the final distance to the
goal over all episodes during each rollout.

Figure 4.7: Graphs showing the final altitude and distance to goal for the drone.
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4.6. Highest Success Rate Model
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Figure 4.9: Graphs showing the minimum distance to the object and its corresponding reward.
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Discussion

This chapter will first discuss the results and findings of this thesis. Then the method used
will be discussed and critiqued. Finally the work done in this thesis will be discussed in a
wider context.

5.1 Results

Here some of the results are discussed and conclusions based on the results are presented.

PID & VEL actions

It is believed that the reason the RL algorithm fails when using VEL actions is because of
requesting a set velocity. PID probably succeeds more often as the actions give a position and
let the control system set the velocity. This performs better compared to when the algorithm
tries to control the velocity. The model was probably unable to learn how to properly control
the drone with the given actions when using VEL. This is highly dependent on the current
control system and a VEL action might perform better if another implementation of the control
system is used.

Action Difference

The graphs of the performance for different settings of the action difference shows that it can
introduce large SD to the training. When more models were trained using a lower reward this
SD seems to be greatly reduced. A possible explanation for this is that if the negative reward
for large action differences becomes too great the drone gets too constricted and becomes
unable to take proper actions. This would suggest a lower or zero reward for the action
difference would be preferable from a pure success rate perspective.

As previously mentioned just succeeding in avoiding the object is not enough, we also
desire smooth movement. By observing the videos we can see that a great negative reward
constricts the actions to be more similar to the previous action. If the reward is removed
entirely the actions of the drone become erratic, choosing actions with great difference in
opposite directions to hold a position. These large action differences solves the problem in
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5.1. Results

simulation but could cause problems when moved to a real system as the constant changes
could introduce oscillations in the system. Another possible problem could be hardware
limitations. By constantly taking large actions in opposite directions the mechanical system
would have to quickly respond and change drastically, this could be a problem due to wear
and tear of the components but also a hardware limitation if the components are not fast
enough.

The most desired case would then be a compromise of both these extremes, a small but
non-zero negative reward should be used. Important to note is that the larger reward of
—2.0 did not cause the model to fail always, only introduced large SD in training. If multiple
models were trained it could still create a model with a high success rate.

Transformation

The results from the transformation indicate that the transformation is able to increase the
mean reward for the models and also decrease the SD in the training. The main goal of the
transformation was to decrease the SD of the training which was achieved with a decrease of
around 5% in SD. The success rate of the best model using the transformation was higher
than without it, 99,7% compared to 97,3%. This shows that the transformation makes it
easier to train models more consistently. It also seems to increase performance slightly.

When observing the behaviour of the model visually it can be seen that while the drone
is successful in avoiding a collision with the object it always takes the same action relative to
the object. This makes sense as the transformation has changed it so that the drone always
observes the object coming from the same direction. This could be seen as both a positive
and a negative depending on the collision avoidance application. If we want an avoidance
system for civilian use a more predictable model would be favourable to enforce consistency
and possible even some pre-existing rules for manual avoidance. If we instead have a more
military or hostile scenario it could be detrimental to have a predictable model. If the model
is predictable the hostile actor could learn this and then exploit it to increase the chance of
collision.

Best Performing Model

Looking at the graphs in Figure 4.6 we can see that both the reward and success rate
increased quite quickly in the beginning and already plateaued after 1 million time steps.
The algorithm was able to improve the model a bit more after 1 million time steps but not
by much as it had already reached an almost perfect success rate. We can therefore draw
the conclusion that 2 million time steps are a good amount of steps for training in this scenario.

Looking at the other graphs such as in Figure 4.7 we can see that the model was always
close to the correct altitude of 1 meter in the end. We also see that the final goal distance was
quick to converge towards close to zero. This would mean that the models ability to return
or stay in the goal area is good.

When looking at the graphs in Figure 4.8 we see that the model quickly learns a maxi-
mum distance needed to avoid the object, around 0.4 meters. The reward for this variable
also shows that it quickly learns and stabilizes after 0.75 million time steps suggesting that
the learning for staying in the goal area is completed and stable.

Looking at the graphs for the object distance in Figure 4.9 we can see a similar trend

where the model seems to have learnt how the distance to the object works at around 0.5-0.75
million time steps as both graphs start to level out with the reward landing on a consistent level.
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5.2. Method

The final two graphs in Figure 4.10 shows that a decent collision avoidance model was
achieved as early as 0.5 million time steps but slight improvements were made for the re-
maining time steps. The second graph shows how the reward for the action difference is still
increasing and has not finished learning yet but is starting to plateau. This shows that the
algorithm has a harder time understanding how the action difference reward works compared
to the other rewards which was learned quite quickly.

Saying that the algorithm has learnt how these rewards work just because the graphs
have or is starting to level out is not true by itself. Instead this is an assumption that is made
because the complete system is able to achieve the desired results. The reward could also
have levelled out because of getting stuck in some local optimum and can not find a better
solution.

General Findings

Depending on what states, rewards and auxiliary functions, such as the transformation,
were used the SD of the trained models could vary a lot. When the SD was large com-
pared to the reward or success rate it could be seen that even if a change could improve
learning a worse model could be created due to the large SD. It is therefore important to
check if the setup has a large SD, and if so try to reduce it. If it can be proven that the SD
of the training is small then changes can be trusted more for a small amount of trained models.

The choice of RL algorithm can change the time spent training new models drastically.
It was found that DDPG took longer to train compared to PPO, even when a GPU was
utilized. This difference in time spent training new models was exaggerated even more when
only using a CPU. The time spent on training new models was critical when testing multiple
parameters and to verify the new models’ SD was low enough that the new models’ perfor-
mance could be trusted.

Looking at the data in Section 4.5 we can see that using the transformation increased
the average success rate of the models and more models succeeded compared to without the
transformation. This was only the average of the models, if we instead look at the best
performing models with and without the transformation we find that they were quite similar.
This can suggest that training a large number of models with similar parameters or settings
gives the best chance to get a good model, especially if the SD of the training is large. This
is because the best models have similar success rates but the SD over all trained models can
differ greatly.

5.2 Method

This part discusses the method used in the thesis. First, a discussion about what would be
done differently if the thesis was done again using the gained knowledge or if more resources
were available. Then there is a discussion about the thesis’ replicability, reliability and validity.
Finally the sources used are critiqued.

Doing the Thesis Again

The overall method of this thesis worked well but if it would be done again with the knowledge
gained from this thesis some things would be different. If done again with the same resources
available training multiple models with the same parameters would have been started earlier
to have more models to evaluate. This is to get a better understanding earlier of how the
mean and SD of the reward and success rate changes with each change of parameters as it
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5.3. The Work in a Wider Context

has been shown that when the SD is large. This would be done since if there is a large SD in
training a models’ success or failure is too dependent on chance.

If the thesis project was done again with more resources available, more models with
different parameters would be tested and evaluated. It would also have been interesting to
test more algorithms which require more hardware such as DDPG if more or better hardware
was available. This thesis focused more on PPO since it was able to train more models faster.

Replicability

Replicating the thesis using only what is presented in the method Section 3 should be possible.
Not everything is explained in detail in the method but the most important parts should be
described well enough that the thesis is replicable. For finer details that were not possible to
fit into the report in a reasonable manner can be found in the git repository in Appendix A.

Reliability

As shown in the results and discussion sections there sometimes exists an SD when training
models. This creates a difficulty in getting the exact same results but similar results can be
achieved as long as a few more models are also trained. Training multiple models should give
at least one model that performs well if good parameters are used.

Validity

The thesis as a whole can be seen as valid but many of the individual data and graphs validity
can be difficult to prove. Since RL can be seen as a black box where an input is given and it
returns an output but the process within, how it works, is unknown. This makes it difficult
to say that a measurement such as the reward actually shows what the thesis claims to show.
Graphs showing things like distances are clear what they show but rewards are more abstract.
However, when the data and graphs are combined it can be seen that the measurements are
valid and gives a model that succeeds in the task.

Source Criticism

The sources varies in how well known and used they are. Many of the sources were taken
from famous papers in RL and related fields such as papers proposing well known algorithms.
Other papers that were closer to the specific scenario the thesis studied might not be as well
known. These papers validity was confirmed by reading them critically and looking if their
results could be of use for this thesis. Since software made by external parts were used in this
thesis their validity can also be questioned. The external software used in this thesis, such as
PyBullet, is used extensively in other RL projects and are open-source projects. This speaks
for their validity.

5.3 The Work in a Wider Context

All training done in this thesis were done in a simulated environment where the drone was free
to fail as often as needed without a loss of physical resources. The thesis could prove useful for
future collision avoidance systems, both in drones and other autonomous vehicles. The thesis
could also be used as a basis for automatic collision avoidance systems where there is a human
operator that fails to avoid the obstacle itself.
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Conclusion

A short conclusion of the purpose of the thesis is presented here with the research questions
and their corresponding answers. Then a short section about possible future work based on
this thesis is presented.

6.1 Purpose, Questions & Answers

The purpose of this thesis was to create a collision avoidance system using RL for a quadcopter
drone using minimal information and explore the importance of the information. The ques-
tions asked were how such a system could be realized using only information from onboard
sensors. What importance does the different information have for a successful model? How
does the information interact with each other?

A collision avoidance model was achieved using PPO with a high success rate for the
given scenario. This model only uses information that comes from either onboard sensors
or internal software. The importance of information and their interaction with each other
was also studied. It was found that the minimal information needed for a successful model
was several internal states of the drone combined with the objects position and goal position
relative to the drone and the drones altitude.

The minimal rewards needed for the system to succeed was a reward based on the dis-
tance to the goal and another based on the distance to the object combined with sparse
rewards based on success or failure.

Some information such as the difference in actions was found to be able to increase the
performance of the model but was not needed. It was also found that if this reward was not
tuned properly it could introduce large SDs in the training.

A transformation was also introduced during the thesis with the aim of reducing the variation
in the final models. This was found to be able to reduce the SD of the models and slightly
increased overall performance as well. The algorithm also became more consistent at training,
on average, better performing models. This implies that the transformation increased the
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6.2. Future Work

sampling efficiency of the model, causing it to learn more from the same training environment.
The model with this transformation was also found to take more predictable actions.

6.2 Future Work

This thesis can be seen as a simple proof of concept for future works. The work of this
thesis can be expanded by creating new and more interesting or realistic scenarios with a
greater variety of dynamic objects. The objects could also change from what can be called
neutral objects, those whose path is independent on the actions of the drone. New objects
could be classified into two new types friendly objects, those trying to also avoid a collision,
and hostile objects, those trying to collide with the drone. Another expansion on this work
could be to introduce partial observability by making a more realistic simulation of the sensors.

The thesis could also be expanded into new types of vehicles such as other types of drones.
With some work this thesis might also be applicable to fixed wing aircraft collision avoidance
or vehicles working in or on water such as submarines and boats. The work could then also
be expanded by implementing some restrictions or rules for movements.

It would also be interesting to implement this work in a real drone. This would test
how well the RL model transfers from the simulated environment to a real environment. This
would likely require more work as a simulator is not an exact representation of reality and
real measurements are likely to be more noisy.
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Appendix A

Git repository: https://github.com/Alexandra-Johansson/RL_collision_avoidance
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