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Abstract

Academic integrity depends on the accuracy of scholarly references. When references
are fabricated, the credibility of a paper cannot be established, and the chain of knowledge
that connects new work to existing research breaks down. This creates a growing crisis of
trust, particularly as it becomes harder to distinguish carefully researched bibliographies
from those that were generated automatically.

Students are increasingly using Al writing tools to assist with editing, cleaning up
drafts, and finishing background sections. During this process, it can easily happen that
the AI hallucinates inventing references that look real but point to publications that do not
exist. In other cases, students rely on Al entirely for background research. Given the large
number of references such tools can generate in a short time, it becomes practically impos-
sible for supervisors and reviewers to verify them manually. Each reference must include
the author names, title, year, publication venue, and Digital Object Identifier (DOI), and all
of these details must be correct. A single fabricated or corrupted entry can pass unnoticed
through standard checks yet undermine the reliability of the entire work.

We present BIBVERIFY, a fully automated agentic system that addresses this challenge.
BIBVERIFY reads reference files in BibTeX format, verifies each entry against authoritative
databases through the Model Context Protocol (MCP), and classifies them as valid, partially
valid, or invalid. Tt primarily uses the DBLP Computer Science Bibliography, with Google
Scholar as a fallback for references not covered by DBLP. For partially valid entries, it ap-
plies conservative, evidence-based corrections without any human involvement. Unlike a
plain MCP agent that simply retrieves database records, BIBVERIFY combines structured
retrieval with LLM-based reasoning to detect subtle field-level errors such as misspelled
author names, wrong years, or invalid DOIs that a lookup alone would miss.

To assess the effectiveness of this approach, performance is evaluated across classifica-
tion accuracy, issue detection, correction success rate, field-level accuracy for attributes
such as author names, titles, and DOIs, and overall runtime. Three prompting strate-
gies zero-shot, retrieval-augmented generation (RAG), and chain-of-thought, are compared
across different language models.
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Introduction

Artificial Intelligence (AI) writing tools are on the rise in academic work. These can be used
by researchers and students to edit and revise material, summarize literature and create bib-
liographical references. These can be useful tools but they can also generate outputs that
appear realistic but are completely fabricated. This phenomenon is called hallucination [5} 2]

References can contain hallucinations of many types: generation of citations to non-
existent publications, fake author identities or publication years, and invalid DOIs. This
challenge is compounded by the reference management format that is popular in academic
writing. BibTeX is a well-known plain-text standard for storing and formatting citations in
IATEX documents [20]. While it enforces strict structural rules, it performs no semantic val-
idation of the content. Consequently, a reference containing a completely fabricated title or
a non-existent journal can still compile successfully and appear legitimate in the final docu-
ment.

Accurate references are fundamental to scholarly communication. They enable readers to
verify claims, trace the development of ideas, and connect new research to prior work. When
references are incorrect or invented, this chain of trust is broken. Citation errors are not a new
issue. A large-scale survey of 2,648 researchers reported a quotation error rate of 16.6% across
disciplines [25], while other studies have found error rates reaching as high as 93.1% due to
misspellings, phantom authors, and incorrect field data [23} [18].

What has changed is the scale and speed at which Al tools can introduce such errors.
Recent evaluations show that GPT-4 fabricates nearly 20% of its citations, and even among
the references it gets partially right, around 45% still contain substantive errors such as in-
valid DOIs [14]. A Nature analysis estimates that tens of thousands of publications from 2025
already contain Al-generated invalid references [15].

These challenges motivate the development of BIBVERIFY, an automated system designed
to verify and correct Al-generated references in BibTeX format.

1.1 Aim

The aim of this thesis is to design, implement, and evaluate an automated agentic system for
verifying and correcting Al-generated BibTeX references using authoritative bibliographic
metadata. The system detects hallucinated or incorrect references, identifies erroneous meta-
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data fields, applies conservative evidence-based corrections, and produces validated BibTeX
output suitable for direct use in academic documents.

1.2 Research Questions
This thesis addresses the following research questions:

1. How reliable are BibTeX references generated by large language models when evalu-
ated against authoritative bibliographic databases such as DBLP and Google Scholar?

2. How can a multi-agent system be designed to automatically verify and correct Al-
generated BibTeX references using structured external data retrieval through the Model
Context Protocol (MCP) and prompt-based reasoning?

3. How do different prompting strategies zero-shot, retrieval-augmented generation
(RAG), and chain-of-thought (CoT) affect the accuracy, reliability, and runtime of au-
tomated reference verification and correction?

1.3 Methodology

This thesis presents BIBVERIFY, a multi-agent system designed to automatically verify and
correct references in BibTeX format. As illustrated in Figure the system processes input
.bib files through a sequential pipeline that interacts with external bibliographic databases
via the Model Context Protocol (MCP).

First, a Preparation Agent reads the .bib file, normalises the entries, and converts them
into structured metadata. The pipeline then executes three core LLM-powered agents in se-
quence: a Validation Agent, a Correction Agent, and an Evaluation Agent.

The Validation Agent retrieves external evidence primarily from DBLP (via the mcp-dblp
server), with Google Scholar (via the mcp-scholar server) used as a fallback when DBLP
evidence is insufficient or inconclusive. Rather than relying solely on rule-based matching,
the agent uses prompt-based reasoning to combine retrieved evidence, identify metadata in-
consistencies, and classify each reference as valid, partially valid, or invalid, while considering
confidence levels.

The Correction Agent then uses the validation results and supporting evidence to perform
conservative, evidence-grounded modifications to the original entries. It generates corrected
BibTeX entries along with detailed correction logs. Finally, the Evaluation Agent computes
quantitative performance metrics, including precision, recall, F1-score, and fine-grained field-
level accuracy for key attributes such as title, authors, year, and venue.

The experimental design systematically compares three prompting strategies Zero-Shot,
Chain-of-Thought, and Retrieval-Augmented Generation (RAG) across multiple large lan-
guage models under a shared structured output schema, enabling controlled and repro-
ducible evaluation.
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Figure 1.1: Low-fidelity overview of the BibVerify system architecture

1.4 Contributions

The main contributions of this thesis are as follows:

1. Agentic BibTeX Verification and Correction Pipeline We design and implement BIB-
VERIFY, a fully automated, sequential multi-agent system that ingests BibTeX files, verifies
references against authoritative sources through MCP, and applies conservative corrections.
The architecture cleanly separates preparation, validation, correction, and evaluation stages.

2. Evidence-Grounded Conservative Correction Mechanism We present a correction agent
that makes minimal, safe changes to bibliographic entries, using evidence from DBLP and
Google Scholar. This method corrects hallucinations and incomplete fields while preserving
reliability and faithfulness to the original author intent.

3. Systematic Comparative Evaluation of Prompting Strategies We perform a systematic
empirical evaluation of Zero-Shot, Chain-of-Thought and RAG prompting strategies across
multiple Large language Models (LLMs). It evaluates classification accuracy, correction qual-
ity, runtime performance and cost and provides practical guidance on building reliable cita-
tion verification systems.

1.5 Related Work

This section reviews prior work on hallucinations in LLMs, verification techniques, and cita-
tion auditing systems, highlighting the gap that BibVerify aims to fill.
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Hallucination Detection and Verification Early work on hallucination detection, such as
REFCHECKER by Hu et al. [4], introduced fine-grained claim-level verification by decom-
posing outputs into claim triplets and checking them against reference sources. Similarly,
EchoLLM by Dalal and McGinty [3] demonstrated the benefit of separating extraction from
evidence-based verification using natural language inference. While these approaches pro-
vide valuable conceptual foundations for treating individual bibliographic fields as verifiable
claims, they rely primarily on probabilistic inference rather than deterministic lookup against
authoritative structured databases.

Retrieval-Based and Knowledge-Grounded Approaches More recent efforts have ex-
plored tighter integration with external knowledge. Chand et al. [chand2026] advocate com-
plementing LLM agents with Knowledge Graphs for improved reliability and traceability.
Szeider [21] proposed unmediated citation retrieval through MCP, where the LLM coordi-
nates retrieval but does not alter the metadata returned directly from DBLP. These works
align closely with BibVerify’s use of MCP and external tools; however, they focus mainly on
retrieval during generation rather than post-generation verification and correction of existing
BibTeX files.

Citation Auditing and Agentic Systems At the application level, Janse van Rens-
burg [janse2025audit] developed a large-scale auditing framework that verifies references
against multiple databases using a zero-assumption protocol. The most comprehensive prior
system, BibAgent by Li et al. [13], implements a sophisticated agentic pipeline with con-
text mapping and evidence committees. While BibAgent demonstrates the potential of full
agentic citation verification, it is significantly more complex and computationally expensive.
BibVerify complements these efforts by offering a lighter, more practical, and focused so-
lution specifically tailored for automated verification and conservative correction of BibTeX
reference files.

By combining MCP-based retrieval, structured multi-agent coordination, and conserva-
tive correction under a reproducible experimental framework, this thesis addresses a clear
gap: efficient, reliable, and scalable post-generation reference cleaning for academic writing.

1.6 Delimitations

BIBVERIFY is meant to work with computer science references in the BibTeX format. It checks
specific metadata fields title, author names, publication year, venue, and DOI but does not
analyze whole academic texts or evaluate whether a citation is utilized correctly in context.

The system uses DBLP as the main source and Google Scholar as a fallback. No other
scholarly databases are considered, such as Semantic Scholar, CrossRef, and PubMed. As a
consequence, references from areas not fully covered by DBLP, e.g. medicine or law, may not
be validated in a reliable way.

The evaluation is performed on a controlled dataset with 202 BibTeX entries in four sub-
sets. The references are created using large language models in the experimental setting. The
results are thus most immediately relevant to computer Science.



Theory

This chapter presents the key concepts underlying BIBVERIFY. We begin with the importance
of correct referencing in academic writing. Next we examine large language models and their
propensity to hallucinate. Then, we discuss prompting strategies, agentic Al systems, Model
Context Protocol, and the main libraries for building such pipelines.

2.1 References in Academic Writing

When researchers write academic papers, they include a list of sources at the end of the docu-
ment. This reference list identifies the origin of ideas, data, and methods, enabling readers to
verify claims, trace the development of ideas, and build on previous work [17, 22]. Accurate
referencing also upholds academic integrity by giving credit to original authors and making
research reproducible.

A typical reference contains the author names, title, publication venue, year, and a Dig-
ital Object Identifier (DOI). Researchers commonly manage these entries using tools such
as Zotero and Mendeley, which export them in structured formats. In scientific and techni-
cal writing, BibTeX has become the standard format for managing references in IXITEX docu-
ments [16].

Despite its widespread use, BibTeX was never designed to verify factual correctness. The
system checks only structural validity. A reference may contain incorrect author names, fab-
ricated titles, or invalid DOIs and still compile without any warning in IXTEX [25]. These are
known as silent errors and are difficult to detect manually. The problem has become more
serious as Al systems increasingly generate references, often producing entries that appear
realistic but do not correspond to any real publication [14].

2.2 Large Language Models

Large language models (LLMs) are Al systems trained to understand and generate human-
like text. They rely on the transformer architecture [24] and are trained in three main stages:
pre-training on massive text corpora, supervised fine-tuning on instruction-answer pairs,
and reinforcement learning from human feedback.

Although LLMs produce fluent text, they do not retrieve information from verified knowl-
edge bases. Instead, they predict the most likely next word based on statistical patterns. This

5
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design causes hallucinations fluent outputs that are factually incorrect or entirely fabricated [5,
6]. In the context of academic references, hallucinations frequently appear as invented papers,
incorrect authors, wrong years, or nonexistent DOIs.

Recent work has addressed this problem through fine-grained verification. For example,
REFCHECKER [4] decomposes LLM outputs into claim triplets and checks them against ref-
erence sources. Similarly, EchoLLM [3] separates extraction from evidence-based verification.
These approaches highlight the value of moving beyond pure generation toward structured
verification grounded in external evidence.

2.3 Prompt Engineering

Prompt engineering is the practice of carefully designing input text to guide language models
toward accurate and consistent outputs [19]. Small changes in wording can significantly
affect what the model returns, so the choice of prompting strategy has a direct impact on
system performance. This thesis evaluates three strategies, each reflecting a different degree
of external evidence and reasoning depth.

Zero-shot prompting the model receives only a task description and must respond using
its internal parametric knowledge alone [7]]. No examples are provided and no external data
is retrieved. This approach is the fastest and cheapest, and it serves as the baseline in the
experiments, establishing how much a language model can achieve without any outside sup-
port.

Retrieval-augmented generation (RAG) relevant information is fetched from an external
source and included in the prompt before the model responds [11]. Rather than relying on
memory, the model reasons against real retrieved evidence. In the context of this thesis, this
means fetching a matching DBLP record and providing it alongside the BibTeX entry being
validated. RAG is the primary strategy in the experiments because it directly addresses the
core limitation of standalone language models, the inability to reliably verify factual claims
beyond their training data.

Chain-of-thought (CoT) prompting, the model is asked to reason step by step before pro-
ducing a final answer [wei2022chain]. Rather than jumping directly to a verdict, the model
works through each metadata field explicitly title, authors, year, venue, and DOI before draw-
ing a conclusion. CoT serves as an ablation test in the experiments, checking whether struc-
tured intermediate reasoning adds measurable value over RAG alone.

2.4 Agents and Agentic Al

A standard LLM generates a single response to each input. An Al agent extends this by
combining the language model with memory, planning, and access to external tools [26].
This allows an agent to pursue goals across multiple steps, observe results, and adapt its
behaviour accordingly.

The Four Core Agent Components An LLM-based agent is typically built around four com-
ponents, each serving a distinct role in supporting goal-directed behaviour. Figure[2.1{shows
how these components are instantiated in BibVerify.

Memory enables the agent to remember what occurred between stages. In BibVerify all
four agents share a common record that contains the references being checked, any modifica-
tions introduced, and the results obtained so far. This ensures that each stage in the pipeline
picks up right where the last stage left off.
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Planning determines the agent’s actions and their order. BibVerify operates in four stages:
preparing references, validating them, correcting errors, and reviewing outcomes. If an issue
arises at any level, the pipeline records it and adjusts the subsequent phases accordingly.

External Tools enable the agent to retrieve information that it cannot accurately ascertain
itself. Instead of depending on the information the language model has retained throughout
training, BibVerify accesses live bibliographic databases in real-time to identify the actual
publications corresponding to each reference. This bases the agent’s decisions on concrete
evidence.

Action and output represent what the agent produces at the end of its reasoning. In
BibVerify, each completed stage contributes to one of four outputs: a classification verdict for
each reference, a corrected bibliography file, a log of every change made, or a summary of
how well the system performed overall.

Memory
Shared pipelina state 5

{entrias, corrections, matrics,

strategy, errory — LangGraph

External Tools
Planning MCF | JSON-RRC 2.0
Saquential DAG LLM mep-dblp
e Wealbelat o . fuzzy title_search
) Prep - \.<_I|.;:Jl||,| Reasoning Care m:p o
-+ Carraction - Evaluation Cp-5Cho:
N Re&ct loop fallback & < 0.75
Conditianal routing on error allibac i S UL D
LangSmith obsarvability bibtex_mcp
parse - validate - normalise
rata-limit control ayer

Action & Output

wvardict w - corracted. bib - corraction_lag - metrics

Figure 2.1: The four core components of an LLM-based Al agent as instantiated in Bib Verify.

The ReAct Pattern A widely used approach for structuring agent behaviour is the ReAct
pattern (Reason + Act) [26]. Rather than producing a single response, the agent alternates
between reasoning about what to do next, taking an action, and observing the result before
deciding whether to continue or conclude. Figure [2.2]illustrates this loop as applied in the
Validation Agent of BibVerify.

Reason: The agent reads a reference entry and thinks about what information it needs to
decide whether the reference is correct. It identifies which fields to check and formulates a
search query accordingly.

Tool Calling: The agent searches an external bibliographic database to find the real pub-
lication that the reference is supposed to point to. If the first database does not return a
confident match, a second source is consulted as a fallback.
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Read Results: The agent examines what the database returned and compares it against
the original reference. It looks for differences in the author names, publication year, title,
venue, or identifier, and notes any discrepancies it finds.

Verdict: The agent decides whether it has enough evidence to classify the reference. If it
does, it produces a verdict that is correct, partially correct, or incorrect. If the evidence is still
unclear, it returns to the first step and searches again with a more refined query.

Reason Tool Calling
[Think) {Act)

Verdict | | Read Results
(Decide) |Observe)

Figure 2.2: The ReAct loop as applied in the Validation Agent

2.5 Model Context Protocol (MCP)

Integrating agents with external tools has meant writing custom integration code for every
agent and data source combination. The Model Context Protocol (MCP) released in late 2024
solves this problem by providing a standardized communication interface [1].

MCP utilizes [SON-RPC 2.0, a lightweight protocol that enables Al agents to request tool
execution and receive structured responses. An MCP server provides named tools with typed
inputs and outputs. Startup agents find and use tools during reasoning. This solution stream-
lines integration by implementing the protocol once, eliminating the need for unique connec-
tions for each agent and data source combination.

Figure2.3|illustrates how BibVerify applies this principle. The Validation Agent connects
through a single MCP interface to three specialised servers: mcp-dblp as the primary bib-
liographic source, bibtex_mcp for parsing and validation, and mcp-scholar as a fallback
when DBLP evidence is insufficient. Szeider [21] demonstrated the value of unmediated ci-
tation retrieval through MCP; we follow the same principle and extend it with a fallback
strategy and a dedicated BibTeX processing server. Implementation details appear in Chap-
ter
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mcp-dblp

primary evidence source

fuzzy_title_search
get_venue_info

Al Agent

Validation Agent

ReAct reasoning loop tool call MCP
llm.bind_tools() [ JSON-RPC 2.0 bibtex_mcp
tool manifest discovery result typed tool schema

parsing & validation
parse_bib_file
normalise_fields

at pipeline startup
implements MCP once

mcp-scholar

fallback evidence source
scholar_search
when $; < 0.75

Figure 2.3: MCP as a shared communication interface in BibVerify. The Validation Agent im-
plements the protocol once and connects to three MCP servers, each responsible for a distinct
retrieval or processing role.

2.6 Libraries for Building AI Agents

We build BIBVERIFY using a modern open-source stack centred on the LangChain ecosystem.
Figure 2.4 summarises the five-layer architecture of the stack, from inference platforms at the
base to data validation at the top.

LangChain serves as the core framework, providing standardised interfaces to different
language model providers and supporting tool binding together with structured output [§].
It acts as the universal adapter layer through which BIBVERIFY connects to both language
models and external MCP servers, using 11m.bind_tools () to make all three MCP servers
available to the Validation Agent during reasoning.

LangGraph enables us to model the multi-agent pipeline as a stateful directed graph,
facilitating shared state, conditional routing, and reliable execution across all four agents [9].
Each agent corresponds to a node in the graph, and all agents read from and write to a shared
pipeline state S. LangGraph also provides checkpoint support, allowing interrupted pipeline
runs to be resumed without restarting from the beginning.

LangSmith delivers observability by tracing every LLM call, tool invocation, and state
transition throughout development and evaluation [10]. During development, LangSmith
traces helped identify two systematic problems: prompts that produced malformed outputs
and DBLP queries that returned incorrect matches due to off-by-one year mismatches.

OpenRouter provides a unified API endpoint through which BIBVERIFY accesses all fron-
tier language models. Rather than integrating each model provider separately, OpenRouter
allows the same request format to be used across all models, ensuring consistent handling
and simplifying the experimental setup when comparing models.

Pydantic enforces strict schemas on all language model outputs, ensuring consistent
and type-safe data flow between agents. Every structured output including BibEntry,
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ValidationResult, and CorrectionResult is validated against a defined schema be-
fore being written to the shared state. This catches malformed outputs immediately at the

point of production rather than allowing errors to propagate silently through the pipeline.

Pydantic

Data validation - type-safe schemas
catches malformead LLM autput

LangSmith
Observability - tracing
debugging - takan telematry

LangGraph
Agent orchestration - stateful DAG
shared state - checkpaints

LangChain

LLM framewark - toal binding
structurned autput

OpenRouter

nference platform - unified LLM AP

Layer5
Validation

Layer 4
Observability

Layer 3
Orchestration

Layer 2
Framawork

Layer 1

Infarence

Figure 2.4: The five-layer open-source stack used in BibVerify, from inference platforms at the

base to data validation at the top.

The concepts presented in this chapter provide the necessary foundation for understand-

ing the design and implementation of BIBVERIFY described in the following chapters.
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An Agentic Approach to
Bibliography Validation and
Correction

This chapter presents the architecture and implementation of BIBVERIFY, our multi-agent
pipeline for automated BibTeX reference verification and correction. We first introduce the
conceptual design and the two-tier client-server architecture, then describe how we imple-
mented each pipeline component, the external tools we integrated, and the infrastructure we
used to support reliable execution.

Our design objective was not only to automate bibliographic verification, but to do so in
a way that is modular, reproducible, and robust under real-world conditions such as mal-
formed BibTeX entries, incomplete metadata, and external API failures. To achieve this, we
separated the pipeline into specialised agents, each responsible for a single stage of process-
ing and each operating over a shared validated state representation.

3.1 System Architecture

The majority of bibliography verification involves using evidence to make a decision. It takes
more than checking a reference’s syntax to verify it. The system must find the publication, get
external evidence, compare metadata fields, determine if errors exist, and decide if correction
is needed. This cannot be done reliably with a single model call because the information
needed is not available in the model’s training data and must be retrieved at runtime.

To support this process, we designed BIBVERIFY as a multi-agent architecture in which
four specialised agents collaborate through a shared state representation. Rather than at-
tempting verification in a single interaction, we structured the task into four distinct stages:
preparation, validation, correction, and evaluation. This decomposition improved maintain-
ability, facilitated debugging, and enabled controlled experimentation by allowing individual
stages to be modified without affecting the rest of the system.

The architecture is divided into two logical tiers, as shown in Figure The client tier
contains the four reasoning agents that execute the verification workflow. The server tier
contains external services exposed through the Model Context Protocol (MCP), providing
retrieval, parsing, and validation capabilities that our agents invoked when needed. This
separation meant that new retrieval sources could be added without modifying agent logic,
and agent behaviour could be changed independently of the underlying tool infrastructure.
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3.1. System Architecture
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parse - nomalise - validate MCP community server - primary source
: interface fuzzy_title_search ‘
l : get_venue info
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Validation agent ; JSON-RPC
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Evaluation agent h
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LangSmith tracing
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corrected.bib - validation report - correction log - evaluation metrics

Figure 3.1: Conceptual architecture of BIBVERIFY. The client tier contains the four specialised
agents responsible for preparation, validation, correction, and evaluation. The server tier
exposes external bibliographic capabilities through three MCP servers.

The verification workflow followed a sequential pipeline in which information progres-
sively accumulated as entries moved through each stage. We implemented this as a directed
acyclic graph (DAG) a finite set of nodes connected by directed edges containing no cycles.
The pipeline executed four agents in a fixed order: the Preparation Agent ran first, followed
by the Validation Agent, the Correction Agent, and finally the Evaluation Agent. Each agent
read its input from the shared state S and wrote its output back to S before the next agent
began.

Throughout execution, all agents read from and wrote to a shared pipeline state S, defined
as:

S = {entries, corrections, metrics, strategy, error } (3.1)

12



3.1. System Architecture

This state contained the parsed entries, validation results, correction records, evaluation
metrics, and runtime metadata required for coordination between agents. The error field
acted as a safety mechanism: if any agent failed, it recorded the failure here and all down-
stream agents skipped execution, keeping the pipeline state inspectable even under failure.
The pipeline produced four output artefacts: a corrected BibTeX file, a validation report, a
corrections log, and quantitative evaluation metrics.

Verdict Classes

Before describing the individual agents, we define the three verdict classes that the Validation
Agent assigned to each entry. We designed these classes to reflect the three most common
outcomes when checking Al-generated references against an authoritative database.

We assigned valid when a strong match was found in DBLP or Google Scholar and all key
metadata fields were consistent with the matched record. No correction was needed.

We assigned partially_valid when a credible match existed but one or more fields differed
from the matched record. This class covered the most common type of Al-generated error: a
real paper whose metadata had been subtly distorted, for example a misspelled author name,
a wrong year, or an abbreviated venue name. We forwarded these entries to the Correction
Agent.

We assigned invalid when no credible match was found in either DBLP or Google Scholar,
indicating that the entry was likely hallucinated or fabricated entirely. We flagged invalid
entries in the report but did not attempt correction, since no verified record existed to correct
against.

Our scheme was deliberately conservative. We reserved the invalid verdict only for en-
tries where the pipeline was confident that no matching publication existed. When in doubt,
we classified an entry as partially_valid, which triggered correction rather than rejec-
tion.

Evaluation Framework

We evaluated the pipeline along two dimensions corresponding to the two agents whose
outputs could be assessed against ground truth.

For the Validation Agent, we treated assessment as a three-class classification problem.
For each verdict class, we counted true positives (TP), false positives (FP), and false negatives
(EN). A TP occurred when the agent correctly assigned the expected class to an entry. A FP
occurred when the agent assigned a class to an entry that belonged to a different class. A FN
occurred when the agent failed to assign the correct class. From these counts we computed:

.. TP
Precision = TP + FP (3.2)
TP
Recall = TP+ EN (3.3)
Bl — 2 - Precision - Recall (3.4)

Precision + Recall

We chose them because reference verification is a classification problem in which the cost
of a false positive (incorrectly flagging a correct reference) differs from the cost of a false
negative (missing a hallucinated one). We aggregated results using micro-averaging, which
weighted each entry equally across all three classes.

For the Correction Agent, we measured how many partially corrupted entries were fully
repaired. We defined the Correction Rate as:

13



3.2. Pipeline Components

CR — Ncorrect (35)
Neligible
where Ncorrect is the number of entries where every erroneous field was restored to its
ground-truth value, and Njigiple is the total number of entries requiring correction. This met-
ric was intentionally strict: a single unresolved field prevented an entry from being counted
as fully corrected.

3.2 Pipeline Components

This section describes how we implemented each agent. We followed three design principles
throughout. First, each agent was responsible for a single well-defined task and commu-
nicated only through S. Second, we isolated all interactions with external services behind
MCP servers, so retrieval functionality remained independent of agent logic. Third, we vali-
dated all structured outputs using Pydantic schemas before writing them to the shared state,
preventing malformed data from propagating through the pipeline.

Preparation Agent

The Preparation Agent transformed raw bibliographic data into a clean, structured represen-
tation before any retrieval or reasoning took place. We needed this stage because real-world
BibTeX files frequently contained inconsistent formatting, unresolved macros, mixed Uni-
code encodings, and duplicated whitespace, all of which degraded retrieval quality if left
uncorrected.

Let B = {by, by, ..., by} denote the set of n raw BibTeX entries in the input file. Each entry
b; was a set of field-value pairs:

bi:{f122}1,f2202,...,fmtvm} (3.6)

where f; denoted a field name (e.g. title, author, year) and vy its corresponding
value, which may have contained formatting errors. We processed each b; through three
sequential steps.

Parsing. We used the bibtexparser library to convert raw BibTeX syntax into an internal
dictionary, resolving all @string macros and extracting every field value into a structured
format.

Normalisation. We standardised field content before retrieval began. We converted Uni-
code encodings to a consistent representation, resolved IXIEX escape sequences where pos-
sible, removed duplicated whitespace, and rewrote author lists into a uniform format. For
example, {Vaswani, A.} and Ashish Vaswani would otherwise have produced differ-
ent DBLP query results for the same author.

Schema validation. We validated each entry against a Pydantic BibEntry schema. We
defined a mandatory field set:

Fy ={id, ENTRYTYPE, title, author, year} (3.7)

where ENTRYTYPE denotes the BibTeX entry category, such as @article,
@inproceedings, or @book. These five fields were the minimum required to search
for a publication in DBLP or Google Scholar. Since the DBLP doesn’t have a way to search
using the DOJ, an entry that is missing both t it le and author but has a DOI could be used
as a fallback to check.
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3.2. Pipeline Components

We defined an optional field set:

Fo = {journal, booktitle, publisher, doi, url, pages, volume, number } (3.8)

These fields improved correction accuracy when present but their absence did not block
validation. We wrote entries that failed schema validation to a warning log and excluded
them from the pipeline. The validated entry set we produced was:

E={ey,er,...,en}, n<|B] (3.9)

where each ¢; € E conformed to the structure expected by the Validation Agent.

Preparation agent

Input Parsing

bibtexparser library

resolve @string macros
H Structured pipeline
Normalisation H Entry List {e} state
unicode - whotespace H
author format LaTeX
.bib file 3 ;
entry set E = {el, e2,........ en}

pydantic BibEntry

Figure 3.2: The Preparation Agent. We parsed, normalised, and validated raw BibTeX entries
against the Pydantic BibEnt ry schema to produce the structured entry set E.

Validation Agent

The Validation Agent was the core of BIBVERIFY. For each entry ¢; € E, it determined whether
the entry corresponded to a real publication and whether its metadata was accurate. We
designed the agent to operate within a ReAct reasoning loop and to perform four sequential
tasks: evidence retrieval, rate-limit control, LLM-based reasoning, and verdict generation.

Evidence Retrieval

We began validation by submitting the title field of each entry e; to the DBLP fuzzy title
search service. We chose fuzzy rather than exact title matching because Al-generated refer-
ences frequently contained typographical distortions, misspellings, capitalisation differences,
and punctuation changes that would have caused exact matching to fail even when the cor-
rect paper existed in DBLP. The goal at this stage was to maximise recall; missing the correct
publication here would have made successful validation impossible regardless of later pro-
cessing.
We applied a retrieval threshold:

Tretrieve = 0.20 (3.10)

We intentionally set this value low to maintain loosely matching records with minor
distortions. Increasing the threshold would enhance precision but may eliminate correct
matches that were slightly malformed, which BIBVERIFY was designed to detect. We took
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3.2. Pipeline Components

the year gap into account because there is often a difference between when a paper was pre-
sented at a conference and when it was published in the proceedings.

W, = [yifl, yl+1] (3.11)
where y; was the declared year of entry ¢;. The candidate set we retrieved from DBLP
was:

dblp
H™ ={h,hy, ... I} (3.12)

where k was the number of candidates. The mcp-dblp server annotated each candidate
hj with a similarity score s; € [0, 1], computed as the normalised string similarity between the

query title and the candidate title. We defined the best score across all candidates as:

$; = max s; 3.13
= max s (3.13)
1j€Hl-

We used a second, higher threshold to govern the validation decision:

Taccept = 0.75 (3.14)

We set this value based on development observations: matches above 0.75 consistently
corresponded to the intended publication, whereas matches below it frequently referred to
different papers with similar titles. When 8; < Taccept, we supplemented the DBLP evidence
with results from Google Scholar. The combined evidence set we passed to the reasoning
stage was:

dbl
HP
i
Ei=19 i
Hi P U Hischolar

if§; > Taccept (3.15)
if §; < Taccept

where Hl.SChOlar denoted the Google Scholar candidate set retrieved when DBLP evidence
was insufficient.

Rate-Limit Control Layer

During our early experiments, the ReAct (React + action) reasoning loop generated bursts of
tool calls that exceeded DBLP’s service limits. This caused repeated HTTP 503 errors, which
returned empty evidence sets and produced systematically incorrect verdicts. To prevent
this, we introduced a dedicated rate-limit control layer between the Validation Agent and
the external MCP tools. We implemented three complementary mechanisms, which together
reduced the DBLP-related failure rate from several percent per batch to zero across all exper-
imental runs.

Sliding-window limiter. We maintained a window of recent request timestamps and re-
stricted the maximum number of requests within any one-second interval:

Qmax = 50 req/s (3.16)

We set this value to match DBLP’s documented service recommendation. In practice, we
used an operational value of 40 req/s to provide a 10-request safety margin against timing
imprecision. When the window already contained Qmax requests, we waited 10 ms before
rechecking.
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3.2. Pipeline Components

Exponential back-off with jitter. Transient failures, HyperText Transfer Protocol
(HTTP) 503 responses, or connection reset errors triggered automatic retries. The wait
before the attempt n € {1,2, 3,4} was:

dy =b-2"+¢,, en ~U(0, 0.2), b=05s (3.17)

We chose Nmax = 4 as a practical balance between resilience and speed: enough attempts
to recover from a brief service interruption without stalling the pipeline for too long. The
jitter term €, prevented multiple retries from firing simultaneously and re-overwhelming the
server before it had time to recover.

LRU response cache. We stored every successful DBLP response in an in-memory Least-
Recently-Used (LRU) cache:

C = 2,048 entries (3.18)

We set C = 2,048 to ensure the cache was large enough to hold all responses generated
during a single experimental run without discarding any. This capacity was chosen conser-
vatively to account for the fact that the ReAct reasoning loop may query the same paper
multiple times as the agent reconsiders an entry after reading partial evidence. In such cases,
the second query was served instantly from the cache rather than making a new network
request.

LLM-Based Reasoning

Once we had collected evidence, we constructed a structured prompt for the language model:

pz' = {61', 51', S} (3.19)

where e; was the BibTeX entry, £ was the evidence set from Equation and S €
{zero-shot, RAG, CoT} denoted the active prompting strategy. The model compared e; field
by field against &;, identifying discrepancies in title, authors, year, venue, and DOI. We con-
strained the model’s response to the ValidationResult Pydantic schema, ensuring con-
sistent output regardless of which model or strategy was active.

Verdict Generation

The validation result we produced for entry ¢; was:

v; = {status, confidence, issues, suggested_fixes } (3.20)

where status € {valid, partially_valid, invalid} was the classification assigned
by the model (see Section [3.1)), confidence € [0,1] was the model’s self-reported certainty (we
flagged values below 0.6 for human review), issues was a list of field-level error descriptions
(e.g. "year incorrect: 2018—2017"), and suggested_fixes was a dictionary mapping
erroneous fields to proposed corrections consumed directly by the Correction Agent. We for-
warded entries with status = partially_valid and non-empty suggested_fixes to the Cor-
rection Agent. We flagged entries with status = invalid in the report but did not attempt
correction.
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Figure 3.3: The Validation Agent. We retrieved evidence from DBLP and Google Scholar
through the rate-limit control layer, passed it to the language model under the active strat-
egy S, and validated the response against the ValidationResult Pydantic schema to pro-
duce verdict v;.

3.3 Prompting Strategies

We evaluated three prompting strategies under identical experimental conditions: the same
dataset, retrieval infrastructure, evaluation methodology, and agent architecture. We changed
only the prompt between runs, so any observed performance difference could be attributed
directly to the prompting strategy. The three strategies formed a natural progression: zero-
shot established the parametric knowledge baseline, RAG added retrieved evidence, and CoT
added structured step-by-step reasoning on top of RAG.

Regardless of the active strategy, we required the model to return a response conform-
ing to the validationResult Pydantic schema, ensuring identical downstream processing
across all conditions.

Zero-Shot

In the zero-shot strategy, we passed only the BibTeX entry to the model and asked it to assess
validity using its internal parametric knowledge alone:

P75 = {e;} (3.21)

We used zero-shot as our baseline to estimate how much bibliographic knowledge was
already encoded within each model before any external evidence was introduced [7].

Retrieval-Augmented Generation (RAG)
In the RAG strategy, we extended zero-shot by including the retrieved evidence in the

prompt:

PRAC = (¢, &} (3.22)

We instructed the model to compare each metadata field against the retrieved records and
to base its verdict on external evidence rather than memory alone [11]. We chose RAG as
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our primary strategy because it directly addressed the core limitation of standalone language
models: the inability to reliably verify factual claims beyond their training data.

Chain-of-Thought (CoT)

In the CoT strategy, we used the same evidence payload as RAG but required the model to
reason through each field explicitly before producing a verdict:

PP = {e;, &, R} (3.23)

where R denoted our step-by-step reasoning instructions. We required the model to
evaluate six steps in order: (1) title consistency, (2) author consistency, (3) publication year,
(4) venue, (5) identifier consistency (DOI and URL), and (6) final verdict. We used CoT as
an ablation test to check whether structured intermediate reasoning added measurable value
over RAG alone [wei2022chain].

Strategy Comparison
Table[3.T]summarises the three strategies. The empirical results are presented in Chapter [4
Table 3.1: Comparison of the three prompting strategies we evaluated. Grounding indicates

whether the model’s decision was based on retrieved external evidence or parametric mem-
ory alone.

Strategy = Evidence Reasoning Grounding Role

Zero-shot None Direct verdict Parametric Baseline
RAG Full Direct verdict Non-parametric Primary
CoT Full Step-by-step Non-parametric Ablation

3.4 Correction Agent

The Correction Agent repaired entries we classified as partially_valid. Our objective
was controlled metadata modification: we applied only those fixes clearly supported by the
retrieved evidence. The agent received:

R = {(ei, &, vi)}iy (3.24)

where e; was the original entry, £ was the retrieved evidence, and v; was the validation
verdict. We considered only entries satisfying v;.status = partially_valid with non-
empty v;.suggested_fixes eligible for correction.

Correction payload. For each eligible entry, we identified the best-matching DBLP record:

hf = arg max s(h) (3.25)
henP
where s(1) was the similarity score assigned during retrieval. We constructed the correc-
tion payload as:

ci = (e, hff, vi.suggested_fixes ) (3.26)
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Evidence-constrained correction. We instructed the model to correct only fields for which
the retrieved evidence clearly supported a change. We did not permit it to rewrite
entries freely. This constraint was important because DBLP sometimes stored abbrevi-
ated venue names that differed from the full-form strings in the source file. For ex-
ample, a source file might contain journal = {Advances in Neural Information
Processing Systems} while DBLP stored NeurIPS. Blindly replacing such values would
have introduced new errors rather than fixing existing ones.

Output artefacts. We produced three outputs. First, we wrote a corrected BibTeX file
corrected.bib containing the repaired entries. Second, we recorded every change in a
structured correction log as a tuple:

l; = (field, old_value, new_value ) (3.27)

This log allowed every modification to be traced and audited after execution. Third, we
generated a human-readable markdown summary of all changes applied.

Input

Partially Valid
validation agent suggedted fixed

Correction agent

Build payload : : Evidence filter : : LLM Correction
ci= {ei, h’i, vi, suggested_fixes} H H field with clear DBLP evidence H ' apply fixes
Output artifacts
corrected.bib markdoan
report
Correction Corrections
Results applied
{JSON} {JSON}

Figure 3.4: The Correction Agent. We transformed validation results into correction payloads
c;, applied the evidential constraint, and wrote the results to three output artefacts.

3.5 Evaluation Agent

The Evaluation Agent measured the effectiveness of our validation and correction stages.
We implemented all metric calculations in deterministic Python code rather than delegating
evaluation to a language model, ensuring that re-running on the same data always produced
identical results.
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Ground-truth comparison. We let GT = {gt1,...,gts} denote our ground-truth dataset
and C = {cy,...,cu} the corrected pipeline output. We aligned entries by citation key and
performed field-level comparisons between each c; and its corresponding gt;.

Validation evaluation. We assessed the Validation Agent using the precision, recall, and F1
metrics defined in Section 3.1} We aggregated results using micro-averaging, which weighted
each entry equally across all three classes.

Correction evaluation. We assessed the Correction Agent using the Correction Rate defined
in Section 3.1} This metric was strict by design: a single unresolved field prevented an entry
from being counted as fully corrected, reflecting the practical requirement that a reference
must be entirely accurate to be trusted in academic writing.

Narrative report. After we had computed all metrics, we invoked the language model once
to generate a human-readable interpretation. This step had no effect on the metric values
themselves and served solely as an explanatory aid for experiment analysis.

Input
validation and correction agents
output

Evaluation agent

: Metric H i LLM Narrative
G'°“d“d ‘I;]ruth — Precision / Recall / F1 — called once per run
ground_truth.json H Correction Rate (CR) : | after all metrics computed

Report
per-lass TN/ FP /TP
Prcecision / Recall / F1
correction rate

Figure 3.5: The Evaluation Agent. We computed all metrics deterministically in Python by
comparing our pipeline output against the ground-truth file. We invoked the language model
once at the end to generate the narrative report.

3.6 MCP Tool Integration

Rather than embedding retrieval logic directly inside the agent code, we exposed all external
functionality through the Model Context Protocol (MCP). This kept our agents independent
of the underlying services: the Validation Agent needed only to know a tool’s name, descrip-
tion, and input schema. The overall client-server architecture is shown in Figure

We integrated three MCP servers: mcp-dblp as our primary bibliographic source,
bibtex_mcp for BibTeX parsing and normalisation, and mcp-scholar as our evidence fall-
back.
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3.6. MCP Tool Integration

Primary Bibliographic Source

We integrated mcp-dblp, an open-source MCP server developed by Szeider [21]] that exposes
the DBLP Computer Science Bibliography. We chose DBLP as our primary source because it
provided comprehensive, curated coverage of peer-reviewed computer science publications
and maintained high standards for author names, venue metadata, and DOIs [12].

We used two tools. fuzzy_title_search accepted a title string and returned ranked
candidate publications with similarity scores; this formed the core of our evidence retrieval
stage described in Section3.2} get_venue_info retrieved the full name and abbreviation of
a conference or journal, helping us distinguish genuine venue errors from harmless naming
differences. When §; > Taccept, We treated DBLP as authoritative and needed no fallback.

BibTeX Processing Server

To address the problem of inconsistent real-world BibTeX files, we built bibtex_mcp as a
dedicated MCP server handling all BibTeX-specific processing. By encapsulating this func-
tionality in a separate server, every downstream agent received clean, consistent input re-
gardless of the source file quality.

We exposed three tools. parse_bib_file transformed raw BibTeX text into structured
dictionaries with all macros resolved. validate_entry checked each entry against our
BibEntry Pydantic schema and returned either a validated object or a structured error.
normalise_fields standardised whitespace, author formatting, and year representations
before retrieval began.

Evidence Fallback Source

To address a known DBLP limitation it does not index preprints, theses, technical reports, or
interdisciplinary publications we built mcp-scholar as a fallback evidence server. When
8; < Taccept = 0.75, we queried Google Scholar for supplementary coverage.

We exposed a single tool, scholar_search, which returned candidate publications with
title, authors, year, venue, and access URL. We kept Scholar as a fallback rather than a pri-
mary source because its metadata was less curated: venue names varied between records,
author formatting was inconsistent, and DOIs were often missing. Using it as a primary
source would have introduced noise in cases where DBLP already provided a reliable match.
Future extensions could register additional servers for sources such as DiVA, the Swedish
national academic archive that indexes theses and reports, and OpenAIRE, which provides
open-access coverage across European research institutions.

Server Loading and Tool Binding

At pipeline startup, we loaded all three servers through the MultiServerMCPClient from
langchain-mcp-adapters. This adapter read each server’s tool manifest and converted
every tool into a standard LangChain BaseTool object. We let T = {t1,...,t;} denote the
complete set of tools we discovered across all servers. We bound these to the Validation
Agent’s language model using 11m.bind_tools (), making them available during the Re-
Act reasoning loop.

The model could then call any tool in T by name without knowing which server hosted
it or how the underlying request was formatted. This decoupling meant we could add new
retrieval sources by registering a new MCP server without touching any agent code. Table
summarises the three servers and the tools each one exposed.
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Table 3.2: The three MCP servers in BIBVERIFY. Servers marked “Ours” were built as part of
this thesis.

Server Origin Tools Role

mcp-dblp Community fuzzy_title_search, Primary evidence
get_venue_info

bibtex_mcp Ours parse_bib_file, Parsing & validation
validate_entry,
normalise_fields

mcp-scholar QOurs scholar_search Fallback evidence

3.7 Implementation Infrastructure

Beyond the individual agents and MCP servers, we relied on four supporting components
providing orchestration, state management, output validation, and observability.

LangGraph Orchestration

We orchestrated the pipeline using LangGraph [langgraph2024], a directed-graph framework
for composing LLM workflows. We represented the pipeline as a directed acyclic graph G =
(V,E), where each node v € V corresponded to one agent:

V= {Apmp/ Aval, Acorr, Aeval} (3.28)

with the fixed execution order:

Aprep — Aval = Acorr = Aeval (3.29)

We chose LangGraph because it provided explicit shared state, deterministic execution,
checkpoint support for resuming interrupted runs, and native integration with tool-using
language models.

Pydantic Schema Validation

We validated every structured output against a Pydantic schema before writing it to S. We
defined schemas for BibEntry, ValidationResult, CorrectionResult, and evalua-
tion reports. This layer detected malformed outputs immediately at the boundary where
they were produced rather than letting errors propagate silently. It also ensured that any per-
formance difference we observed between models reflected a genuine capability difference
rather than an artefact of inconsistent output formatting.

LangSmith Observability

We integrated LangSmith [[10] as our observability platform. It logged every pipeline execu-
tion automatically, recording prompts, model responses, tool invocations, state transitions,
execution timings, and token consumption. During development, LangSmith traces helped
us identify two systematic problems that were not visible from the output alone: prompts
that produced malformed JSON (caught by the Pydantic step), and DBLP queries that re-
turned the wrong paper due to an off-by-one year in W;. LangSmith also revealed that CoT
consumed approximately 2.4 times the tokens of zero-shot on the same entries, a concrete
cost observation that directly informed our trade-off discussion in Chapter 4
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Empirical Evaluation

In this chapter, we evaluate BIBVERIFY to answer the research questions stated in Chapter|i}
We structure the evaluation around three aspects: (i) how reliably Al-generated BibTeX ref-
erences can be detected as valid, partially valid, or invalid; (ii) how effectively the proposed
multi-agent architecture performs verification and correction; and (iii) how different prompt-
ing strategies affect validation accuracy, correction rate, and runtime cost.

Model Selection

We compared five language models: grok-4.20, claude-sonnet-4.6,
gemini-3.1-pro, gpt-5.4,and gqwen3. 6-35b. The first four are current frontier models,
which can be accessed via commercial APIs.qwen3. 6-35b was included as a lighter-weight,
lower-cost alternative in order to assess whether a less expensive model can approach fron-
tier performance on this task. Models were accessed through their respective provider APIs;
grok-4.20 and gwen3.6-35b were routed through OpenRouter during development
runs.

All models were evaluated using the same dataset, retrieval tools, agent architecture, and
evaluation metrics. Only the prompting strategy varies between experimental conditions.

To structure the evaluation, the following hypotheses are tested:

* Retrieval-based prompting improves validation performance compared with Zero-Shot
prompting.

* Explicit step-by-step reasoning does not consistently improve performance beyond
retrieval-based prompting.

* The proposed multi-agent architecture can reliably identify valid, partially valid, and
invalid references while achieving a high validation and correction F1 score across mul-
tiple language models.

4.1 Dataset and Ground Truth

The evaluation dataset contains 202 BibTeX entries divided into four subsets. Each entry is
associated with a ground-truth label that specifies whether the reference is valid, partially
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4.1. Dataset and Ground Truth

valid, or invalid. The dataset was constructed specifically for this thesis because no publicly
available benchmark exists for BibTeX verification against DBLP and Google Scholar.

Dataset Construction

The dataset combines authentic bibliographic records with Al-generated references to evalu-
ate both validation and correction performance across all three classes.

Valid references (104). A total of 104 valid references were collected from the DBLP Com-
puter Science Bibliography, which also serves as the primary knowledge source used by B1B-
VERIFY at runtime. This count was chosen so that authentic references account for roughly
half the dataset, providing a strong baseline of correct entries and ensuring the system is
evaluated equally on both correct and erroneous references.

Partially valid references (68). Partially valid entries are genuine publications with delib-
erately introduced field errors, such as misspelled author names, incorrect years, modified
titles, wrong venue names, and malformed DOls. This is the largest error class because par-
tially incorrect references are the most common failure mode of Al writing tools, where a real
paper exists but one or more metadata fields are wrong. A larger sample is therefore needed
to evaluate correction performance reliably.

Invalid references (30). Invalid entries are entirely fabricated publications that do not exist
in DBLP, Google Scholar, or any other bibliographic database. Fewer invalid entries were
included because completely hallucinated references, while the most serious type of error,
are less frequent in practice than partially incorrect ones. Thirty entries were considered
sufficient to assess detection performance on this class without distorting the overall class
balance.

To ensure bias-free results, we generated 98 fabricated references using Deepseek. That’s
why it was not included in the validation models.

Entry Type Distribution

The dataset covers five BibTeX entry types across the three classes, as shown in Table
The types such as @techreport and @misc are included to evaluate system behaviour on
entries where DBLP coverage may be less complete.

Entry type Valid Partially valid Invalid Total
@article 68 48 14 130
@inproceedings 24 8 8 40
@book 8 9 3 20
@techreport 2 1 2 5
@misc 2 2 3 7
Total 104 68 30 202

Table 4.1: BibTeX entry type distribution across classes.

Ground-Truth Construction

Each entry in the dataset is associated with a manually verified ground-truth label.
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4.2. Experimental Setup

Valid entries correspond directly to verified DBLP records. Partially valid entries contain
one or more corrupted fields whose correct values are known. Invalid entries correspond to
fabricated publications and are labeled accordingly.

The ground-truth data are stored separately from the evaluation pipeline and are only ac-
cessed by the Evaluation Agent after all validation and correction decisions have been com-
pleted. This ensures that no ground-truth information is available during verification and
prevents evaluation data from influencing the behaviour of the system.

4.2 Experimental Setup

All experiments were conducted using the implementation described in Chapter[3| The same
agent architecture, retrieval tools, dataset, and evaluation procedures were used throughout
the study.

Language models were accessed through provider Application Programming Interface
(APIs), with OpenRouter serving as a unified routing layer for models that were not directly
accessed through their native APIs. Using a common API interface simplified experimenta-
tion and ensured consistent request handling across models.

For every experiment, each model processed the same dataset under the same validation
and correction workflow. The only variable changed between runs was the prompting strat-
egy.

This controlled setup allows observed performance differences to be attributed to the
prompting strategy rather than differences in retrieval behaviour, dataset composition, or
evaluation logic.

In addition to validation and correction accuracy, runtime, token consumption, and mon-
etary cost were recorded for every run.These measurements provide insight into the practical
trade-offs between accuracy and operational efficiency.

4.3 Results

Strategy Comparison

Tables report the True Positives (TP), False Positives (FP), False Negatives (FN), pre-
cision, recall, and F1 for each model under the three prompting strategies on the combined
Sets 2 and 3 (101 entries). Figure[4.I| visualises the F1 scores across all strategies and models
side by side.

Model TP FP FN Precision Recall F1
claude-sonnet-4.6 88 12 12 0.880  0.880 0.880
gpt-5.4 86 14 14 0.860  0.860 0.860
gemini-3.1-pro 82 19 19 0.812  0.812 0.812
grok-4.20 81 20 20 0.802  0.802 0.802
qwen3.6-35b 74 27 27 0.733  0.733 0.733

Table 4.2: Zero-Shot evaluation metrics on Sets 2+3, sorted by F1. Best value per column in
bold.
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4.3. Results

Model TP FP FN Precision Recall F1
grok-4.20 96 5 5 0951 0951 0.951
gpt-5.4 92 7 7 0929 0929 0.929
claude-sonnet-4.6 96 8 8 0923 0923 0.923
gemini-3.1-pro 92 9 9 0911 0911 0.911
qwen3.6-35b 78 23 9 0901 0775 0.833

Table 4.3: RAG evaluation metrics on Sets 2+3, sorted by F1. Best value per column in bold.

per column in bold.

1.00

Model TP FP FN Precision Recall F1

claude-sonnet-4.6 95 0.941 0.941 0.941

grok-4.20 93 0.930 0.930 0.930

gpt-5.4 93 8 8 0.921 0.921 0.921

gemini-3.1-pro 9 11 11 0.891 0.891 0.891

qwen3.6-35b 81 20 20 0.800 0.800 0.800

Table 4.4: Chain-of-Thought (CoT) evaluation metrics on Sets 2+3, sorted by F1. Best value
F1 Score by Prompting Strategy and Model
Strategy

E Zero-Shot
EE RAG
B CoT

0.90

0.85

F1 Score

0.75

0.70

0.941

0.923

| I

claude-sonnet-4.6

0.929
0.921
0.860 II

0.911

0.812

gpt-5.4

gemini-3.1-pro

Model

0.951

0.930
0.802

grok-4.20

Figure 4.1: Validation F1 by strategy and model on Sets 2+3.

Per-Class Performance (RAG Strategy)

] I

0.833

0.800

qwen3.6-35b

To understand where the pipeline succeeds and where it falls short, we analyse validation
performance at the class level under the RAG strategy across 202 datasets. Tables 4.5-H4.7]
report TP, FP, EN, precision, recall, and F1 for each model on the valid, partially valid, and
invalid classes respectively. Figure [f.2] visualises the F1 scores side by side.
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4.3. Results

1.00
0.98
0.96
0.94
0.92
0.90
0.88
0.86
0.84
0.82
0.80

F1 Score

0.78
0.76
0.74
0.72
0.70
0.68
0.66

Model TP FP FN Precision Recall F1
claude-sonnet-4.6 100 6 3 0.943 0.971 0.957
gemini-3.1-pro 104 4 2 0.963 0981 0.972
gpt-5.4 103 9 1 0.920 0.990 0.954
grok-4.20 101 2 3 0.981 0971 0.976

Table 4.5: Per-model metrics for the valid class

. Best F1 in bold.

Model TP FP FN Precision Recall F1
claude-sonnet-4.6 54 3 12 0.947 0.818 0.878
gemini-3.1-pro 58 5 9 0921  0.866 0.892
gpt-5.4 57 1 11 0.983 0.838 0.905
grok-4.20 61 4 7 0.938 0.897 0.917

Table 4.6: Per-model metrics for the partially valid class. Best F1 in bold.

Model TP FP FN Precision Recall F1
claude-sonnet-4.6 28 0 1 1.000 0.966 0.982
gemini-3.1-pro 26 0 4 1.000 0.867 0.929
gpt-5.4 28 0 2 1.000 0.933 0.966
grok-4.20 29 3 1 0.906 0.967 0.935

0.957

claude-sonnet-4.6

Table 4.7: Per-model metrics for the invalid class. Best F1 in bold.

F1 Score per Class and Model

0.982

0.954

0.878

0.966 0.972

0.905
I |

gpt-5.4

Model

0.929

gemini-3.1-pro

Class
0.976 I Valid

B Invalid
0.935

0.917

grok-4.20

I Partially valid

Figure 4.2: F1 score per class and model under the RAG strategy (combined datasets). Blue =
valid, orange = partially valid, red = invalid.
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4.4. Correction Agent Results

44 Correction Agent Results

Model Eligible Fully Correct Partially Correct Correctness Rate
claude-sonnet-4.6 54 54 0 100.0%
gemini-3.1-pro 58 56 2 96.9%
gpt-5.4 57 56 1 98.4%
grok-4.20 61 58 3 95.3%
Total 246 240 6 97.6%

Table 4.8: Correction Agent performance across the partially valid entries

Model Common Subset Fully Correct Partially Correct Correctness Rate
claude-sonnet-4.6 35 35 0 100.0%
gemini-3.1-pro 35 35 0 100.0%
gpt-5.4 35 35 0 100.0%
grok-4.20 35 35 0 100.0%

Table 4.9: Correction Agent performance on the common subset of 35 references corrected by
all four models.

4.5 Runtime Telemetry

This section reports the runtime of the Validation Agent under the three prompting strategies
evaluated in this study. Runtime is reported separately from accuracy metrics because the
practical usefulness of a reference verification system depends not only on prediction quality
but also on the time required to process a bibliography.

Runtime is measured as the total elapsed time from the moment the Validation Agent be-
gins processing a dataset until all entries have been classified. The reported duration includes
language model inference time, retrieval requests to DBLP and Google Scholar, retry opera-
tions triggered by transient failures, and waiting time introduced by the rate-limit control
layer. Dataset loading and post-processing report generation are excluded from the measure-
ment.

The columns D2 and D3 in Tables 4.10} [4.11} and [4.12| correspond to the two evaluation
subsets used in the runtime experiments. The Avg column reports the mean runtime across
both subsets.

The Req/s column reports the average number of retrieval-tool requests executed per
second during a run. Under the Zero-Shot strategy no retrieval is performed, resulting in
Req/s=0.00 for all models. Non-zero values for CoT and RAG indicate the additional re-
trieval activity required by those strategies.

Tables 4.10} 4.11} and [4.12| report runtime measurements for each model under the three
prompting strategies. Across all models, Zero-Shot produced the lowest runtimes, followed
by CoT and then RAG. The differences between prompting strategies were larger than the
differences between individual models.
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4.6. API Usage and Experimental Cost
Model Avg (s) Req/s D2(s) D3(s)
grok-4.20 61.83 0.00 86.18 37.49
gemini-3.1-pro 97.32 0.00 120.65 73.98
gpt-5.4 98.14 0.00 11525 81.03
claude-sonnet-4.6 ~ 176.50 0.00 18290 170.10

Model Avg(s) Req/s D2(s) D3(s)
grok-4.20 291.08 0.10 308.39 273.77
gpt-5.4 298.74 0.15 339.80 257.67
claude-sonnet-4.6 354.34 0.09 42519 283.49
gemini-3.1-pro 392.97 0.18 463.00 322.93

Table 4.11: RAG runtime per model, sorted by average duration. Fastest model in bold.

Model Avg (s) Req/s D2(s) D3(s)
grok-4.20 305.73 0.22 281.89 329.57
gpt-5.4 310.15 0.25 351.64 268.65
claude-sonnet-4.6  386.19 0.16 45690 315.47
gemini-3.1-pro 553.38 0.25 45155 655.20

Table 4.10: Zero-Shot runtime per model, sorted by average duration. Fastest model in bold.

Table 4.12: COT runtime per model, sorted by average duration. Fastest model in bold.

The results show that grok-4.20 achieved the lowest runtime under all three prompting
strategies, with average durations of 61.83,s, 291.08,s, and 305.73,s for Zero-Shot, CoT, and
RAG respectively. Gemini-3.1-Pro recorded the highest runtime, particularly under RAG,
where the average duration reached 553.38,s.

Across all models, the average runtime was 108.5,s for Zero-Shot, 329.3,s for CoT, and
363.9,s for RAG.

4.6 API Usage and Experimental Cost

Tables and report token consumption and API cost for each model based on four
benchmark runs per model. The runs were selected from OpenRouter activity logs and cor-
respond to complete Validation Agent executions on the evaluation datasets.

For consistency, token usage and cost are reported both as totals and as normalised per-
request values. Here, a request refers to a single Validation Agent execution on one dataset.
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4.6. API Usage and Experimental Cost

Model Runs Tok/req Min (tok) Max (tok) Avg (tok) Sum (tok)
gemini-3.1-pro 4 38K 2.04M 4.56M 3.30M 13.21M
grok-4.20 4 22K 750K 1.92M 1.38M 5.52M
claude-sonnet-4.6 4 42K 532K 2.72M 1.15M 4.61M
gpt-5.4 4 24K 72K 840K 370K 1.48M
Table 4.13: API token usage per model.
Model Runs USD/req Min(USD) Max (USD) Avg(USD) Sum (USD)
gemini-3.1-pro 4 $0.058 $4.02 $6.72 $4.95 $19.80
claude-sonnet-4.6 4 $0.144 $2.10 $8.85 $3.96 $15.84
grok-4.20 4 $0.019 $0.59 $1.71 $1.17 $4.67
gpt-5.4 4 $0.058 $0.52 $1.70 $0.89 $3.56

Table 4.14: API cost per model in USD.

Across the four frontier models and four benchmark runs per model,the experiments con-
sumed a total of 24.82 million tokens at a combined API cost of $43.87. Tables[4.13|and [£.14]re-
port the detailed token consumption and cost measurements for each model. The relationship
between API usage, monetary cost, and validation performance is discussed in Chapter 5]
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Discussion

This chapter discusses the findings presented in Chapter [4| and relates them to the research
questions stated in Chapter (I} focusing on the reliability of Al-generated references, the ef-
fectiveness of the proposed multi-agent architecture, and the impact of different prompting
strategies on validation and correction performance.

Prevalence of metadata errors. The evaluation dataset of 202 references (Section re-
vealed that Al-generated BibTeX entries cannot be assumed accurate without verification.
Only 104 references were fully valid, while the remaining 98 contained errors 68 classified as
partially valid and 30 as invalid. This distribution indicates that metadata errors are more
common than entirely fabricated references. Even when a publication genuinely exists, lan-
guage models may still produce incorrect authors, publication years, titles, venues, or DOI
values, making automated verification a necessary step before Al-generated references are
used in academic writing.

Validation performance. The validation results (Section[4.3) demonstrate that the proposed
multi-agent architecture reliably identifies valid, partially valid, and invalid references. Un-
der retrieval-based prompting, all evaluated frontier models achieved F1 scores above 0.90
(Table [£.3), with grok-4.20 reaching the highest overall F1 of 0.951. Strong performance
across multiple models suggests that the system’s effectiveness is not tied to any single lan-
guage model. Per-class results (Section offer further nuance: the valid and invalid classes
achieved the highest scores across most models, with grok-4.20 leading on valid refer-
ences (Table F; = 0.976) and claude-sonnet—-4.6 leading on invalid ones (Table
F; = 0.982). The partially valid class consistently produced lower scores across all models
(Table[4.6), reflecting that detecting subtle field-level inconsistencies is inherently more diffi-
cult than identifying either fully correct or entirely fabricated references.

Correction comparability across models. Table 4.8 shows that the number of entries each
model attempted to correct varied across models, ranging from 54 corrected references for
claude-sonnet—4.6 to 61 for grok—4.20. This variation exists because each model’s Val-
idation Agent independently decided which entries to classify as partially_valid and
forward to the Correction Agent. The models were therefore not correcting the same num-

32



ber set of references, which means their overall correction rates cannot be directly compared
without accounting for this difference.

To establish a fair basis for comparison, we identified the subset of references that all four
models agreed were partially valid and attempted to correct. This produced a common subset
of 35 references. As shown in Table all four models achieved a correction rate of 100% on
this shared subset, meaning every model successfully repaired every reference it shared with
the others.

This result has two important implications. First, it shows that the differences in overall
correction rate seen in Table 4.8 are not caused by differences in correction ability. All four
models are equally capable of correcting a reference when they agree it needs correction. Sec-
ond, it shows that the variation in eligible entries reflects differences in validation behaviour
rather than correction behaviour. A model that forwarded fewer entries to the Correction
Agent may have classified some partially valid references as valid or invalid during valida-
tion, and therefore never attempted to correct them. Whether those entries would have been
corrected successfully is unknown.

The overall correction rates in Table should therefore be interpreted as a combined
measure of both validation and correction performance, not correction performance alone.
The common subset results in Table 4.9| provide a cleaner view of what each model can do
when the correction workload is held constant.

Impact of prompting strategy. Comparing prompting strategies (Section [4.3), retrieval-
based prompting consistently outperformed Zero-Shot prompting across all models (Ta-
bles and . Grok-4.20, for instance, improved from an F1 of 0.802 under Zero-
Shot to 0.951 under RAG, a pattern observed throughout. Because the validation task re-
quires comparison against authoritative publication records, retrieval supplies information
that a model’s parametric knowledge alone cannot reliably provide. Chain-of-Thought
prompting (Table did not produce consistent gains of the same magnitude: while
claude-sonnet-4. 6 achieved its highest score under CoT, grok-4.20 and gpt-5. 4 both
performed best under RAG. On balance, external evidence contributed more to validation ac-
curacy than explicit reasoning steps.

Computational cost and model selection. Performance improvements came with notable
computational costs (Section £.5). Average runtime rose from 108.5s under Zero-Shot
prompting to 329.3s under Chain-of-Thought and 363.9s under RAG (Tables to 4.12).
Grok-4.20 recorded the lowest runtimes across all strategies, while gemini-3.1-pro
recorded the highest. Token consumption and monetary cost did not scale proportion-
ally (Tables and [.14): gemini-3.1-pro consumed the most tokens (13.21M), yet
claude-sonnet-4.6 had the highest cost per request ($0.144), compared to $0.019 for
grok—-4.20. Selecting a model for deployment therefore involves balancing accuracy, run-
time, and cost rather than optimising any single dimension.

Summary. Taken together, these findings confirm that Al-generated bibliographic refer-
ences require systematic verification before use. The proposed multi-agent architecture
(Chapter [3) achieved strong validation and correction performance across multiple frontier
models, with retrieval-based prompting providing the largest and most consistent gains in
accuracy. The results support the use of retrieval-grounded validation pipelines as a practical
approach to improving the reliability of Al-generated academic references.
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Conclusion

As students and researchers continue to explore Al tools for conducting research and aca-
demic work, such as text editing. While these systems can boost productivity, they may also
generate fabricated references. Such errors are often difficult to detect manually, undermining
the credibility of scholarly work.

This thesis investigated how Al-generated BibTeX references can be automatically verified
and corrected using external bibliographic evidence and agent-based reasoning. To address
this problem, we designed and implemented BIBVERIFY, a multi-agent system that combines
structured retrieval through the Model Context Protocol (MCP) with language-model reason-
ing and evidence-based correction.

The evaluation showed that Al-generated references need verification. Metadata errors
and fabricated citations were found, but many generated references were real publications.
Grounding verification decisions in authoritative external sources significantly improves per-
formance compared to relying solely on a language model’s internal knowledge. Retrieval-
Augmented Generation (RAG) consistently performed best in validation, while the Correc-
tion Agent repaired most references requiring modification.

Overall, the findings show that combining external retrieval, structured agent coordina-
tion, and language-model reasoning provides an effective approach for automated BibTeX
verification and correction.

6.1 Contributions
This thesis makes three main contributions.

¢ It presents BIBVERIFY, a complete multi-agent architecture for automated verification
and correction of BibTeX references.

* It introduces an evidence-based validation and correction workflow that combines
authoritative bibliographic retrieval with language-model reasoning through MCP-
integrated tools.

¢ [t provides a systematic evaluation of multiple prompting strategies and large language
models, comparing their effectiveness, runtime characteristics, and operational cost for
bibliographic verification.
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6.2. Limitations

Together, these contributions demonstrate that reliable reference verification can be
achieved through a practical combination of external evidence retrieval and agent-based Al
systems.

6.2 Limitations

The system calls external APIs through the MCP servers. This dependency makes it vulner-
able to service outages, rate limiting, and changes in the availability of DBLP and Google
Scholar. Retry mechanisms and caching were implemented, but prolonged service outages
would affect the system performance.

The validation relied heavily on the DBLP Computer Science Bibliography. DBLP pro-
vides high-quality data for computer science literature, but it is much weaker for other aca-
demic disciplines. Hence, the effectiveness of BIBVERIFY may be less effective when applied
to references outside of its core domain.

Finally, the current implementation supports only BibTeX files as input and output. It does
not handle other common reference formats such as RIS, EndNote XML, or Zotero exports.

6.3 Future Work

The outcome of the thesis suggests several directions in which BIBVERIFY could be extended
and improved.

The most obvious direction is to reduce the system’s dependence on external APIs. In
its current version, BIBVERIFY depends on live queries to DBLP and Google Scholar, which
involves latency, rate restrictions, and danger of service unavailability. A natural solution is
to establish a local knowledge graph fed from authoritative bibliographic snapshots. Rather
than contacting a remote server for each entry, the system would check a local collection of
published records connected by DOI, author, and venue. This would speed up the pipeline
and make it more durable and suited for offline use, such as a university research group
processing student theses before their submission.

Another strategy is to increase the scope of what the system can verify. The present imple-
mentation is limited to computer science papers indexed in DBLP. Many researchers, how-
ever, cite work from adjacent fields such as medicine, biology, and the social sciences. Reg-
istering additional MCP servers for databases such as PubMed, CrossRef, Semantic Scholar,
and OpenAIRE would extend coverage to these fields without requiring any changes to the
agent logic. This would make BIBVERIFY useful beyond computer science bibliographies and
increase its value for interdisciplinary research.

The third direction is to go from metadata verification to contextual claim verification.
BIBVERIFY verifies the existence of a referenced paper and the correctness of its metadata. It
does not check if the cited paper genuinely supports the assertion stated in the citing text.
A future version might retrieve the complete text of a cited work and check whether the
citation is used appropriately and in the right context. This would address a different but
equally important risk to academic integrity, namely references that are correctly formatted
but misinterpreted or misused.

The retrieval component could also be improved by adopting more advanced RAG ap-
proaches. The current implementation uses fuzzy title matching based on keywords. This
could be replaced or supplemented with dense vector retrieval, where queries and docu-
ments are represented as semantic embeddings rather than strings of keywords. This would
improve recall for entries with paraphrased or abbreviated titles, and reduce the number of
cases where no match is returned despite the paper existing in the database. This would be
especially useful for the partially_valid class, since the existing system sometimes fails
to detect subtle mistakes when the retrieval does not return a sufficiently accurate match.
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6.3. Future Work

Finally, BIBVERIFY currently confirms that a reference exists and that its metadata is cor-
rect, but it does not check whether the cited work is itself reliable. A reference can pass all
checks in BIBVERIFY and still point to a paper that has been retracted, meaning the authors
or journal have officially withdrawn it due to errors, fraud, or ethical violations. Retracted
papers continue to be cited long after their retraction notices are published, often because
authors are unaware the work was withdrawn. A future version of BIBVERIFY could check
each verified reference against retraction databases such as Retraction Watch to identify and
flag such cases. Beyond retracted papers, some references may point to predatory journals
or unreviewed preprints presented as peer-reviewed publications. Integrating venue quality
signals into the pipeline would allow BIBVERIFY to flag references that, while technically cor-
rect, cite unreliable sources. This would move the system beyond metadata checking toward
a more complete reference quality assessment tool.
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Appendix

Table lists the 35 references that all four models classified as partially_validand suc-
cessfully corrected. This subset was used as the basis for the controlled correction comparison
in Section 4.4l
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No. Reference ID

1 shannonl948mathematical
2 mccullochl943logical

3 hopfieldl982neural

4 lecunl989%handwritten

5 hornik1989multilayer

6 cortesl995support

7 breiman2001lrandom

8 vapnikl1999nature

9 scholkopf2002learning
10  russell2003artificial
11 radford2018improving
12 chen2020simple

13 sahoo2025survey

14 yao2023react

15 turingl950computing

16 krizhevsky20l2imagenet
17 devl1in2019bert

18 lewis2020retrieval

19 raffel2020exploring

20 schmidhuber2015deep

21 vaswani20l7transformer
22  hochreiter1997long

23 lafferty200lconditional
24  och2002discriminative
25 bergerl996maximum

26 goodfellow20l4generative
27 vaswani20l7attention
28 Dbrown2020gpt3arxiv

29 ouyang2022training

30 schulhoff2024prompt

31 huang2025hallucination
32 ley2002dblp

33 plaat2025agentic

34 kojima2022zeroshot

35 du2026memory

Table A.1: The 35 reference IDs corrected by all four models.
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