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Abstract

The possibility to use real-time computer vision in video sequences gives many
opportunities for a system to interact with the environment. Possible ways for
interaction are e.g. augmented reality like in the MATRIS project where the
purpose is to add new objects into the video sequence [4], or surveillance where
the purpose is to find abnormal events.

The increase of the speed of computers the last years has simplified this process
and it is now possible to use at least some of the more advanced computer vision
algorithms that are available [28][8]. The computational speed of computers is
however still a problem, for an efficient real-time system efficient code and methods
are necessary. This thesis deals with both problems, one part is about efficient
implementations using single instruction multiple data (SIMD) instructions and
one part is about robust tracking.

An efficient real-time system requires efficient implementations of the used
computer vision methods. Efficient implementations requires knowledge about
the CPU and the possibilities given. In this thesis, one method called SIMD is
explained. SIMD is useful when the same operation is applied to multiple data
which usually is the case in computer vision, the same operation is executed on
each pixel.

Following the position of a feature or object in a video sequence is called
tracking. Tracking can be used for a number of applications. The application
in this thesis is to use tracking for pose estimation. One way to do tracking is to
cut out a small region around the feature, creating a patch and find the position
on this patch in the other frames. To find the position, a measure of the difference
between the patch and the image in a given position is used. This thesis thoroughly
investigates the sum of absolute difference (SAD) error measure. The investigation
involves different ways to improve the robustness and to decrease the average error.
One method to estimate the average error, the covariance of the position error is
proposed. An estimate of the average error is needed when different measurements
are combined.

Finally, a system for camera pose estimation is presented. The computer vision
part of this system is based on the result in this thesis. This presentation contains
also a discussion about the result of this system.
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Abbreviations and terms

Name Meaning

Augmentation | Adding virtual graphic to a real image, either to present extra
information or create special effects.

DC Direct current. DC-level is the average of a signal, sometimes
local average.

det Determinant, product of the eigenvalues of a matrix

FLOPS Floating point operations per second. One measure of the number
of operations a processor can execute per second.

KLT Kanade Lukas Tomasi, a patch tracking algorithm which itera-
tively finds the best position.

IMU Inertial measurement unit, sensor which measures acceleration
and rotation.

L, Norm of a vector V, defined as (> [V;|")'/™ in this thesis.

MMX Multimedia extension, the first SIMD extension for x86 processors.

pose In this thesis the word pose corresponds to the 3D position and
rotation of an object.

SAD Sum of absolute difference.

SIMD Single instruction multiple data, performs the same operation on
multiple data in simultaneously in order improve speed.

SSE Streaming SIMD Extension, an improvement of MMX.

tr Trace, sum of the eigenvalues of a matrix.
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Chapter 1

Introduction

1.1 Motivation

Computer vision has been used for a number of years to create special effects in TV
and movie production. These existing systems are mainly of two different types:
advanced systems for offline production or highly simplified real-time systems. In
the recent years, there has been a huge increase of the computational speed of
computers and it is now possible to create a real-time system which uses fairly
advanced methods compared to existing system. Most of the current existing
camera tracking applications which use a camera as the main sensor simplify the
problem by using markers which are easy to find, see [5]. However, due to the
increase of computational speed is it now possible to create a markerless pose
estimation system.

The theory and the results presented in this thesis are achieved in context of
the MATRIS project [4]. The goal of this project is to develop a camera tracking
system which is able to estimate the camera pose in real-time without the use of
markers. This kind of system is suitable for augmented reality like special effects
in TV-production.

1.2 Thesis overview

The content of this thesis can be separated into 3 parts:

e Efficient implementations:
Efficient implementations is the first requirement for a real-time system.
Chapter 2 and chapter 6 deals with this topic. Chapter 2 contains an in-
troduction to SIMD instructions an an evaluation of the performance gain.
Chapter 6 explains a fast implementation of the used tracking.

e Experiments with different tracking algorithms:
Chapter 3-5 contains the results from the experiments with different tracking
algorithms. Two different types of experiments has been performed. The first
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experiment was an extensive evaluation of different methods to compare the
performance in different aspects like robustness, average error and outlier
ratio. The second experiment was to verify the functionality of a suggested
method for estimation of the covariance of the tracking result.

Description of the MATRIS system:

The main motivation for this research was to find methods useful for real-
time tracking. A description of the system together with some comments
about the functionality of the system can be found in chapter 7.



Chapter 2

SIMD

In real-time processing of image sequences, we do not only need to design op-
erators with best possible output, it is also necessary to use the least possible
computational effort. This gives a trade-off between more precise and time con-
suming algorithms on one side and faster algorithms on the other. In this chapter
it is shown that it is possible to significantly reduce the time required for the al-
gorithm by writing code for one specific processor and exploit all its capabilities.
By improving the performance we are able to use more advanced algorithms and
get a better result with the same computational complexity. For the performance
analysis in this chapter, a 3.2 GHz Pentium 4 running Linux has been used.

2.1 Introduction

”Single instruction multiple data” (SIMD) is a common way to improve the cal-
culation performance of a CPU. This method assumes that the same operation
should be executed on a large block of data. The main benefit with this solution
compared to the traditional way with one input to each instruction is that it is
possible to reduce the total number of operations. For floats it is possible to reduce
the number of operations executed up to a factor of 4 on an ordinary PC. Figure
2.1 shows illustrates where one operation is executed on four values in parallel. In
practise, some extra instructions are be needed for the SIMD version to arrange
the data in a suitable way which gives some extra overhead.

There is a number of different SIMD architectures specialized for different ap-
plications available. For this thesis an architecture called SSE which uses the
ordinary processor in used. The most extreme case of a SIMD processor is prob-
ably the Graphical processing unit (GPU) which is used on graphic boards [17].
GPU:s are highly specialized processors, which very fast executes exactly the same
operation on all pixels in parallel. For a number of years the theoretical number of
FLOPS has been higher for GPU:s than CPU:s. These FLOPS was however very
hard to use in the beginning, the GPU was too limited and high performance was
only possible for some specific algorithms. A new GPU is however very different to
an old GPU, the calculational speed has increased but most important is that the
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a3 a2 al a0 b3 b2 bl b0

a3+ | a2+ | al+| a0+
b3 b2 bl b0

Figure 2.1: Example of SIMD instruction

flexibility has increased, e.g. the penalty for if statements is much lower. In the
beginning of the MATRIS project the performance and flexibility of GPU:s was
too low to be an interesting alternative. For a new project, using a GPU might
be a reasonable alternative.

2.2 SSE

SSE is an SIMD extension that was first introduced with the Pentium 3 [25]. The
Pentium 4 which is used for our experiments, contains a newer version called SSE2.
The main difference between SSE and SSE2 is that SSE only handles floats while
SSE2 is also able handle integers. In the rest of this paper, we will write SSE if
something is true for both SSE and SSE2. We will write SSE1 when we refer to
the original SSE extension.

SSE contains 8 registers called XMMO to XMM7, each of them with a width of
16 bytes. For SSE1 these registers contains floats, either 4x4 bytes or 2x8 bytes.
For SSE2 they instead contain integers, 2x8, 4x4, 8x2 or 16x1 bytes. Depend-
ing of the needed precision, it is therefore possible to handle between 2 and 16
variables in parallel. Most of the basic arithmetic operations which are available
for standard types are also available for SSE variables. There are mainly two
limitations: the most time consuming operations like integer division and floating
point trigonometry are not available and the integer instructions are limited to
only some of the data types. For the experiments and the rest of the paper we will
mostly focus on the properties of SSE2. There are mainly two reason to focus on
the use of integer operations for image processing:

e SSE2 is able to handle up to 16 variables at the same time compared to 4
for SSE1. Therefore we expect a higher speed-up for SSE2.
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e The input image is of integer type and it is therefore no need to convert
between integers and floats if we use SSE2.

If we are using integer SIMD instructions there is a direct connection between
the resolution of the integers and the parallelism. For highest possible speed, the
size of the integers needs to be as small as possible. The problem is that there
is also a need for large integers to keep errors as small as possible. One way to
reduce errors is to use ”saturated arithmetic” instead of ”wrap around arithmetic”.
The difference between these two kinds of arithmetics is the handling of overflow.
Whenever we do a calculation and the result is too big to be represented in the
used data format this has to be handled somehow. The ordinary way is to ”wrap
around” and store a small value instead, whereas saturated arithmetic clamps the
result to max/min of the datatype. Using unsigned bytes and compute 200 + 100
gives 44 with "wrap around” whereas the result is 255 with saturation. This
method reduces the average error and makes it possible to use smaller datatypes,
especially if overflows seldom occurs.

One interesting thing with SSE is that an instruction that operates on SSE
registers does not take significantly longer time than the corresponding instruction
that operate on ordinary registers. Some instructions are even faster and gcc is
therefore using SSE for some operations on single variables [24]. There are mainly
three different ways to use SSE:

Auto-generated code
The Intel C/C++ compiler and partly recent versions of gec are able to
automatically use SSE in loops where this improves the performance. This
can speed up existing programs and is the easiest way to use SSE. To make
full use of this automation the programmer has to take into account that
only simple loops are automatically optimized.

Assembler
Writing assembler to use SSE is the most time consuming way but it also
gives complete control of the generated code which might give the best per-
formance.

Intrinsics
This method is somewhere in between auto-generated code and assembler.
The programming is done in some kind of pseudo assembler but the compiler
takes care of register allocations and might change the order of operations
where that is possible. For the following experiments intrinsics were used.

The code needed to execute an addition using the three different methods looks
like this:

Auto-generated code

int a,b;
b+=a;

Assembler
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To Create i~ Average i~ Harris

amera > Sobel [
C Planar 5 Tensor Tensor Response

Figure 2.2: Harris operator steps

paddd %xmmO0, %xmml
Intrinsics

__ml128i a,b;
b=_mm_add_epi32(a,b);

We can see that the first example makes no assumptions about the CPU, the last
example specifies which instruction should be used for the addition and the second
example also specifies which register to use.

2.3 Harris operator for color images

The Harris operator for color images was chosen as a reasonable function for an
evaluation of SIMD instructions. The Harris corner detector is closely related to
the structure tensor [6][13] and was first introduced in [9]. A definition of the
structure tensor for color image is given in [13]:

T = S, * (Vr(Vr)T +Vg(Vg)" + Vb(Vb)T) (2.1)

Where S, is a Gaussian averaging and V is the gradient of the color channel it
is applied to. Corner like structures are found in local maximum of the Harris
response which is defined as:

det(T) — K (tr*(T)) (2.2)

usually with K = 0.04.

Input to the algorithm is an RGB image which is interleaved, i.e. the different
color channels are mixed in memory like figure 2.3. Output is the Harris response.
The Harris operator was chosen for this evaluation mainly for two reasons: it is
a standard computer vision algorithm and it can be separated into an number of
basic blocks which cover many different kinds of operations, see figure 2.2.

To avoid rounding errors, each block needs to have higher precision on the out-
put than on the input. High precision reduces the number of operations executed
in parallel and increases the memory consumption. The blocks are defined as:

To planar

Input 8 bit, output 8 bit

Converts the image from interleaved to planar as illustrated in figure 2.3,
i.e. riglblr2g2b2r3g3b3->rir2r3glg2g3b1b2b3. The purpose of this stage
is to make the data more suitable for SSE.
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RGB | RGB

= |8

RGB | RGB L

Interleaved Planar

Figure 2.3: Different ways to store images in memory

Sobel
Input 8 bit, output 8 bit
We are using the Sobel operator to calculate the derivatives. The main
reason for choosing the Sobel operator is that we wanted to have a fixed,
small filter kernel where it is possible to write code specific for the filter.

Create tensor

Input 8 bit, output 16 bit
Creates the structure tensor from the derivatives according to (2.1).

Average tensor

Input 16 bit, output 16 bit

Gaussian averaging of the structure tensor. This is done by a 13*13 separable
filter kernel with ¢ = 2.0. In contrast to the Sobel filter is this filter is
implemented using a general convolution function .

Harrisresponse

Input 16 bit, output 32 bit

Calculates the final result from the structure tensor according to (2.2). Since
all operations are executed with integers and integer division is very time
consuming, K is approximated by 1/32 a~ 0.031 which is implemented as a
right shift by 5.

All the calculations are done using integers. The data width in the later stages
is increased, especially in step 3 and step 5 where values are multiplied with each
other.

2.4 Results

We have used the assembler instruction rdtsc [2] for all measurements. This in-
struction returns a 64 bit result which contains the number of clock cycles since
the last reset of the processor. The processor is running at 3.2 GHz which means
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non-SSE SSE speed up
To Planar | 4.0 % 10% | 4.0 10° 1.0
Sobel | 1.1%10% | 2.1 %107 5.2
To tensor | 3.4 %107 | 1.5 107 2.2
Gauss | 3.3%10% | 7.5% 107 44
Harrisresponse | 9.5 10° | 6.3 x 10° 1.5
Harris Total | 5.0« 10% | 1.2 % 108 4.1

Table 2.1: Number of clock cycles for PAL resolution, 720x576 image.

that 3.2 % 10° clock cycles are equivalent to 1 second. All code has been compiled
with g++ version 3.4.2
Table 2.1 shows the number of clock cycles for the different parts of the algorithm.

To Planar

This function was not rewritten to use SSE2 because it requires a lot of
effort to write this kind of functions is SSE2. The time consumption for
the function is only a few percent of the whole program and the possible
improvement for the whole program would therefore be very low.

Sobel

We got the highest improvement for the Sobel function. Within the function,
arithmetic is done using 16 bits to avoid overflow and only the final is con-
verted to 8 bits. In the arithmetic each register contains 8 pixel values and
each operation is therefore performed simultaneously on 8 pixels. This paral-
lelism combined with quite many computations per memory access explains
why SSE2 improved the performance so much.

Create tensor

The improvement for this function was surprisingly low. One reason for this
is the absence of instruction for parallel multiplication of 8 bit integers, see
[2] for available instructions. It is therefore necessary to convert the data to
16 bits before the multiplication is done, which reduces the parallelism and
performance. A better solution would be to store a 16 bit result from the
Sobel operator but this was not possible since the output from the original
Sobel operator was 8 bits.

Average tensor

The Gaussian averaging is done by implementing a general convolution func-
tion for separable filter kernels. Doing this efficiently required some modifi-
cations of the original version. The convolution is similar to the convolution
in [1] with the main difference that this function uses integers instead of
floats.

Harrisresponse
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The improvement for Harrisresponse was quite low compared to the other
functions. The arithmetic is done with high precision, the output is 32 bits
and we are therefore only able to do the operations on 4 pixels at a time.
Time consumption for Harrisresponse is also quite similar to the one of To
planar, which is an indication that memory accesses take comparably long
time in this function.

2.4.1 Data alignment

SSE contains two different functions for memory access, to access unaligned mem-
ory and to access 16-byte aligned memory. Accessing unaligned memory is much
slower than accessing aligned memory [3]. In the experiments, we are nevertheless
using the instructions for accessing unaligned memory because using aligned mem-
ory would have required a large modification of the existing code and we wanted
to keep as much as possible of the old code.

2.4.2 Problems

There have occurred mainly two problems during the experiments:

e Debugging
Finding errors in the code is harder since the programming is done on a
lower level, between assembler and C-code.

e Compilation problems
The parts of the compiler that handle SSE2 appear to be not so thoroughly
tested as the other parts of the compiler, as we have encountered some
problems. The main problem is that the instructions -mm_add_epi32 and
-mm_add_epil6 (addition of 32 and 16 bit integers) produced terrible code
in some situations. This problem was solved by writing a few lines of inline
assembler.

2.4.3 Optimal performance

The main purpose of this evaluation was to investigate how much faster an al-
gorithm runs if it uses SSE compared to traditional C-code, not to get highest
possible speed. Writing a function which is as fast as possible is much more de-
manding than what is reasonable for most projects. To be able to do this, the
design has to consider this kind of questions:

e Which is the smallest datatype we can use?
A smaller datatype gives higher parallelism and reduces the amount of data
transfer to/from the memory

e Interleave blocks of operations.
The number of loads and stores to the memory are reduced if it is possible to
interleave two blocks and keep the result in a register instead of completing
one block before the next one starts. For the Harris operator e.g. it might
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be possible to calculate the tensor directly from the Sobel gradients instead
of first storing them in memory.

e Smart storage in memory.
Using the memory in a smart and efficient ways can be split into two parts.
The first part is that the fast versions of memory access should be used as
much as possible. The second part is that all data should be stores in a way
that is suitable for SIMD instruction. Storing each color channel separately
is better than interleaving the colors because that makes it easier to do the
same operation on each pixel without having to reorganize the data.

2.5 Conclusions

This evaluation have shown that it is possible to significantly improve the perfor-
mance by using SSE2. Since it is fairly straightforward to get this improvement
everybody that has requirements for the speed should investigate the possibilities.
As we have seen in the comparison between the different functions the speed-up
varies very much between different functions and we can therefore not expect to
get a large improvement in all cases but we should definitely use it if it is pos-
sible. Using SIMD instructions is especially useful in two situations. For simple
calculations if we are using fairly small datatypes and executes a high number of
calculations on each memory position like the Sobel operator. Or in some situa-
tions where specialized SIMD instructions are available, e.g. SAD block matching
which is described in chapter 6.



Chapter 3

Tracking

Motion information from images is useful for many applications like pose estima-
tion, object tracking and video compression. Input to the tracking algorithm is
usually a small part of an image called patch and the image where the patch should
be found which is illustrated in figure 3.1. The output depends on the application
but does always contain the found position and usually some confidence measure-
ment like a similarity measurement. The disparity map is either full, one disparity
for each pixel in the image or sparse where the disparity is found low number of
pixels which are especially interesting or gives good estimates. Full disparity maps
are more common for stereo algorithms. This thesis investigates methods which
gives a sparse result. Traditionally, two different ways of solving this problem has
been used, phasebased [12] or blockmatching. The main difference between these
methods are that blockmatching directly minimizes the difference between patch
and image whereas phasebased methods project the image into a subspace where
the displacement is easier to estimate. Focus of this chapter is on the type of
methods called block matching. Choosing the best tracking algorithm is a com-
plex problem because the evaluation of the different methods can be done with
different focus. Another problem is that two applications seldom have the same
requirements for the tracking. For one application the number of inliers might
be most important, another might need small average error and the third uses a
camera with much noise.

3.1 Block Matching

Block matching is a common name for all algorithms that find the position of an
patch p, in an image b by directly minimizing an objective function.

wmin e(p, T(0,7) (31)

The objective function can be separated into two important functions, T and e.
The function T applies a geometrical transformation of the image and cuts out
a region. Usually, the geometrical transformation is a pure translation, it cuts
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Position
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Figure 3.1: Position of a patch found in an image

of parts of the image at different positions. More advanced transformations are
however also used, like affine transformations which are also able to rotate, scale
and skew the image [26]. The function e measures the difference between the patch
and the region generated by T'. Different aspects of the choice of a suitable error
function will be discussed later. The parameter v steers the transformation of the
image and is the parameter which is changed to find the minimum. In principle this
is a common nonlinear minimization problem which can be solved with standard
methods. These methods can be separated into two groups, gradient descent
methods and exhaustive search methods. Both types of methods are commonly
used for this problem.

3.1.1 L; vs Ly error functions

The purpose of the error function is to give a measurement of the difference between
the patch and the image. There are mainly three different considerations for
choosing the function:

e Outliers: how do we want to punish pixel outliers like salt and pepper noise?

e Noise: which amount of noise do we expect and how should noise be punished
compared to outliers?

e Speed: it is important that the objective function is fast to evaluate.

Although many functions could be used for measuring the difference between the
patch and image in (3.1), it is very common to use a version of the Ly or the Ly
norm, i.e. sum of absolute difference SAD or sum of squared difference (SSD),
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respectively.
e1(de,dy) =Y p(x,y) = bx + do,y + dy)| (3.2)
z,y
_ 2
ea(dz, dy) = Z (p(z,y) = bz + do,y + dy)) (3.3)
zy

From a theoretical point of view the Lo norm is most attractive since the theory
for least square problems is well known and the measurement is the energy of the
error signal. For practical situations however, the L; norm might be superior [7].

e [; norm is more robust to outliers, outliers influence the result for the Lo
norm more than the L; norm.

e On a modern PC a brute force, L; norm algorithm executes faster since it
contains special instructions for this operation [28]. L; is better suitable
for special hardware since the absolute value is easier to compute than the
square.

e The Ly norm is however often used in iterative methods, methods which step
by step minimize the objective function since minimization of least square
problems is well studied, for example the well known KLT algorithm [23].

3.1.2 Robustness

An algorithm is considered to be robust if the influence of an outlier is bounded [7].
This means that the algorithm at some point must ”detect” that a measurement is
an outlier. The existence of these outliers might influence the final result but the
influence is limited. This gives that the error function for a robust function must
have an upper bound. Figure 3.2 shows the error function for the Ly, L; and a
robust error function. The robust error function is saturated while the L and Lo
norm grow linearly respectively quadratically. Using a non-robust error function
an outlier might have unlimited influence on the error. The influence using the L
norm is smaller than the influence using the Lo norm for large arguments. The
L1 norm is therefore more robust than the Ly norm. The curve for the L1 norm is
however not limited and is therefore not robust in a strict sense. An example of a
robust error function is (3.4). The difference compared to (3.3) is that the robust
error function is saturated to €,,4., influence of outliers on the error is bounded.

€robustL2 = Z mln((p('r, y) - b(l‘, y))27 emaX) (34)

T,y
There are however also some drawbacks with robust methods:

e A robust method is usually slower than its non-robust counterpart, e.g. an
extra min operation as in (3.4) or many iterations like in RANSAC. This
makes the whole algorithm slower and this extra time might be possible to
use in a better way.
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Figure 3.2: Different error functions.

e There is no reason to care about robustness if outliers are very unlikely to
occur or if there are better ways to remove outliers.

e The classification into outliers must be tuned and might be wrong. This
might hide important features and in extreme cases only make the whole
result worse, e.g. if €4 in (3.4) is too small.

3.1.3 Normalization

Changing the light or the camera might change the properties of the image. For a
tracking algorithm however, these changes might be highly unwanted because we
usually want the tracking algorithm to be able to find the position of an object
(almost) independent of the light . One way to handle this problem is to normalize
the image and the patch before the tracking is performed. The normalization is
either global or local depending on the unwanted phenomenon is local, like shadows
or global like change of shutter time. The normalization is usually done in two
steps:

1. measure a property of the image and the patch that is connected to the
unwanted property, e.g. the DC-level.

2. Modify the image or the patch so that the difference is removed. Figure 3.3
shows the dataflow when the DC-level of an image is normalized.
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Figure 3.4 shows the result of two tracking algorithms, one with DC-normalization
and one without. The test is performed on two images showing the same scene
but with different aperture. A number of patches is created in the bright image.
Then the position of these patches within the darker image is estimated with two
different methods. This example shows that the result of the tracking heavily
depends on normalization.

The normalized cross correlation (NCC) is a common example which first nor-
malizes both the energy and the DC-level and measures the distance using the Lo
norm [10]. First the DC-levels p, b are subtracted from the patch and the image,
and afterwards the measured distance is divided by the norm of the patch and the

image.
5., (p(2,y) = D)(b(z,y) = B)
Ve ) =925, ) — B

ENCC = 1— (3.5)

3.2 Exhaustive search vs sparse search

Block matching algorithms can be separated into two groups depending on the
underlying goal:

e Exhaustive search:
The goal is to find the global minimum of the objective function. It is not
strictly necessary to evaluate all possibilities but finding the global minimum
is guaranteed.

e Sparse search:
The goal is to find a local minimum which hopefully also is the global mini-
mum. Hopefully the global minimum is found often enough and the increased
error rate should be compensated with a faster method.

Blockmatching is commonly used in at least two different disciplines, computer
vision and image compression. In video compression some kind of sparse search
is very common. It is however not obvious that a sparse search also is the best
in computer vision because there are some important differences between these
disciplines. In both applications each image has to be handle within a given a
certain time. The main difference is outliers, in video compression most important
is to do as best as possible with all patches while in computer vision handling of
outliers is much more complicated because they needs to be detected and removed.
Two different methods which only tests a subset of all positions are commonly used:

e Gradient descent which step by step converges to a local minimum close to
the starting point.

e Sparse sampling of the objective function, the objective function is first sam-
pled sparsely and then finer and finer around the best minimum so far.

Whether a sparse search or an exhaustive search is to prefer is a hard question to
answer. The decision is mainly based on two factors:
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Figure 3.3: 1D example of normalization of the DC-level
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Figure 3.4: Upper left: Interest points found by the Harris operator. Upper right:
Patches tracked with DC normalization. Lower left: Patches tracked without DC
normalization
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e How costly is it to not find the global optimum? An exhaustive search is
guaranteed to find the best optimum within the given search area.

e How much faster and more complicated is the sparse search compared to the
full search? The benefit with a fast sparse search is bigger if we are able to
match more patches and improve the final result this way.

These points can be summarized into a trade off between speed and accuracy, is
speed most important or finding the best minimum?

3.2.1 KLT

The most common iterative method for block matching is probably the KLT algo-
rithm [23] and was first presented 1981. This method has been used for comparison
and is therefore included for completeness. The algorithm is identical to the Gauss-
Newton [16] optimization method and iteratively minimizes the difference between
the image and the patch using the Lo norm (3.3). The difference [d, d,] between
the current position and the position for the next iteration is found by solving this
least square problem:

> ([b+ bads + byd,] — p)? (3.6)

One intuitive way to understand this formula is that the area around each pixel is
estimated by a linear model. The displacement is estimated as the minimum of this
linear model. The global minimum for the linear model is found in one iteration
[16] and it is therefore necessary to update the model in the beginning of each
iteration. One advantage with this method is that it is possible to also find more
advanced transformations than just translations. It is fairly straight forward to
also estimate changes in the DC-level or even a geometrical affine transformation
of the patch [26]. The computational complexity and the probability to find a
local minimum will however increase with more parameters.

3.3 Subpixel accuracy

The result from the block matching in its most basic version is the best matching
pixel result. It is however desirable to reduce the average error in the matching,
to add subpixel accuracy to the tracking. This improvement can be done in two
different ways:

e Interpolation of the image.
The dimension of the image/patch is usually quite large and is therefore time
consuming.

e Interpolation of the objective function.
Faster since fewer values have to be interpolated but finding a reasonable
interpolation might be harder.

In this evaluation both methods for subpixel accuracy are used. The KLT
method uses linear interpolation of the image while the L; method is used with
interpolation of the objective function.



18 Tracking

3.3.1 Interpolation of the image

The most obvious way to obtain subpixel accuracy is probably to interpolate the
image and find the position which best matches the patch. Finding the best
interpolation functions for images is an interesting research topic on its own [31].
For this application speed is very important and the interpolation must therefore
be fast. For this reason linear interpolation is used. Since there is an infinite
number of different image shifts this method works best with iterative methods
like the KL T which are based on the gradient of the objective function.

3.3.2 Interpolation of the objective function

The output from the matching is for a given position a measurement of the error;
the difference between the patch and the image. This objective function can be
interpolated to generate a subpixel result. The interpolation is done by fitting a
suitable function to the measured errors within a region around the pixel-based
minimum. The choice of function for the interpolation depends on two factors:

e The chosen function should correspond to the function used for measuring
the error.

e Function fitting might generate a non-linear problem which takes long time
to solve. For practical problems it might be better to simplify the problem
to faster get a less accurate solution.

A suitable function for the interpolation can be derived from the objective
function, e.g. analyzing a Taylor expansion with respect to the image. A first
order Taylor expansion of (3.2), the L; error function, wrt a small shift d,,d, of
the image looks like this:

e1 =Y |p— (b+bads + bydy)| (3.7)

The simplest case, if p and b are identical gives that the objective function looks
like a cone. In the general case, if p and b are not identical, the objective function
will be a sum of cones. It is therefore reasonable to approximate the objective
function with a cone as long as p and b are similar.

A full model of a cone can be parametrized in this way:

(p—c)S(p—o)”

cone(P) = b

+h (3.8)
where p = [z, y] is a point, ¢ is the center of the cone, S is a symmetric 2x2 matrix
which gives the shape of the cone and h gives minimum value. The least-squares
fitting of (3.8) to the data is a nonlinear problem which is minimized by the Gauss
Newton method. This minimization is however time consuming and it is therefore
also interesting to compare the full model to a simplified model. As a simplified
model a 1D separable model of the cone estimated from 3 values from the objective
function was used. The benefit with this model is that it is much faster - the best
fitting cone can be calculated in one iteration. Figure 3.5 shows a geometric view
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of the basic principle. First the steepest possible line is drawn drawn through
the center-point and one of the other points. Then a line is drawn through the
remaining point with the same slope. The minimum is found as the intersection
between the two lines. Mathematically the position vy of the minimum is found in
a few steps. In this derivation the value to the left of the minimum is assumed to
be smaller than the value to the right i.e. the minimum of the continuous function
is assumed to be to the right of the pixel-based minimum as in figure 3.5. First
the slope of the function is estimated:

d€1

7y~ max(en(bo] = 1) exllro] + 1) = ex([r0]) (3.9)

The continuous function on both sides of the minimum can be written as:

er(7) ~ ex([90)) — (7 — mon‘;—e; (3.10)
er(7) ~ ex([o]) + (7 — won‘fl% (3.11)

Combining (3.10), (3.11) and assuming e1(|v0] — 1) > e1(|v0] + 1) gives that the
displacement between minimum and the center point is estimated as

_al-D-alr+1)
Y — [l = (@) (3.12)
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Figure 3.5: Cone fitted to 3 points



Chapter 4

Tracking Evaluation

In chapter 3 the underlying methods for tracking were introduced. As there are
almost no restrictions on the error function and the normalization, it is possible to
create a huge number of reasonable combinations and evaluating all possibilities
is therefore not possible. The requirement for a very fast tracking algorithm does
however significantly reduce the number of reasonable methods.

Two error functions were chosen for further evaluation, the Ly and the Lo norm.
These two error functions were mainly chosen because they are fast to evaluate:
very fast instructions exists for exhaustive search using the L; norm and the Lo
norm is suitable for iterative solutions. Truly robust methods was not evaluated
because the methods would be too slow. The L; and the Ly methods were tested
with different kinds of local normalization. The normalization is performed on the
part of the image which is compared with the patch, not the whole image:

[ ] L1
Normalization of the DC-level which is very fast to perform.

e KLT
Normalization of the DC-level, variance or both. The main benefit with the
KLT algorithm is to iteratively find the minimum which is faster than a full
search and it is therefore possible to use more computationally expensive
normalization.

For an ideal camera with linear transition, the value generated for a pixel should
be directly proportional to the light. Based on this assumption, normalization of
the variance is more correct than normalization of the DC-level. There are however
good reasons to normalize DC-level instead of the variance. A huge number of
pixels has to be normalized and the computational speed is usually higher for
additions/subtractions than multiplications, the result should be similar with both
methods if the variation of the light is small and the camera is probably not ideal.
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4.1 Evaluation setup

As we have seen there are a number of different parameters to take into considera-
tion when different tracking algorithms should be compared. The most important
factors for this decision are:

e Speed. The tracking must be able to handle the required number of patches
within a reasonable time. A faster algorithm is able to handle more patches,
and these extra patches might be very useful for some applications.

e QOutliers. Removing outliers is always a costly procedure especially since all
effort in the tracking of the patch is in vain. Therefore, it is necessary to
keep the number of outliers small.

e Average error. The position error for the tracking should be as small as
possible.

This evaluation of tracking algorithms has been done within the MATRIS
project [4]. The goal of this project is to develop a real time system for the
pose estimation of cameras. and one central part of this system is an efficient
algorithm for patch tracking. One requirement for the tracking algorithm in this
system is that it is able to handle illumination changes. The patches are created
in a preparation step and the illumination might therefore be different when the
system is used.

There is a number of problems with an evaluation of tracking algorithms. The
most important problem is probably to generate the ground truth without bias.
In this evaluation, this problem is handled by using a synthetic image sequence
generated from real textures. See figure 4.1 for an example of an image. With this
method it is possible to generate the ground truth and to simulate illumination
changes and motion blur. The main drawback with simulated images is that
assumptions about the camera might be wrong.

4.1.1 Generating testdata

Testdata was generated by combining two tools, one tool for 3D modeling and
the developed camera tracking system using an existing version of patch tracking.
The 3D modeling tool generated images and ground truth position of the patches
while the camera tracking system generated perspective warped patches with a
estimated position in the image to use as starting point for the tracking. The test
data was created using this procedure:

1. Create a textured 3D-model consisting of planar patches from a number of
real images.

2. Render a sequence of images showing the model from different poses. Save
the 2D center position for the planar patches together with the image.

3. Estimate the start pose for the camera, the position of the camera for the
first image using the image content.
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Figure 4.1: Synthetic test image

4. Warp all patches that are visible from the estimated pose using a homography
and save these patches.

5. Track the position for all visible patches and use this to improve the pose,
combining the 3D-model and patch positions.

6. Iterate step 4-5 for all images.

Step 2 generates the ground truth, the image seen by the camera and the true
position of the patches. Step 4 generates input to the tracking, warped patches
together with an estimate of their position. Only the information generated from
step 2 and 4 is needed to evaluate a new tracking algorithm. A new tracking
algorithm can easily be applied to the data and the images can be modified to
simulate noise to test the robustness.

4.2 Evaluated parameters

Evaluation of a tracking algorithm can be done with focus on a huge number of
parameters. To be able to get a result with reasonable effort it is necessary to
choose a limited number of parameters. The evaluation has been performed with
focus on two quality measures:

e QOutliers; how often the algorithm finds the right minimum.
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e Subpixel accuracy; average error in pixels for the algorithm.

For the given application a small number of outliers was most important and was
therefore used for the first evaluation. The number of outliers was measured for
all algorithms and the robustness of the methods was measured with these noise
models:

e Motion blur
e DC-change
e Intensity scale change

For the second evaluation two methods from the first evaluation were chosen, KLT
and the best L1 method. The goal of the second evaluation was to find the best way
to improve the average error with subpixel accuracy. In the second evaluation a
new set of noise models were used because the noise models in the first experiment
did not fit the new requirements. The evaluated methods are invariant to changes
in the DC-level and is therefore not interesting. Ground truth for the motion
blur might be slightly wrong and will influence the result. Intensity scaling could
possibly be used. Instead are these noise models used for the second evaluation:

o Additive Gaussian noise

e Salt and pepper (SP) noise

4.2.1 Motionblur

Motion blur occurs when the camera is moving fast compared to the shutter speed.
It might be possible to compensate for this if the motion and the distance to the
scene is known before the matching is done. This compensation does however add
complexity and might reduce the certainty if the assumption about the motion
is wrong. One part of the evaluation was therefore to test the different tracking
algorithms with blurred images. This motion blur was simulated by averaging
n consecutive images where n specifies the amount of blur. Ground truth for
patches in the new motion blurred image are the position for the patches in the
middle image. Another alternative for the ground truth could be the average
position. Using the middle position is more correct for our application, since the
pose estimation that will use the result is interested in the position at a given
timestamp, not the average position. The difference should be quite small as long
as the blur is not too large and the motion is linear.

4.2.2 DC shift and Intensity scaling

Different illumination between patch and image might result in different DC-level
or intensity scale. Whether the illumination changes the DC-level, the scaling, or
both depends on many factors, and the truth is probably a combination in most
cases. Evaluation of DC and scale changes are done separately.
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Figure 4.2: Inlier rate vs motionblur for different tracking algorithms

DC changes were simulated by adding a constant between -20 and 20 to the
image and afterwards saturate the image between 0 and 255. Saturation is needed
to keep the values in the right range.

4.3 Outliers

The single most important performance measure the number of outliers. An out-
lier is a measurement that is completely wrong. To do this kind of evaluation,
it is necessary to classify a measurement as an outlier or inlier. A threshold is
necessary and the value of this threshold is subject to arbitrariness. Fortunately
the exact value of the threshold is not important for this classification, a measure-
ment is either close to the right value or completely wrong. For these results, a
measurement is treated as an outlier if the error is bigger than 3 pixels.

4.3.1 Motionblur

The ratio of inliers depending on the amount of motion blur is shown in figure
4.2. Using this graph alone, it is not possible to draw any conclusions about which
algorithm is best. For small amount of noise the L; based method works best but
for higher amount of noise K LT works better. Same conclusion is also valid for the
normalization, the normalization improves the performance with higher amount
blur but makes the result slightly worse with no noise.
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4.3.2 DC and scaling

Figure 4.3 shows the number of inliers when the DC-level is changed. The per-
formance for the methods with normalization of the DC-level or the variance are
almost independent of these changes. The performance for the DC variant meth-
ods does however decrease fast when the change in DC-level increase.

Scaling the intensity was done by multiplying the image with a constant be-
tween 0.8 and 1.2 and saturating the result. The result for this test is very similar
to the DC-level test, figure 4.4 shows the result. We can see also here that both
DC and scale invariance compensate very well for the changes, and the variant
methods work much worse when the scaling increases.

4.4 Conclusions

The most important conclusion from this evaluation is that normalization of the
DC-level or the variance compensates very good for changes in DC-level or scaling.
This normalization also increased the robustness in the experiment with motion
blur. This normalization is however not for free - it increases the complexity of
the tracking and makes the noise free performance slightly worse.

4.5 Evaluation of subpixel accuracy methods

An evaluation of the number of outliers was done in section 4.3. The most im-
portant conclusion from this chapter was that normalization of the image was
necessary, preferably DC-normalization because of the speed. The performance of
K LT and Ly was fairly similar. For the further evaluation three different methods
for generating subpixel accuracy were selected:

1. KLT. A gradient descent method with linear interpolation of the image.

2. L; cs. Brute force matching using a DC-invariant L; norm. Simplified cone
model.

3. Ly c2. Full 2d cone model.

As a measurement of the quality the RMS error measured in pixels is used. This
section is based on [29]

4.5.1 Noise model

To simulate the noise in a camera a number of different models for the noise are
possible. Each model has different pros and cons regarding plausibility, simplicity
and correctness, and no noise model is better in all aspects. For this evaluation
we are using additive Gaussian and Salt and Pepper noise. One can argue that
these models might not be the most realistic but we decided nevertheless to use
them for two reasons:

1. Simplicity, multiplicative or additive noise is the easiest model to use.
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Figure 4.4: Inlier rate vs intensity scale for different tracking algorithms
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2. Gaussian noise is commonly used when no other model is especially moti-
vated.

Another source of noise that is important is the error introduced by geometric
distortions like rotations and wrong viewing angle. Locally, the effect of geometric
distortions might be large. In this evaluation the pose of the camera is estimated
with a small error. Therefore the warping of the patches will be slightly wrong.
Except of this, the effect is neglected in this evaluation.

4.5.2 Results

Figure 4.5 shows the RMS error for the different algorithms for subpixel accuracy
and with different amount of Gaussian noise in an RGB image with values between
0 and 255.

The subpixel RMS error for all these methods is significantly better than the
RMS error we would get with the nearest pixel. For a pixel-based method, in
the best case where we always find the nearest pixel, the error would have an
uniform distribution between -0.5 and 0.5 and this would yield an RMS error of

\/ffj5 00 (22 + y?)dwdy ~ 0.4,

Figure 4.6 shows the RMS error with Salt and Pepper noise. Both L; based
methods are also here able to reduce the RMS error. The accuracy for the Lo
method decreases however rapidly when the amount of outlier noise is increased
thus showing the lack of robustness predicted by the theoretical considerations in
chapter 3.

As we expected, the average error is largest for the fastest method and is
lower for the more complex algorithms. The method using linear interpolation
of the image gives the smallest error with Gaussian noise but is also the most
time consuming method and does not work especially well with higher amount of
Salt and Pepper noise. All the tested methods significantly decreases the error
compared to a pixel-based method, possibly except KLT for large amount of Salt
and Pepper noise. The difference in the average error between the best and the
worst method is fairly small.

4.5.3 Conclusions

We have compared three different methods for subpixel accuracy in tracking. For
Gaussian noise, interpolation of the image gave a slightly smaller error than the
other methods. This method is however the most time consuming method and did
not work especially well with Salt and Pepper noise. Our conclusion is therefore
that the accuracy in many applications is probably higher if we are able to use
a faster method and instead increase the number of patches. Compared to a
“nearest pixel” method the gain by introducing subpixel-estimates was significant
even for the most basic method and should therefore always be used. If the noise
characteristics for the images is unknown or we can expect Salt and Pepper noise
we suggest that the more robust L; norm should be preferred.

For many applications with time constraints, it is probably better to use a faster
method which is able to handle more patches than a slower method with higher
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accuracy. More patches increases the probability that we always have sufficient
inliers and it might also be possible to improve the accuracy by averaging several
results.



Chapter 5

Covariance

A common problem problem is merging of different measurements. The purpose
of combining different measurements is either to improve the final result or to
estimate a parameter which can not be measured directly. The purpose of the
MATRIS project is to estimate the camera pose from images. The pose is impos-
sible to estimate from one point in an image, but the pose can be estimated by
combining several points and a 3D model. Often several measurements using the
same ”sensor” are combined but the measurements might also come from com-
pletely different sources. For optimal merging of measurements, knowledge about
the accuracy for each measurement is required. The accuracy of these measure-
ments and information whether the error in the measurements are dependent or
not is represented by a covariance matrix. This chapter is based on [27].
From a practical view, the use of covariances deals with two problems:

e Possibility to weight measurements from sensors with different noise level.
Measurements with low noise level should influence the final result more than
measurements with high noise level.

e A measurement might not have the same accuracy in all directions. The
position of a corner can be measured in 2 dimensions while the position of a
line can only be measured in 1 dimension orthogonal to the line.

Whether covariances should be considered or not in image processing algo-
rithms is discussed in [19]. The conclusion in this paper is mainly that covariances
are useful for some types of applications but not for all. The main reasons to not
explicitly use covariances, i.e. assuming the same covariance for each measurement
are:

e Feature points found by a feature detector contains cornerlike structures
and are therefore possible to position in 2d. These points will have a similar
isotrop covariance.

e Finding the correct covariance is usually hard.

The main reason to consider covariances is that we are able to handle more features,
mainly features with 1d structure like edges. Figure 5.1 shows the shape of the
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Figure 5.1: Shape of uncertainties estimated for two patches

covariance for two features estimated with the method presented later in this
chapter. A patch containing a corner has roughly the same covariance in all
directions while a patch containing a line has much higher uncertainty along the
line.

In this chapter we present both the theory and also an evaluation of a method
for estimating the covariance for block matching using sum of absolute difference

(SAD).

5.1 Covariance introduction

If we are combining more than one measurement, an assumption of the covariance
of the different measurements is done. This assumption might be implicit, we
might assume that each measurement has the same covariance or explicit like
Kalman filters. As an example we can look at a weighted linear least square
problem:

argmminHAx— bl|2 (5.1)

Which solution is

r=(ATWtA) Tt ATW (5.2)
If W is the covariance matrix for b the estimate will be the Best Linear Unbiased
Estimate (BLUE). Solving (5.1) can be classified into four groups depending on the
assumption about the covariance matrix, from equal weight of each measurement
to the full covariance:
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1. Assume that all measurements are independent and with the same accuracy.
W is the unit matrix.

2. Different accuracy for different measurements but that the measurements
are independent. W is a diagonal matrix where each element coming from
one measurement is the same.

3. Each measurement has a full covariance matrix that makes it possible to
have different accuracy in different directions. Different measurements are
assumed to be independent. W is a block diagonal matrix with one block
from each measurement.

4. One full covariance matrix for all measurements. This makes it possible to
have different accuracy in different directions, and also that measurements
are dependent. W is an arbitrarily positive definite matrix.

5.1.1 Covariance model

Details of definition and computational laws for covariances can be found in many
books handling statistics. This section is therefore only a short summary contain-
ing the most important formulas needed for the rest of this chapter. Practically,
the covariance can be seen as a measurement of the spread of a stochastic vector x.
The covariance contains both a measurement of the spread of different components
in x and a measurement of the dependencies between the different elements. The
covariance is defined as:

covlz] = E[(z —T)(x — 7)7] (5.3)

The covariance matrix is a symmetric positive semidefinite matrix. Besides the
definition, the rule for covariance propagation is needed. Covariance propagation
is the calculation of the covariance of the output from a function based on the
covariance of the input, estimating cov[f(z)] from cov[z]. The exact solution of
this problem can easily be found if f is a linear function, f(z) = Az + b. In this
case the covariance is:

cov[f(x)] = Acov]z]AT (5.4)

Finding the exact solution for an arbitrarily function is usually not possible and a
common approximation, sometimes called the Gauss approzimation formula [21],
is to use a linear model of the function and approximate A with the Jacobian:

d d .
75 (ElaD)lcovlz][—— f (Elz])] (5.5)

cov[f(x)] ~ |

5.1.2 Covariance estimation

From each patch used in the tracking an estimate of the covariance is needed. The
first version would probably assume that each patch has the same covariance, group
1 in chapter 5.1. An attempt to estimate the covariance would be to assume an
isotrop covariance based on the minimum of the error function, group 2. However,
this measurement has three important limitations:
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e This gives an isotrop covariance. The certainty of the result might be differ-
ent in different directions, i.e. we need a anisotropic measurement.

e The measurement depends on intensity scaling in an unsuitable way, e.g. if
the patch and image are scaled by 2 the error is scaled by 2.

o SAD measures the distance between the patch and the image and gives a
measurement of the similarity. Most applications do however need a mea-
surement of the position accuracy, not the similarity.

Therefore, a more advanced covariance estimate is needed, an estimate which is
able to model anisotrop covariances. With this representation, it is also possible
to represent the certainty for 1-D features like lines and edges.

The covariance can be estimated in at least two different ways [19]:

e Estimation from the structure of the error function around the minimum

e Estimation from the influence of each pixel in the patch

5.1.3 Covariance from each pixel

The most obvious way for estimating the covariance is probably to use covariance
propagation, (5.5). This requires knowledge about both the covariance for the
pixels and also how an error in each pixel would influence the final result, the min-
imum of the error function. If this information is available, the rule for covariance
propagation (5.5) can be used directly to find the covariance:

d d

— — (B[R] . 5.6
" — F(Bla)) (56)
Where E is the expectation value. Directly finding the derivatives is however
often hard. An useful trick for doing do this is explained in [11]. In this paper,
the covariance is estimated as:

de?. . de? de? . de?.
d—,}/g] [M]Cov(f)[m] [—d—,yg]

cov[f(x)] = [ f(Elx])]cov]z]]

Cov(vy) = [— (5.7)

Estimating the covariance with these methods is possible to use for most error
functions, e.g. the Ly error norm. It is however not possible to use this method
for the Ly norm because of the differentiation of the error function (3.2) wrt each

pixel:

de

— =si —-b 5.8

- = sign(p —b) (5-8)
Differentiating (5.8) wrt -y, gives 0 and that the whole covariance is 0. One common
trick to solve this kind of problems is to approximate the absolute value function

with a function that has a continuous derivative, e.g.

|z] ~ Va2 + e (5.9)

This method for estimating the covariance has been tested, so far without giving
a reasonable result.
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5.1.4 Covariance from error function

The covariance can also be estimated from the structure of the error function
around the minimum. Our suggestion is to apply (5.5) on the error function (3.2).

Varle(y)] = [—=]Cov(y)[—= (5.10)

cov(vy) is a symmetric covariance matrix, hence a real-valued eigensystem decom-
position exists and is given as

Cov[y] = Arere] + Ageges . (5.11)
Plugging this into (5.10) results in

Varle(y)] &~ [£](Mere] + Aaesed)[L]T (5.12)
= >\1([df] 1?2+ Ao ([Ee2)? . (5.13)

Rewriting (5.13) using the Frobenius product ()¢ [30]gives

dy

= (E TN Cov) £ (5.15)

To be able to estimate the full covariance matrix, at least three different deriva-
tives are needed [15]. Using derivatives in four directions is however useful since
this makes it easy to sample the derivatives regularly. If the derivatives d; to d4
are estimated in the x,y and the diagonal directions according to figure 5.2, these
four responses correspond to the frame tensors

Varfe(7)] ~ A1<[fn%ne1ef>p + (17 (9] eae] ) (5.14)
]

P B[] 510

33{8 (1)] 34[_11 11}. (5.17)

For the tensor computation we need the dual frame with minimum norm given as
[15]

N X . [02 025

Br = [ 0 0.4} B = [0.25 0.2} (5.18)
o[04 0 . (02 —025

B3_[ 0 0.6} Ba= {0.25 0.2 ] ' (5.19)

Frame theory gives that the least square solution of (5.15) is [15]:

4
Cov|y] = Var[e(v)] Z Bild;| 72 . (5.20)
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Figure 5.2: Directions for the four derivatives dy ... d4

To simplify the notation, we define the tensor
4 ~
T =Y Bild|>. (5.21)
i=1

For the next step an assumption about the distribution of the errors e(vy) is
needed, i.e. how Varle(y)] should be approximated from the minimum of the error
function. We choose the estimate of the variance to be:

Var[e(y)] = cEmin" - (5.22)

where ¢ and n depends on the assumed distribution. the constants ¢ and n are
found by solving
Varle(y)] = cEle(v)]" (5.23)

for the given distribution. Examples of ¢ and n for different distributions can be
found in table 5.1. Combining (5.20) and (5.22) gives that the covariance of v can
be estimated as:

Cov[y] = cEmin"T 2 (5.24)

5.2 Evaluation

This evaluation has been done within the MATRIS project. One important idea
with this project is to combine visual information from a camera with data from
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Distribution c
Positive uniform | 4/3
Abs of normal | 7/2

X’ | 2

Poisson 1

e LM =]

Table 5.1: Constants ¢ and n for different distributions

an Inertial Measurement Unit (IMU). It is therefore important to have a good
estimate of the covariance for the measurement within the image to be able to
combine these two kinds sensors in an efficient way.

For this evaluation the same synthetic data has been used as in chapter 4.
The purpose of the evaluation is to compare the suggested covariance estimation
method with the empirical error of the L; based tracking algorithm. The evalu-
ation uses the DC-invariant tracking algorithm with subpixel accuracy described
in chapter 3. To do this one condition for covariances has been derived from the
definition (5.3), that

El(x —2)TC Yz — )] = dim(z) . (5.25)

This condition is used because it is simple to evaluate. Showing that a method
satisfies this condition is probably good enough for practical situations, we should
however note that this is not a proof that the estimated covariance is correct.

To simulate noise in the camera a number of different models are available.
For this evaluation, additive Gaussian noise was used. The pixels were in the
interval [0:255] and Gaussian noise with o between 0 and 20 was added. The
most interesting part with the evaluation is to compare the result for (5.25) with
different amount of noise. The accuracy of the tracking will decrease if the amount
of noise increases. The experiment evaluates if the covariance estimate increases
with the same speed.

5.3 Results

The covariance estimation (5.24) has two parameters, C' and n. Most important
of these parameters is n, which significantly influences the whole result whereas C
”only” scales the result. The evaluation showed that n = 1 gave best result and
is therefore used for the following results. A scaling using C' = 1 is used, which
corresponds to an assumption that the error has a Poisson distribution.

Figure 5.3 shows the RMS error from the tracking and the square root of (5.25)
which is the error scaled by the estimated covariance. The RMS error from the
tracking is scaled to simplify the evaluation. Originally the RMS tracking error
started at ~ 0.15.

The figure 5.3 shows that the normalized average error is close to a constant
than the original tracking error, especially for small amounts of noise, o < 10. The
figure shows a trend, the estimated covariance underestimates the increase of the
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Figure 5.3: Normalized error vs (scaled) original error, n =1

error in the tracking with high noise levels. Whether the covariance estimate is
too optimistic or performance of the block matching could be improved with high
noise levels is still an open question.

We can also see that the scaling of the covariance is slightly wrong, the graph
does not start at 2, which is the dimension of the estimated parameter. To be
able to use the covariance in combination with other sensors, this scaling has to
be manually adjusted.

The results show that the suggested method is significantly better than using
no covariance at all and the estimation of the covariance is very fast.

5.4 Conclusions

In this chapter we proposed a method for estimating the covariance matrix of SAD
block matching. An algorithm for computing the covariance using dual frames has
been formulated. This provides an efficient method to calculate the covariance.

In the second part of the chapter, an evaluation of the proposed method for
covariance estimation has been performed. In the evaluation a DC-invariant SAD
block matching method with subpixel interpolation was used. The evaluation
showed that the suggested method for covariance estimation was significantly bet-
ter than assuming that each patch has the same error. The calculational com-
plexity of the suggested method is low and can therefore be used, almost without
increased computational complexity.



Chapter 6

Implementation of fast
tracking method

The result from the evaluation was not clear enough to say that one tracking
algorithm is superior, compared to all other evaluated algorithms. However, some
results was very obvious in the evaluation:

e Normalization significantly improved the robustness at the cost of some extra
computations and a slightly worse result in the noise free case. Normalization
of the DC-level worked surprisingly good in the case of intensity scaled image
and vice versa.

e Interpolation of the L; error function reduces the average error to a level
which is comparable to image interpolation.

An open question is whether an exhaustive search or an iterative method like KLT
is preferable. A final answer to this question is probably impossible to give because
it depends too much on the requirements for the given application.

According to the results in chapter 4 the final decision was to use a method
with these properties:

e Exhaustive search using the L; norm.

The alternatives were to use an iterative method or an exhaustive search and
the decision was mainly based on the fact that the tracking has to be able
to handle large displacements. An iterative method would also be possible
to use if a number of different starting positions are used. The problem is
however to know how far from each other the different starting positions can
be, how close to the final result the starting position must be to be able to
converge to that minimum.

e Normalization of the DC-level of the images.
This normalization improved the robustness and is also very suitable for a
fast implementation use integer SIMD instructions if the DC-level is rounded
to an integer.
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e Simplicity.
The final method should be as simple as possible to implement and use.
The KLT algorithm has one big disadvantage compared to a brute force
method, it has more parameters and alternatives for the implementation.
An implementation of the KLT algorithm should use different scales and
needs to calculate derivatives, both these steps can be done in a number of
different ways and will influence the final result.

6.1 SAD matching algorithm

The alternative tracking we decided to use was an exhaustive search block match-
ing based on the L norm with DC normalization. One benefit with this algorithm
is that the algorithm contains only basic operations and can be separated into four
different steps:

1. Calculate the DC-levels of the patch and the region of the image for the
matching will take place.

2. For each possible position subtract/add the difference in DC-level between
patch and image and calculate the difference using the L; norm.

3. Find the position with the smallest difference.

4. Subpixel interpolation using the simplified method and covariance estima-
tion. If the minimum of the error function is on the border of the evaluated
area the best covariance and subpixel position is not obvious. In the current
implementation these patches are given a very high covariance because the
best position might be outside the tested area.

Describing the algorithm in these 4 steps shows that all steps in the algorithm are
either possible to implement in a very efficient way or are quite simple. Step 1 can
be implemented as two 1-dimensional moving sum filters. These 1-dimensional
filters are fast since previous results are reused:

m m+1
sozz:xn s1 = Z$n280+3€m+1—3€0 (6.1)
n=0 n=1

Step 3 requires one comparison for each tested position and step 4 is done once for
each patch. The most interesting part of the matching algorithm is step 2 which
makes use of SIMD instructions for high performance. Interesting here is to look
at the inner loop which calculates the error. This function is splitted into two
parts depending on the DC-level of the image compared to the DC-level of the
patch. The part that deals with the case if a value should be added to the image
uses SIMD intrinsics [2] and looks like this:

1 __m64 pdiffvect=_mm_setl_pi8(patchdiff);
2 __m64 img,patch,temp,sum;
3 int qual;
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4  sum=_mm_setzero_si64();

5 for(int ty=0;ty<t_height;ty++)

6 A

7 for(int tx=0;tx<t_width*cc;tx+=8)

8 {

9 img=x((__m64*)&imgp [1posy+ty] [lposx*cc+tx]);
10 patch=* ((__m64*)&patchp[ty] [tx]);
11 img=_mm_adds_pu8(img,pdiffvect) ;
12 temp=_mm_sad_pu8(img,patch) ;

13 sum=_mm_add_pi32(sum,temp);

14 }

15 }

16 qual=_mm_cvtsi64_si32(sum);

Line 1-4 defines variables and prepares for the calculation.

Line 5-8 loops over all pixel positions.

Line 9-13 calculates the error using the given error function.

Line 16 saves the result of the error function from a MMX register to an int.

Except the unusual syntax there are two ”instructions” that are especially
interesting, -.mm-_adds_pu8 and _-mm_sad_pu8.
_mm_adds_pu8 performs an addition of two vectors where each vector contains 8
unsigned byte with saturation. The result of the addition is clamped to max/min
of the dataformat instead of overflow. Using normal addition of unsigned bytes
gives that 200 4+ 100 = 44 while the same operation gives 200 + 100 = 255 for
saturated additions. In this implementation will overflows occur quite seldom
because we will add patchdif f to the smallest vector and the saturated arithmetic
will reduce the error when overflows occur.
_mm_sad_pu8 calculates the sum of absolute difference between two vectors, img
and patch containing 8 unsigned bytes:

7
> limg(n) — patch(n))| (6.2)
n=0

The existence of these two instructions is essential for the performance of the block
matching. A really fast, exhaustive search block matching algorithm would not
be possible to implement without these instructions. For instance, .mm_sad_pu8
corresponds to around 83 = 24 ”ordinary” operations. The drawback with MMX
is that it is only able to handle 8 byte at once. Handling blocks with a width other
than 8 x n will therefore require extra instructions. One way to do this would
be to use normalized convolution [20], e.g. by using logical instructions to mask
the vector but this will slow down the matching. The implementation above is
therefore only able to handle blocks with a width of 8 x n.
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Method | Speed

Ly no SIMD | 380 Hz
Ly with SIMD | 2900 Hz
L,DC with SIMD | 2100 Hz

Table 6.1: Speed of different brute force blockmatching algorithms using a 16x16
RGB patch searching in a 40x40 region

6.2 Performance

Table 6.1 shows the speed of three different implementations of the tracking algo-
rithm:

e Matching using the L; norm using ordinary c-code.
e [; matching using SIMD instructions.
e [; matching with DC-normalization and SIMD instructions.

These measurements was executed on a 3.2 GHz Pentium 4. The experiment
showed that using SIMD instructions increased the number of tests from 380 to
2900 per second, or by a factor of 7.6. No further attempts to improve the per-
formance has been done because there were no need for higher performance in the
given application. Using a 40x40 region for the search is quite large and we are
still able to handle 40 patches/frame if the camera generates 50 frames/second.

6.3 Optimization

The speed of the implemented tracking algorithm was high enough without any
other optimization than using MMX. If there is a need for even higher speed there
are a number of possible improvements, some suggestions are:

1. Sparse evaluation of the error function.
An upper limit of the gradient of the error function can be calculated from
the patch where a smooth patch gives a lower limit than a patch with many
edges. This limit makes it possible to find a lower limit of the error function
for positions close to the evaluated position.

2. Write code for a specific patch size.
Writing code for a specific patch size makes it possible to unroll the loop in
the x-direction. This gives larger code but reduces the number of jumps and
comparisons which are expensive operations.

3. Reduce number of memory accesses.
All 8 available MMX registers are not used in this implementation. It is
therefore possible to store values here instead of reloading the values from
the memory. One way would e.g. be to calculate the error function for two
rows per iteration instead of one row per iteration
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4. Early termination.
The calculation of the error function is strictly monotonous, the final result
will never be lower than the result for a part of the patch. There is there-
fore no need to continue the calculation if the sum is higher than the best
minimum so far

To achieve highest possible performance a combination of these methods is neces-
sary. For the current application combining method 2 and 3 would be a convenient
way to achieve a moderate improve of the performance. These modifications would
require fairly small changes of the code but is only possible if the size of the patches
is known at compile time. Method 1 is the method which alone seems to have the
highest influence of the speed. This method makes it possible to remove a number
of positions just by one test, up to 8 positions if also diagonal neighbors are re-
moved. One important drawback with method 1 and 4 is that the values needed by
the subpixel accuracy and covariance estimation is not always evaluated. Handling
this special case requires complicated code.

6.4 Conclusions

This implementation shows that a brute force matching algorithm is possible under
2 conditions:

e A few number of parameters to estimate. The number of combinations of
parameters grows exponential with the number of parameters and more than
2 are therefore hardly possible to handle with brute force.

e The choice of a cost function which can be evaluated fast is necessary. In
this case the version which uses MMX was = 7.6 times faster than the c-code
version.

Creating a fast implementation does always require effort. The main effort in this
case was to use MMX and this improved the performance significantly.
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Chapter 7

MATRIS Demonstrator

The aim for the MATRIS project is to create a system [8] for augmented reality.
Currently there is a number of different systems that are used for creation of
special effects in TV or movie production. Examples of typical systems are:

e Blue/green screen.
Probably the most well-known technique to the public. Basically the sys-
tem detects a specific color and replaces this color with computer generated
graphic. Makes it possible to replace a surface in the scene with a virtual ob-
ject but requires knowledge about the camera position from another system
to generate correct graphic.

e Mechanical sensors.
Find the rotation and the zoom of the camera using mechanical sensors.
Mechanical sensors are costly and fairly bulky but they are a possibility if
the camera is stationary.

o Wireless sensors.
Uses ultrasound or radio transmitters to measures the camera position.
Works in small well defined areas.

e Visually detected markers.
Specially designed markers are used to find the position of the camera or the
object. For instance, it is possible to attach markers in the roof to find the
position of the camera or to use an object which easily can be detected.

e Offline systems.
For film production there is (almost) no advantage by using a real-time sys-
tem where the final result is immediately available, instead the quality of
the final result is much more important. For these application it is possi-
ble to first capture the video and use slow but accurate algorithms for 3D
reconstruction of the scene.

With all these systems available, what is the purpose with creating another sys-
tem? The answer to this question is that there is no system suitable for real-time,
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Figure 7.1: Overview of the MATRIS system

low budget productions, for example news productions. The goal of this project is
therefore to develop a real-time system without too expensive hardware require-
ments. The system uses two different sensors to estimate the camera pose, the
view from the camera and an Inertial Measurement Unit (IMU) as an additional
sensor. The scene where the system is used is modelled in a preparation step. This
assumes that there are static objects in the scene to use for the pose estimation.
A static scene is also necessary for adding virtual objects because this requires a
well defined coordinate system.

The main contribution of this system compared to existing systems is the
combination of an IMU with a camera. The idea with this combination is that
these two sensors complement each other in an efficient way. The camera can be
seen as the main sensor and is usually superior to the IMU but the camera is not
able to handle all situations alone. Pose estimation from the camera has no drift
and will have good accuracy as long as the model is correct. However, if the camera
for some reason is not able to generate a good picture, e.g. something is standing
in front of the camera or the camera is moving fast and generates too much motion
blur, the IMU will take over and estimate the position. Using the IMU alone, is
not enough because the IMU mainly measures acceleration which is integrated to
get the position. This will however cause drift because these measurement does
contain some errors and this method is therefore only valid short times, perhaps
one second unless a very expensive IMU is used.

7.1 System description

The functionality of the system is separated into different blocks with well defined
assignments as described in figure 7.1.
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7.1.1 Camera/IMU

There are two sensors which generates inputs to the system, a camera and an IMU.
The IMU is designed and produced by a company called XSens' and contains
accelerometers, gyros and a compass. The camera is either a firewire camera or
a standard TV-camera. Regardless of the type of camera is the synchronization
of camera and IMU important because the IMU generates measurements in one
frequency and the camera uses another frequency.

7.1.2 3D Model

One important assumption is that the system runs in a static world and is therefore
suitable for offline modeling. The offline modeling [14] has two major benefits, it
is possible to use time consuming and more precise algorithm than we can use
online and we will also get a well defined coordinate system which is needed for
the augmentation. The world is modelled using planar surfaces.

7.1.3 Sensor Fusion

The sensor fusion block is responsible for combining the measurements to calculate
best possible camera pose [18]. The pose estimation is done using an Extended
Kalman Filter (EKF).

7.1.4 Computer Vision

Information from the camera, 3D model and the estimated pose from the sensor
fusion is combined in the computer vision block. Main purpose of the computer
vision block is to find correspondences between the 3D model and the image from
the camera. The 3D model is transformed to the estimated position and corre-
spondences are found by block matching.

7.1.5 Augmentation

The augmentation is responsible for creating some kind of interesting result from
the camera pose. For a final product this is a very important part for the final
result but out of the scope of the MATRIS project.

7.2 Computer vision

All the blocks in this system are very interesting and deserve a detailed expla-
nation. Focus of this thesis is however computer vision and only this block will
therefore be described more in detail. A description of the dataflow within the
computer vision block can be found in figure 7.2. The tracking is done in these
steps:

Thttp://www.xsens.com
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Figure 7.2: Dataflow in the computer vision module

1. Transform the 3D model to match the estimated camera pose. The world is
modelled as locally planar surfaces and can therefore easily be transformed
using a homography and linear interpolation.

2. Generate patches from the transformed model. To improve the speed of the
system, good features to track in the 3D model are found in the offline stage.
These points are found with the Harris operator.

3. The predicted position of each patch is estimated from the 3D position of the
patch and the current camera position. This position is used as a starting
point for the tracking.

4. Find the position with a block matching algorithm. This is done using the
L, DC invariant method described earlier. The method also generates an
estimate of the precision, the covariance of the error and uses interpolation
of the error function to get subpixel accuracy.

5. Results from the tracking and corresponding 3D positions are sent to the
sensor fusion. Results from the computer vision are combined with measure-
ments from the IMU to get a final estimate of the camera pose.

7.3 Evaluation and Results

At the time of writing this thesis no final version of the demonstrator is avail-
able. No measurement of the actual performance the whole system is therefore
available. This section does therefore mainly reflect my personal experiences of
the demonstrator. Other partners in the project might therefore not share my
opinion. There is however interesting to discuss how a good evaluation could be
performed:
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e The only valid measurement of the performance of this kind of system is how
good the final result looks. An quantitative evaluation would rather show
how good the estimated position is.

e Finding the ground truth for the evaluation is hard. How should the camera
pose be measured?

One possibility to evaluate the system might be to add some kind of markers to the
scene. Finding the position in the image of these markers and compare with the
position estimated from the camera pose might give a reasonable error measure
and ground truth. This method would unfortunately not give any information
about the source of the error, only a measurement.

7.3.1 Camera+IMU

The combination of a camera and an IMU was very successful. This is especially
clear when the camera is moving very fast. During these fast movements the
image becomes extremely blurred and it is therefore not possible to see whether
the estimated pose is correct or not. This is however no problem because the
estimated pose is good enough for the computer vision to work as soon as the
camera moves slowly again. This kind of movements would not be possible to
handle at all without the IMU.

7.3.2 Synchronization, Sensor Fusion

Correct synchronization of the different parts of the system has caused many of the
problems which have been solved and also some of the remaining. The source of the
problems with synchronization can be separated in to two parts, synchronization
between threads in the program and synchronization between different sensors
running at different speed. The IMU delivers measurements in a speed on 100
Hz while the camera only runs at 25 Hz. The sensor fusion will therefore get
3 measurements from the IMU, potentially causing some drift and then get one
measurement from the camera which will correct the drift. This will generate
an estimate which looks like an saw-tooth. Problems with the synchronization
between different threads might cause that the order measurements generated
at one timestamp is handled is stochastic, it is impossible to know whether the
measurement from the camera or the IMU is handled first. This might change the
final result and makes debugging hard.

7.3.3 Computer vision

A complete evaluation of the results from the computer vision part can be found in
chapter 4 and 5, this section will therefore contain some comments of the practical
results. The tracking algorithm has two features that are interesting to discuss:

e Rotation/scale variant method, the tracking algorithm will not estimate the
rotation or the scale of the patch.



50 MATRIS Demonstrator

e DC-invariance to improve robustness

There are a number of different possibilities to estimate the scale or rotation
of a feature. Two alternatives are SIFT features [22] and affine KLT [26]. These
two alternatives uses completely different ways to find the scale and rotation.
SIFT uses a feature detector which directly estimates both the scale and the rota-
tion whereas affine KLT iteratively finds the affine transformation which gives the
smallest difference between a patch and an image. Estimating more parameters
than necessary does however increase the risk that something goes wrong and we
should therefore estimate as few parameters as possible. In this application both
a 3D-model and an estimate of the current pose are available, there is no need to
estimate scale or rotation in the tracking.

The suggested method uses DC-normalization to improve the robustness. As
with the scale and rotation there is no reason to estimate more parameters than
necessary. In this application the patches might be created with one illumination
and the system runs under different illumination. To be able to handle these
changes, DC-normalization is needed. Even if the illumination would be constant,
there is a need for normalization to handle shadows. In this case the cost might
however be higher than the benefits with normalization.
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Summary

In this thesis we have discussed two methods important for a real-time camera pose
estimation system. A real time computer vision system is an interesting trade
off between slow, fancy, theoretically well motivated methods and fast, simple
methods.

Programming using SIMD instructions is introduced in chapter 2. SIMD in-
structions operates on vectors of data and makes it possible to significantly increase
the number of operations which can be executed within a given time.

So called block matching using the L; norm has been thoroughly investigated.
In these investigation the ratio of outliers has been compared for different methods
and how much the average error is decreased by using subpixel interpolation.
A method for covariance estimation was proposed and evaluated. Covariance
estimation is necessary for the sensor fusion where different measurements are
combined in an optimal way.

An implementation of the L block matching algorithm is described. The
implementation showed that this error norm is possible to implement an in efficient
way using SSE and MMX.

Finally the result from the MATRIS was explained with an explanation of
which parts that worked well and which parts that were problematic.

8.1 Future Work

Focus of this thesis is low level computer vision specially on tracking and also
efficient implementations of these algorithms. The basic building blocks needed to
build this kind of system are described.

The implementation of these methods was successful and can be used in other
projects. I believe that these low level methods are much better analyzed than high
level structures. Best result for future projects would therefore be to spend more
time on designing good structures and finding efficient ways to combine the results.
Further removing outliers with these low level methods is a hard problem, it is
probably more efficient to design a structure which combines several measurement
to remove outliers.
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