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Abstract 

The goal of this thesis was to implement a DVB-T receiver on Coresonic’s DSP-processor and 
attempt to evaluate how to design a receiver that is robust against very strong echoes with a long 
delay. Long delayed echoes is very common in Single Frequency Networks (SFN) which is why focus 
was put on finding algorithms that work well in SFN. 

The thesis involved analyzing different algorithms involved in making a DVB-T receiver where the 
focus was to find a good channel estimation algorithm. The thesis also included programming the 
DSP-processor and making some smaller modifications to their hardware solution to integrate their 
error correction hardware.  

After finding relevant articles with promising algorithms a small transmitter, channel and receiver 
was modeled in Matlab in order to try the different algorithms. After testing the different algorithms 
some of the simpler ones were first implemented to quickly get a working receiver. The 
implementation was however time consuming and all of the most appropriate algorithms to better 
avert the effects of long and strong echoes where not implemented. This means some algorithms 
where only analyzed and discussed. 

The receiver performance is tested and simulated in Coresonic’s DSP simulator. The receiver 
does not fully meet the requirements set by NorDig when it comes to handling long delay spread 
echoes with a magnitude of 0db when tested in the DSP processor simulator. The receiver is however 
able to handle the Ricean channel at a SNR of 19 Db and Rayleigh channel at an SNR of 24 Db. 

 This report is the result of the final thesis of a Master of Science in Computer Engineering at 
Linköpings Tekniska Högskola. The thesis was performed at Coresonic AB in Mjärdevi Linköping. 
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1 Introduction 

Today more and more technology which uses wireless communication is available, laptops(WIFI), 
mobile phones (GSM,WCDMA,LTE), radio(DAB) and TV(DVB, ATSC, ISDB, DTMB) etc. The available 
electromagnetic spectrum to use is limited which is why it was very important that it is used as 
efficient as possible.  The old Analog Television transmission system transmitted data in a Multi 
Frequency Network (MFN). This means that each transmitter transmits data at its own private carrier 
frequency. The DVB standard supports something called Single Frequency Network (SFN). This means 
that all the transmitters within a network transmit data at the same carrier frequency and thereby 
uses less of the spectrum as a group compared to using the conventional MFN.  Using SFN provides 
much better spectrum efficiency and can get a much larger coverage than a MFN with the same 
amount of transmitters. SFN however puts more requirements on the receiver due to the long delay 
spread echoes which are very common in SFN. Long delay spread echoes arises from the fact that a 
receiver will receive the transmitted signal from two or more transmitters simultaneously often at 
different arrival times. If these received signals arrive with a large time difference they are said to 
have a long delay spread, these long delay spread echoes causes a lot of interference on the overall 
received signal. In this report the effects of high powered long delayed spread echoes in SFN is 
discussed together with some algorithms the receiver could implement to be able to counteract the 
difficulties within a SFN. 

 

1.1 Background 

Coresonic is a spin off from research performed at Linköpings University. The company was 
formed in 2004 and started developing DSP processors. Their processor architecture design was 
focused on making a small and low powered DSP processor optimized for baseband processing with a 
very high degree of parallelism. In order to get venture capitalists Coresonic created a simple DVB-H 
receiver which was used to show the potential of their Single Instruction Multiple Task (SIMT) DSP 
processor architecture. As time passed the receiver was outdated and was no longer compatible with 
their current architecture. Before implementing their DVB-H receiver on the processor they had 
programmed a C++ model for a transmitter, receiver and a channel simulator. Parts of these models 
were used as reference when implementing the DVB-T receiver for the processor. 

 

1.2 Purpose 

The purpose of this thesis other than being a part of the examination for a Master of Engineering 
degree is to implement a DVB-T receiver for one of the DSP-processors created by Coresonic AB. The 
thesis also includes analyzing and discussing different algorithms to mitigate the effect of strong and 
long echoes which are prominent in SFN. 
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1.3 Method and sources 

A simple transmitter, channel and receiver were first implemented in Matlab in order to test 
some of the potential algorithms found on IEEE Xplore. Then a version of the receiver was 
implemented on the DSP processor together with simple algorithms which then were to be replaced 
with more advanced algorithms. This was however quite time consuming and only some of the more 
suitable algorithms were implemented. 
 

The main source of articles used was found on IEEE Xplore and the following keywords were used 
when searching for articles to solve the problems with the strong and long delayed echoes. Different 
combinations of the words were used. 
 

 DVB 
 OFDM 
 SFN 
 Long delay spread 
 Long echo 
 0db echo 
 Channel estimation 
 
A full list of references can be found in chapter 10. The references found in the report are 

identified like this “[5]”, which means that the text refers to the article number 5 in the reference list 
found in chapter 10. 

 
5. Poggioni, M.; Rugini, L.; Banelli, P. (2009) 

Multistage Decoding-Aided Channel Estimation And Equalization for DVB-H in single-
frequency networks 

 
The reference list has the following format: 

 
ID Publishers (Year of publication) 

Title 
Web address 
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1.4 Abbreviations 

A list of the abbreviations used in the report sorted in alphabetical order. 
 

Abbreviation Meaning 

BER Bit Error Rate 

BPSK Binary Phase Shift Key 

CALU Complex Arithmetic and Logic Unit 

CDS Coresonic Development System 

CDM Complex Data Memory 

CFO Carrier Frequency Offset 

CIR Channel Impulse Response 

CNR Carrier to Noise Ratio 

CMAC Complex Multiply and Accumulate 

CORDIC Coordinate Rotational Digital Computer 

DFE Digital Front End 

DPSK Differential Phase Shift Key 

DSP Digital Signal Processing 

DVB Digital Video Broadcast 

DVB-H Digital Video Broadcast Handheld 

DVB-T Digital Video Broadcast Terrestrial 

FEC Forward Error Correction 

FIR Finite Impulse Response 

FPGA Field Programmable Gate Array 

ICI Inter Carrier Interference 

IDE Integrated Development Environment 

IDM Integer Data Memory 

ISI Inter Symbol Interference 

MACIF Medium Access control interface 

MEMIF Memory Interface 

MFN Multi Frequency Network 

NCO Numerically Controlled Oscillator 

OFDM Orthogonal Frequency Domain Multiplexing 

PRBS Pseudo Random Binary Sequence 

QAM Quadrature Amplitude Modulation 

QPSK Quadrature Phase Shift Key 

SFN Single Frequency Network 

SIMT Single Instruction Multiple Task 

SNR Signal to Noise Ratio 
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1.5 Limitations 

The report will discuss how to implement a receiver for DVB-T according to the standard [17] 
including the different variations of the transmission. However the solution that is implemented on 
the receiver refers to the transmission parameters that is currently being used in the city of Linköping 
[18], see Figure 1. 

 

 
Figure 1: Transmission parameters used in the city of Linköping, U12. 

 
The report will only cover the parts of the receiver placed after the analog part, it will reference 

to some parts of the Digital Front End (DFE) but the main focus will be the area in between the DFE 
and the error correction at the end of the receiver’s data flow since these are the parts that required 
no hardware implementation. The main focus of the study on strong echoes with a long delay spread 
was to find a good channel estimation algorithm. 

1.6 Structure 

The report is divided into seven main parts. The first parts consist of how the DVB-T transmission 
is done, what the typical transmitter consist of and which parameters that are used. 

When the idea of the transmitter structure has been explained a more detailed explanation with 
what SFN is and what difficulties it poses for the receiver is presented. 

The third chapter consists of a short overview of Coresonic’s DSP SIMT architecture in order to fill 
in the gaps needed to understand the DVB-T receiver design. 

The fourth chapter covers the main part of the thesis, which algorithms where used and how 
they were implemented on the receiver. 

In order to verify that the receiver actually works and can receive a DVB-T transmission the sixth 
chapter explains some of the modifications that need to be done to the hardware in order to test it 
on the FPGA. 

The simulation results from the DSP processor simulator is analyzed in chapter 7. 
And finally the last chapter consists of a summary of what that has been implemented and been 

achieved. 
And lastly some possible future modifications are presented, both for the receiver and the 

architecture design. 
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2 DVB-T transmission standard 

This chapter will cover the basic layout of a general DVB-T transmitter and the different parts it 
consists of together with the different parameters that are used in DVB-T transmission. This chapter 
will therefore consist of a rough overview of the standard used for DVB-T transmission, for a more 
deep and theoretical understating refer to the standard documentation [17] provided by ETSI. 

2.1 Transmitter overview 

The DVB-T transmitter uses Orthogonal Frequency Division Multiplexing (OFDM) because of its 
high spectral efficiency and inherent robustness against channel fading and inter-symbol interference 
(ISI). The guard interval in OFDM provides protecting against ISI. The larger the guard interval is the 
longer the interval between the first and the last echo the receiver can handle without the need for 
sophisticated ISI cancellation algorithms. The protection that the guard interval provides also enables 
the possibility of the transmission to be done in a SFN. SFN will be discussed in more detail in the 
next chapter. 

 
Figure 2: Example of echo, the path P1 is shorter than P2. The signal from P1 arrives before P2 and P2 will have 

suffered some attenuation when reflecting on the mountain. 

 
When the analog transmission was still active you were able to see some echoes visually on your 

TV when using an analog receiver. This phenomenon is called ghosting and the video on the TV 
appeared to be duplicated. In DVB-T these echoes instead contribute to the overall signal power. 

The standard specifies different guard interval lengths to protect the symbol from these echoes, 
1/32, 1/16, 1/8 and 1/4 of the OFDM symbol size. The guard interval for a transmitter is determined 
by the distance that transmitter is supposed to cover. The longer the distance the transmitter needs 
to cover the longer the potential delay spread is and the longer the delay spread the longer the guard 
interval needs to be.  

The DVB-T transmitter looks like a normal OFDM based transmitter, to protect the data when 
transmitted some redundant information is added in the error protection part of the transmitter 
which consists of 2 interleavers and 2 coders. After the error protection has been added the data is 
mapped to an in-phase component and a quadrature component.  After the mapping, 68 OFDM 
symbols are grouped together to create an OFDM frame and the guard interval is prepended on each 
symbol before being transmitted. The data flow of the receiver can be seen in Figure 3. 
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Figure 3: Illustration of the data flow in a DVB-T transmitter 

 
The data that the transmitter processes is a MPEG stream which could contain video, audio or 

some other form of data. The standard has support for transmitting two streams in parallel and that 
is why Figure 3 has two separate error protection paths. This method is called hierarchical 
transmission. When hierarchical transmission is used one of the streams is referred to as high priority 
(HP) and the other as low priority (LP). The difference is that the HP stream is transmitted at a lower 
bit rate and a more robust modulation compared to the LP stream which is transmitted at a high bit 
rate and a more volatile modulation. For example a high definition (HD) movie could be transmitted 
on the LP stream which has a higher bit rate whilst a standard definition (SD) version of the same 
movie is transmitted on the HP stream. If the receiver is unable to receive the HD stream it could 
switch to the SD stream which was coded with the more robust modulation and would thereby be 
able to show the video properly. 
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2.2 OFDM parameters 

The DVB-T standard supports different sets of OFDM parameters to support different situations. 
These parameters are for example OFDM symbol size, guard interval size etc. Here the different 
parameters used in the transmission will be presented. 

2.2.1 Subcarriers 

The DVB standard supports three different OFDM symbol sizes, 8K/4K/2K mode whereas the 4K 
mode is specifically designed for handheld devices, DVB-H. There are 3 different types of subcarriers, 
the data carriers which contain usable data, the TPS carriers which contain transmission specific 
information and lastly the pilots which are divided in to two different types, continuous and 
scattered. The pilots are coded using a predetermined PRBS and are used for estimating the channel 
effects. All pilots are transmitted at a boosted power level compared to the other carriers. 

For an OFDM size of 8K only 6817 subcarriers are used for transmitting information, the rest are 
used as guards for neighboring transmission spectrums and to be able to correct for carrier 
frequency offset and Doppler effects. From now an OFDM symbol size of 8K with a guard interval of 
1/8 is assumed throughout the report unless otherwise stated.  
 

Transmission Packet Service carriers (TPS) 
The TPS carriers are spread out at 68 different subcarrier indexes, each TPS subcarrier within an 

OFDM symbol carry the same bit from the TPS bit field. As a result the bit that is transmitted on the 
current symbol is very robust against interferences, the bit field also contain 14 parity bits from a 
shortened BCH (57, 53, t=2) encoding. The whole set of the TPS information is spread out on 68 
OFDM symbols, that is an entire OFDM frame. By assembling these bit values from the whole OFDM 
frame the complete TPS information is acquired. 

 

Bit number Purpose/Content Specifying 

s0 initialization bit for the DPSK 
modulation 

 

s1 - s16 Synchronization word  

s17 - s22 Length indicator Length of TPS bit field (23,31,33) 

s23 - s24 Frame Number within a 
Super Frame 

(1,2,3,4) 

s25 - s26 Constellation (QPSK, 16QAM, 64QAM, reserved) 

s27 
s28 - s29 

Interleaver mode 
Hierarchy information 

(native, in-depth) 
a =(non hierarchal ,1,2,4) 

s30 - s32 
s33 - s35 

Code rates HP 
Code rates LP 

(1/2, 2/3, 3/4, 5/6, 7/8, reserved, reserved, reserved) 
-:- 

s36 - s37 Guard intervall (1/32, 1/16, 1/8, 1/4) 

s38 - s39 Transmission mode (2k, 8k, 4k, reserved) 

s40 - s47 Cell identifier Cell ID 

s48 - s49 DVB-H signaling (Time Slicing, MPE-FEC) 

s50 - s53 Reserved for future use  

s54 –s67 Error protection BCH code 
Figure 4: The TPS bit field information 

 
The TPS information is however not used in this receiver design since the receiver is designed for 

the transmitter used in Linköping where the transmission parameters are known. 
 
Scattered pilots 
There are 688 or 689 scattered pilots in one OFDM symbol, the number depends on which 

scattered pilot phase the current symbol has. There are 4 different scattered pilot phases, the first 
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three contain 688 pilots and the fourth contain 689 carriers. The scattered pilot phase is zero at the 
start of a new OFDM frame and is incremented each OFDM symbol. The scattered pilots are used to 
estimate the effect the channel has had on the transmitted data. The scattered pilots on one OFDM 
symbol are placed 12 subcarriers indexes apart and start with an offset of 3 subcarriers per scattered 
pilot phase index. As a result a given scattered pilot index for a symbol will not be repeated until four 
symbols later. The scattered pilots will at some subcarrier indexes coincide with the continuous 
pilots. The scattered pilots are placed according to the formula below. 

 

                                                                  

 
Where k represents the subcarrier index where k=0 means the first used carrier (excluding the guard 
band) and l represents the current OFDM symbol's index within the current OFDM frame. A visual 
representation of the pilot placement can be seen in Figure 5. 
 

Continuous pilots 
There are 177 continuous pilots placed on specific subcarrier indexes. These pilot indexes do not 

vary from symbol to symbol, and thereby they are available continuously on the given indexes. These 
pilots can be used by the receiver to track timing offset, carrier frequency offset etc. The pilot 
placement within a symbol can be seen in Figure 5. 

 

 
Figure 5: Pilot insertion pattern, filled circles represents boosted pilots and the empty circles represent the other 

carrier types. 

 
Data carriers 
All carriers which are not pilots are considered as data carriers (including the TPS carriers). Other 

than the 68 TPS carriers there are 6048 carriers that carry actual data, their positions vary since the 
scattered pilots are positioned at different carriers depending on the scattered pilot phase. However 
the number of carriers which contain actual data is constant from symbol to symbol.  
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2.2.2 Modulation 

Depending on what type of carrier a given subcarrier is classified as different types of modulation 
is used. Both scattered and continuous pilots are coded in BPSK by coding it with a PRBS. The TPS bits 
are coded in DBPSK modulation and the actual data carriers can be coded using different modulation 
schemes, 64QAM, 16QAM or QPSK, which modulation that is used depends on the required bit rate 
and robustness. While QPSK is the most robust it is also the modulation which has the lowest data 
rate since it only transmits 2 bits per subcarrier compared to 64QAM which has 6 bits per subcarrier. 

 
Figure 6: Modulation scheme for the data subcarriers which carry real data. 

2.2.3 Error protection 

The receiver needs to be able to correct the errors created by the channel, the goal of this error 
protection is to make sure that the receiver will be able correct the data received well enough to be 
called quasi error free (QEF).  QEF means that there will be at most 10-11 bit errors on the MPEG data 
stream at the output from the last stage of the error correction. This is equivalent to approximately 
one visible error per hour [17]. To achieve this there are 4 different stages specified in the standard. 
These stages are constructed of a Reed Solomon encoder using the shortened code (204,188, t = 8), a 
block based symbol interleaver, a convolution encoder and finally block based bit interleaver. The 
requirement for QEF can also be validated by keeping a bit error rate below 2 * 10-4 at the output of 
the Viterbi decoder [19] which is the counterpart of the convolution encoder. To determine if the 
output is QEF the metric from the Viterbi decoder is what is used in this thesis in order to reduce the 
required simulation time.  
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3 Channel 

The channel is the medium which the signal is sent through between the transmitter and the 
receiver. This channel can manifest itself in many different ways, some of the effects that are applied 
to the signal in the channel could be multipath fading, Doppler, AWGN noise etc. In this chapter a 
more detailed view on SFN is presented. 

3.1 Single Frequency Network overview 

By single frequency network we simply mean that all of the transmitters within an area use the 
same carrier frequency to transmit its data. By using the same frequency the overall power of the 
signal is increased since they work in collaboration with each other giving the transmitters as group a 
larger coverage area than using MFN.   

 
Figure 7: Transmitter planing when using SFN(left) and MFN(right) the different colors represents different carrier 

frequencies. 

 
The extra signal power gained by using SFN could also be used to lower the power usage by 
decreasing the transmitter power. By using SFN a more efficient use of the limited spectrum is also 
achieved and it enables the use of small powered repeaters to provide reception in an otherwise 
radio shaded area. An example o f the signal propagation from two transmitters can be seen in the 
figure below. 

 

 
Figure 8:  The figure shows an example of an SFN multipath propagation. The four different paths arrives at the 

receiver with different delays and attenuation. 
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3.2 SFN transmitters 

Not all of the requirements in a SFN are put on the receiver. The transmitter needs to 
synchronize itself with the other transmitters to make sure it starts transmitting an OFDM frame at 
the same time as the other transmitters to make sure the guard interval can be used as good as 
possible in the receiver. The data sent to the transmitters arrives at different times since they are 
placed at different distances from the source. To control this, a Mega frame Initialization Package 
(MIP) is placed into the MPEG stream. This MIP contains timing information the transmitter can use 
to send the data at the right time. The internal clock in the transmitters is synchronized via GPS. 

Another problem is that the carrier frequency of the transmitters needs to be in sync. 

3.3 Problems introduced when using SFN 

The downside of using SFN is the problem with long delay spread echoes that arises. If the 
receiving antenna for example is placed closer to one transmitter than another it will receive a signal 
from both these transmitters and with a large delay spread. If this long delay spread is combined 
with a high powered echo which could happen if for example the closest transmitter is obscured 
giving that path a lower power and thereby a power which is close to the transmitter which is further 
away. This will cause the received signal to have a lot of deep fades. A 0 db echo can have complete 
destructive interference on some subcarriers, and the longer the delay spread is the more subcarriers 
are affected this way. The number of carriers which is eliminated is directly proportional to the 
number of samples delayed the echo is. The figure below shows the channel frequency response 
when a 0db echo was applied. 

 

 
Figure 9: Channel frequency response with a 0 db echo with a delay of 4 samples. 

 
The subcarriers who have suffered from deep fading have a very low energy and therefore suffer 

a very low carrier to noise ratio (CNR). These carriers are consequently very hard to estimate and put 
a lot of strain on the FEC. 

Another problem within SFN is when the receiver is mobile. If the receiver moves it causes the 
Doppler Effect.  The problem is that the transmitted signal from one transmitter will be affected by 
another Doppler shift than the signal from another transmitter. This is most visible when you are 
traveling from one transmitter and heading directly towards another transmitter which is when the 
Doppler shift difference is at the maximum. 
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The long delay spread present in SFN could cause ISI. This occurs when the FFT window in the 

receiver is incorrectly placed due to incorrect symbol synchronization. In a SFN the symbol 
synchronization tracking becomes more critical since the given interval for a correct synchronization 
decreases the longer the echo is. A correct placement of the FFT window can be seen in the figure 
below. 

 
Figure 10: A visual representation of a channel with 3 echoes. The dotted lines in the picture show the interval 

where an ISI free synchronization can be achieved. 
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4 Coresonic’s DSP-Processor 

The receiver will be implemented on one of Coresonic’s DSP-processor architectures specified for 
this purpose. In this chapter an overview of the DSP architecture used in this design will be explained 
in order to be able to understand the implementation parts of the algorithms in the next chapter. 

4.1 Architecture overview 

Coresonic is the result of research performed at Linköping University. This research enabled their 
DSP processor architecture to achieve a high degree of parallelism thanks to its innovative design. 
The idea is by having external vector execution units that have their own connection to the 
memories they can operate on the data independently of what the other execution units and 
accelerators are doing. The controller core, or core, is the brain in the DSP processor. The core is 
used to control the data flow within the processor, it is used to connect memories to accelerators 
and execution units and set them up before commanding them to process the data stored in those 
memories. While data is being processed by an accelerator or execution unit the core is free to 
control another component and tell it to process some other data from another memory. This 
provides a very flexible use of the design and a high degree of parallelism. 

 
Figure 11: Overview of processor architecture 

 

4.2 The network 

Due to the nature of baseband processing most values used in the processor are complex values 
which are why there are two different 16 bit data paths, one for complex values and one for integer 
values. All components are connected to either the complex network or the integer network whereas 
some are connected to both. These networks are collision free cross connected networks and are a 
part of Coresonic’s innovative design making it possible to connect any component to another 
component with a fixed delay and without any buss data collisions. This makes it very easy to 
perform static scheduling and know that the computation is done before the hard deadline. 

There are two types of connection ports to the network, Master ports and Slave ports. A 
component with a master port can initiate communication with another component with a slave port 
whereas the component with a slave port simply waits for a request on that port. 
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4.3 Accelerators and vector execution units 

All the components connected to the network can operate on their own and their operation can 
be controlled by the core through their internal control registers. Theses control registers controls 
any part of the components which normally differs from execution to execution, such as how many 
samples to process or the memory access mode. The memories contain their own dedicated AGU 
and control its own address generation based on the settings specified by the control registers.  

For example the Core is used to setup initial settings for two memories and a CMAC i.e. it sets up 
the start address and memory access mode for the memories and the number of samples to process 
for the CMAC. The Core then connects the CMAC to those memories together trough the network 
and as soon as the Core tells the CMAC to start its execution the CMAC fetches data from the 
memories on its own acting as a master leaving the core free to do something else and perhaps 
initiate another execution unit to operate on data stored in other memories 

 

4.4 External interfaces 

The DSP processor has two interfaces, one goes through the DFE which is an interface to the 
analog environment and the other is the MAC IF which is an interface to another digital environment, 
in this case an ARM-processor. 

 

4.5 Components 

Here the basic functionality of the different accelerators used in the DVB-T receiver processor 
architecture and how they were used in the receiver will be covered. 

 
CORE 

The processor controller core was mainly used to setup the accelerators and the memories. Most of 
the data processing is done by the accelerators leaving only the data flow for the different 
accelerators to be controlled by the CORE.  
 

CMAC 
Vector based complex multiply and accumulate (CMAC), can compute the basic operations of a 
CMAC and operate on 4 complex valued data in parallel and has the ability to calculate the FFT.  

 
CALU 

Vector based complex arithmetic logic unit (CALU), can compute the basic operations of a CALU and 
operate on 4 complex valued data in parallel. 

NCO 
By providing the Numerically Controlled Oscillator (NCO) accelerator an angle it can generate the 
complex value on the unit circle for that angle. This accelerator is used together with the CMAC for 
rotating complex values. 

 
CORDIC 

The Coordinate Rotational Digital Computer (CORDIC) accelerator is used to calculate the angle of a 
Complex value. 

 
DFE 

The Digital Front End (DFE) is the interface to the analog part of the receiver. The DFE handles the 
sampling and is able to compensate for timing and frequency errors based on the different 
measurements performed. A 12 bit AD converter was used. 
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PRBS 
A pseudo random binary sequence (PRBS) generator was used to restore the polarity of the PRBS 
encoded pilots. 
  

CDM 
The Complex Data Memories (CDM) are memories which are used to store complex valued data. The 
CDMs used where of different sizes but they all used 16 bit precision, for both the real and imaginary 
part. 

 
IDM 

The Integer Data Memories (IDM) are memories which are used to store integer values. The receiver 
performs no processing on integer values so the IDMs used are only used for storing information 
about which subcarrier indexes that represent pilots, TPS and data carriers. 

 
MEMIF 

The memory interface (MEMIF) was used to be able to use the data in the IDMs as addressing for the 
CDMs. This provided a simple and efficient way to extract pilots, and data carriers from the received 
symbol. 
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5 DVB-T receiver Implementation 

 
This chapter will discuss the different algorithms used in a basic DVB-T receiver including some of 

the pros and cons with those algorithms. How some of the algorithms where implemented on the 
processor are also discussed in more detail while others will get a basic explanation. A complete set 
of algorithms specifically chosen for long delay spread high powered echoes was not completely 
implemented, some were implemented while the others were merely discussed. This chapter also 
covers the Matlab model that was implemented before programming the DSP processor. The DSP 
receiver uses the C++ model of the DVB-H as reference and for generating input data. 

5.1 Receiver Overview 

The DVB-T receiver is in theory the inverse of the transmitter but will also have to include some 
other vital parts such as timing and carrier frequency estimation and tracking. Firstly, as soon as the 
receiver boots up it needs to identify some of the transmission parameters used by the transmitter in 
order to synchronize itself with DVB-T transmitter base station. These initial estimated parameters 
can later be confirmed by decoding the TPS-carriers. 

When the synchronization has been established the sample clock in the DFE needs to 
synchronize with the transmitters sample clock and carrier frequency. Both the carrier frequency 
offset and the sample timing offset need to be synchronous to avoid ISI and ICI. These two values are 
continuously tracked in the receiver to keep ISI and ICI to a minimum and also act as a defense 
against the Doppler Effect. 

Due to the fact that the data is transmitted wirelessly over an arbitrary channel the data is 
distorted. Different subcarriers are affected differently. The receiver needs to estimate this effect 
with a channel estimation algorithm and suppress it by doing channel compensation. 

And lastly since the receiver is being designed for a 16 bit DSP processor, scaling is a vital part to 
keep in mind in order to keep as high dynamic range as possible. An overview of the signal flow in a 
DVB-T receiver can be seen in Figure 12. 

 

 
Figure 12: Coarse data flow diagram of a DVB-T receiver. 

 

5.2 Design constraints and goals 

The receiver is to be implemented on a 16 bit DSP processor and needs to be able to run on a 
Virtex 6 FPGA board at the maximum clock frequency of 100 MHz. The goal was set to run the 
receiver at 80 MHz to get some room for error. This corresponds to a time constraint of about 10 
cycles per sample. 

The goal with the receiver is to pass the two performance test requirements laid out by NorDig 
[22]. The first test requires QEF performance in a 0db channel with an AWGN SNR of 23.2 and the 
other QEF at an SNR of 18.2 for a channel with only AWGN applied. 
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5.3 Modeling the receiver 

Before deciding which algorithms to implement a simple transmitter, channel and receiver was 
modeled in Matlab and Octave to be able to easily test the different algorithms. This model was 
implemented as any other OFDM system and contained synchronization, channel estimation, 
channel compensation and demapping. Worth noting is that no carrier frequency offset or sample 
timing errors was simulated in the channel model and therefore not compensated in the receiver 
model either. The main reason for implementing the model was to get a better understanding of 
OFDM and to be able to test different algorithms. 

Matlab and Octave was also used during the DSP processor implementation of the receiver. They 
were used to visualize the memory contents of the processor and to verify the functionality of the 
implemented algorithms by comparing the output of the algorithms running on the DSP processor 
with the output of them when running in Matlab. 

5.4 Programming the processor 

When programming the software for the core of Coresonic’s DSP processor their own IDE was 
used, Coresonic Develompent Studio (CDS). It was possible to simulate the processor and be able to 
see all the control registers and memory contents in CDS. Coresonic’s C++ transmitter was used 
together with their C++ channel model to generate and distort data which then was used as input for 
the DFE of the processor and CDS. Therefore CDS could be used to simulate and verify the 
performance of the receiver. 

Most of the code was written in C with the specific control instructions written in inline 
assembler whereas some were written as C macros. Some core intensive computations were 
however completely written in assembler to reduce the computation time. 

5.5 Synchronization 

The first thing a receiver needs to do is to synchronize itself with the DVB-T transmitter base 
station. In order to do that it needs to identify the OFDM symbol length and the Guard Interval 
length. This will not be a part of this receiver since these values are known for the transmitter in 
Linköping. 

The importance of a correct synchronization to avert ISI was stated in the chapter about the SFN 
channel. Three different methods will be discussed, both for initial synchronization and for tracking 
it. [1] is the simplest form and provides a good result in a normal fading channel, but for a channel 
with a 0db echo the result is ambiguous and could possible give an awful result if the wrong peak is 
identified. If the wrong peak is identified there will be a lot of ISI. To counteract this problem a 
modified method was suggested in [2], this method however has the drawback that it does not give a 
result accurate enough when there is a difference in the power between the main path and the echo. 
The method suggested in [3] provides an excellent synchronization and could also provide delay 
spread estimation which could be used to reduce some of the noise. But this method relies on 
averaging several symbols and requires more hardware than [1] and [2] to get the desired results. 

If the delay spread is larger than the guard interval no ISI free synchronization can be achieved, 
instead a post processing algorithm needs to be applied, such as [4]. Where information based on 
the previous symbol is used to remove the ISI from that symbol by using a one tap digital feedback 
loop. 
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5.5.1 Initial algorithm 

As the initial synchronization algorithm [1] was chosen and more focus was put to make the 
tracking algorithm more precise to compensate for the inaccuracy of the initial synchronization. This 
algorithm was simple to implement and by doing two small modifications a satisfying result was 
achieved. The first was to perform the correlations with at step size instead of doing it for every 
possible sample. This reduced the computation time a lot. An illustration of the step sized correlation 
can be seen in Figure 13.

 
Figure 13: The gray lines represent positions where the correlation was performed. 

 
By only doing the correlation at certain positions the algorithm runs much faster and the error 

received since the actual synchronization point could have been in between two sample points is 
handled by the synchronization tracking algorithm. The second change was implementing a threshold 
value to avoid the risk of identifying the wrong peak when there is a strong echo involved. The 
threshold is used to search through the correlation result to find the first index which is larger than 
the threshold value. Since the peak amplitude from the correlation is not normalized the maximum 
value of the peak needs to be identified first. There are however ways to normalize the correlation 
result but that would involve a time consuming division and require more hardware. 

 
Implementation   
The threshold TH was set to be 0.9 of the maximum value from the correlation which 

corresponds to the green circle in Figure 14. To find the first index that was above the threshold no 
vector search instruction was implemented on the processor, there was only an instruction which 
finds the absolute squared maximum value, SQRABSMAX. 

Instead of searching through these values on by one for the first value above the threshold with 
the core a method using two other vector instructions and by using the saturation performed by the 
CMAC. 

First by finding the maximum value M using the instruction SQRABSMAX and then adding the 
offset (1-TH*M) to the correlation result, the CMAC will saturate all the values above TH. By then 
running the SQRABSMAX instruction again the CMAC will find the first value which was saturated 
which is the value that corresponded to  TH*M which is exactly what we were looking for.  An 
illustration of the procedure can be found in Figure 14. 

 

 
Figure 14: A plot of the memory contents after correlation (left) and the result after adding the offset (right), the 

dotted line ouside of the box represents saturated values. 
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This does however require 2 more vector instructions to be issued but performing the search one 
sample at a time using the core is a lot more time consuming. If we simply ignore the constant setup 
time for the two different solutions including the first SQRABSMAX to find the maximum value and 
assume a pipeline delay of one for a branch we can do a rough time consumption calculation. 

 

Instruction nr The Core The Vector solution 
( 4 samples at a time) 

 X =Read  (initial read)  

1 NOP (read delay) VADD (1-TH*M) 

2 CMP X, M SQRABSMAX 

3 BLT 7  

4 NOP (branch delay)  

5 BRA 2  

6 X = Read (used branch delay)  

7 …  

   

 6 instructions N times 2 instructions N times 

 on average N/2 cycles 4 samples in parallel 

Execution time for N samples 6*N/2 2*N/4 = N/2 

 
The vector solution clearly has the upper hand since the core on average requires 6 times more 

time and if it was possible to set the saturation level only one vector instruction needs to be issued. 
For example by first setting the CMAC constant register and use it as the threshold value that 
SQRABSMAX should search for.  

5.5.2 Tracking algorithm 

As the tracking algorithm it was important to select an algorithm with great precision in order to 
fully avoid ISI and correct the inaccurate initial algorithm. [3] Had a great performance but involved a 
division, and when testing it in Matlab it was difficult to identifying the correct synchronization point 
on a noisy channel where there was an echo with low energy present. Therefore a slightly modified 
version of [3] was implemented to try to make the synchronization point more distinct and to 
remove the division involved.  

To increase the performance in the presence of a low powered echo the result of correlation was 
analyzed. When searching for the correct synchronization point you want to find the solution to the 
formula below since that would be the starting point of the symbol. 

 

                       

   

   

                          

 
 s is the synchronization point, N is the OFDM Symbol length, L is the guard interval length, C 

represents the signal value and * represents complex conjugate. 
 
Want we want to do now is emphasize the solution to the formula. First let us consider a 

noiseless channel. Given a complex number, multiplying it with the conjugate of itself will result in a 
positive real value. If we take the two values from the formula above, one inside GI and one at the 
end of the symbol they should be equal provided that they have no ISI.  The result of the correlation 
will end up on the positive real axis. However If they contain ISI the two values differ and the result 
will statistically be put further away from the positive real axis. The same applies if we have a noisy 
channel where the result from the correlation will be scattered close to the positive real axis. 
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However if these two values are different the result could be seen anywhere on the complex 
plane. We want to statistically maximize the result of this correlation if the two numbers are close to 
each other and minimize it otherwise. This can be done by punishing correlations that are placed far 
from the positive real axis and thereby a more accurate estimation is achieved. 

A flow diagram of the solution can be seen in Figure 15, the input is the result from the 
correlation of each sample. 

 
                        

 
The result R will be positive if the correlation was “good” (close to the positive real axis) and 

negative if the correlation was “bad”. α is a design parameter deciding how accurate the correlation 
has to be to be considered as “good”. With a higher α value a higher requirement is put on CFO and 
timing estimation but it provides a more distinct result. In this receiver an α value of 8 was used. 

 

 
Figure 15 Flow diagram showing the algorithm used for punishing "bad" correlations 

 
In the plot below the result of the punishing formula can be seen. The amplitude (z-axis) of the 

graph represents the value of R using the formula where the variable P (the result from the 
correlation) is determined by their respective coordinate in the complex plane. To emphasize the 
values that are considered to be “good”, the negative results values were set to 0. 

 

 
Figure 16 The black circle represent the unity circle and the black edge around the hill represents the crossover from 

"good" to "bad" correlation result. In this example a value of 4 was used for α. 
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The type of correlation used in [3] is called ensemble correlation, the idea is that the results from 
several correlations are averaged to get an accurate result. The average result was kept in a memory 
buffer. To simplify the averaging and avoid having to keep lots of old results an exponential moving 
average was implemented with the parameter f = 0.65. Unfortunately when removing the division 
involved in [3] the result became very noisy so to mitigate this effect a 7 tap FIR filter was placed in 
the update loop.  

 

 
Figure 17: Flow diagram showing the flow of how the tracking buffer is updated, the input is the punished 

correlation and the output is used for peak search. 

 
The buffer represents a normal complex memory in the DSP processor with a size of 400 samples 

and the operations are vector operations performed by the CMAC and CALU.  The filter was originally 
placed outside of the loop to only low pass filter the result before finding the synchronization 
position. However placing the filter inside the loop provided a much better results since the values 
will be filtered over and over again making it possible to use very few taps but getting the effect of 
using a filter with much more taps.  

To test the performance the algorithm was simulated with the channel shown below. With this 
channel a sample interval of about 51 samples is ISI free. 

Amplitude [db] Delay [% of GI] Delay [samples] 

20 0 0 

0 1 102 

0 95 973 
Figure 18 Channel used when testing the synchronization tracking algorithm, an AWGN with a power of 10 db was 

also applied. 

 

 
Figure 19 Result when putting the filter in the loop (left) and when the filter is put outside of the loop (right). The 

channel used in this example is the channel described in Figure 18. 

 
To find the peak in the buffer the instruction SQRABSMAX is used, but as can be seen in Figure 20 

the data in the buffer could have a negative value (red circle) that is larger than the most positive 
value (green circle). Running SQRABSMAX will identify the wrong peak unless the negative values are 
removed first. 
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There was no operation which could remove the negative values singlehandedly.  The removing 
of these values was done in a similar fashion as done when cropping the values above a certain 
threshold, which was done on page 25. By first subtracting 1 from the buffer all the values which 
were negative will be saturated to -1 and then adding 1 will restore the others to their original value 
and the previously negative values will have been set to 0. Now running the SQRABSMAX instruction 
will identify the correct peak. 
 

 
Figure 20 The sync buffer contents before removing negative values (left) and after (right), the gray line represents 

saturated values. 

 
If compared to the original algorithm the changed algorithm does not produce usable delay 

spread information however the execution time is somewhat less since no division was involved. 
Doing this punishing on the original [3] emphasizes the correct synchronization point, however 

the result is noisier since [3] uses the two correlation samples energies to normalize the result. By 
subtracting the imaginary part the energy changes and the normalization fails. 

 
Figure 21: The original algorithm simulated in Matlab with the OFDM size of 2k, the left without punishing and right 

with punishing, a 20 tap lowpass filter was applied to both. 

 
Implementation 
To keep the tracking algorithm from constantly changing the synchronization point a 

synchronization error threshold was implemented, the value used was 12 samples.  If the error is 
larger than this threshold value an offset variable is incremented or decremented towards the 
correct synchronization point. If it is within the threshold value the offset is instead moved towards 
the current synchronization value. If the offset is larger than the threshold the synchronization point 
will be updated. 
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As a result the result from the tracking algorithm can vary back and forth around the last 
synchronization point without needing to change it for the receiver every symbol received. The 
tracking algorithm is not performed over the whole symbol, only on the 400 samples around the 
current synchronization point. To be able to track the synchronization some parts of the guard 
interval is sampled and stored in the memory as well. This is done to be able to perform the 
correlation of the last part of the guard interval and the last part of the useful part of the symbol in 
order to find the correct synchronization point. 

By doing this modification we assume that the carrier frequency and sample timing is tracked 
correctly otherwise the correlation result will not end up close to the positive real axis. 

5.6 Sample timing offset tracking 

Sample offset tracking is used to make sure that the sample clock in the receiver matches the 
one in the transmitter. This is done by extracting the continuous pilots from the last channel 
estimation and multiplying them with the conjugate of the current symbols continuous pilots. 

If the receiver clock and transmitter clock are equal the average angle of the compensated 
continuous pilots in should be zero. If the receiver clock drifts, the sample timing error can be 
calculated according to the formula below. 

 

                    
                               

                        
 

 
The resulting sample timing error estimation is used in the DFE to compensate for the sample 

time error. 

5.7 Carrier frequency offset estimation 

After the initial synchronization has been performed the receiver will have to make sure that the 
carrier frequency of the transmission corresponds to the one used when sampling in the receiver. 
This can be divided into 2 parts, the fractional and the integer frequency offset estimation. 

Fractional CFO refers to that the error is within the distance between two subcarriers while 
integer CFO refers to whole subcarrier offsets.  

To compensate for the estimated frequency error the values are passed to the DFE which uses 
these values to generate a sine wave with the frequency equal to the frequency error. By multiplying 
the received signal with this sine wave the frequency spectrum moves to the desired position and the 
correct frequencies will be sampled. 

 

 
Figure 22: Frequency response before (left) and after (right) the DFE has compensated for the frequency error. 
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5.7.1 Initial algorithm 

The initial fractional frequency error estimation algorithm used was the guard interval based 
algorithm used as comparison in [6], that algorithm was very easy to implement and provided a fair 
result. The fractional CFO was determined by looking at the correlation value where the 
synchronization was performed. The angle from that value was used to calculate the fractional 
frequency offset. 

The CFO was not the main problem in this receiver as can be seen in the validation chapter but if 
a more robust estimate in a SFN is desired the proposed algorithm in [6] could be used which 
provides a much faster response time but requires an estimate of the power delay profile. 

The integer frequency offset was determined by receiving two symbols and then calculating the 
sum of the correlation between the continuous pilots from one symbol with the continuous pilots 
from the other. In total 33 correlations sums are calculated by varying the continuous pilot indexes 
with an offset from -16 to 16. The sum with the highest value is most likely to correspond to the 
correct offset and that the continuous pilot subcarrier indexes were used in that correlation since the 
continuous pilots are transmitted at a boosted power level.  

5.7.2 Tracking algorithm 

The carrier frequency offset estimation is calculated using the pilot tone-aided frequency offset 
tracking algorithm evaluated in [8]. The tracking algorithm was first implemented in C and was very 
core intensive and time consuming. To reduce the processing time the angle calculation loop was 
rewritten completely in assembler and loop unrolled one time which cut the execution time in 
almost half. To compensate for the problem induced when receiving the signal from two transmitters 
that have different carrier frequencies an algorithm is presented in [7] which suggest using a digital 
feedback filter which has promising results and should be investigated further. 

5.8 Scattered pilot phase identification 

Instead of waiting for an entire OFDM frame to be able to decode the TPS and thereby be able to 
find the scattered pilot phase. The scattered pilot phase is instead identified by receiving two OFDM 
symbols separated four symbols apart. This means that they have the same scattered pilot phase. By 
calculating the sum of the correlation of the scattered pilots between the two symbols at the four 
different possible scattered pilots indexes the scattered pilot phase can be identified. The maximum 
correlation sum will represent the scattered pilot phase for those two OFDM symbols since the pilots 
are transmitted at a boosted level. This solution is however sensitive to sample frequency errors 
since this has not yet been taken into account when sampling the signal. Sample frequency tracking 
is handled later in the receiver design. 

5.9 Channel estimation 

The channel estimation is used to mitigate the effects that the wireless channel has on the 
transmitted signal. To perform the channel estimation the OFDM symbol has predetermined pilot 
subcarriers, for channel estimation the scattered pilots are used.  

The channel estimation is performed in two directions, the first being in the frequency direction 
for the given symbol and the other being in the time direction estimating how the channel changes 
over time. There are however algorithms which are applied in both dimensions simultaneously such 
as the 2 dimensional Wiener filter tested in [9] but as it turned out the result of using two 1D wiener 
filters gave almost as good result as using the 2D wiener filter and the 1D filter is much easier to 
implement. 
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5.9.1 Time direction 

Performing no form of time direction interpolation, by only using the most recently received 
scattered pilots, provides protection against a fast changing channel but is vulnerable to a channel 
with a long delay spread. This is due to the long distance between the pilots when performing the 
frequency direction interpolation, since the scattered pilots within a symbol is separated by 12 
carriers it requires an interpolation of 12 times to get the complete channel estimation for all 
subcarriers. To increase the robustness against a channel with a long delay spread the scattered 
pilots from the 4 most recent symbols can be stored and thereby reduce the interpolation count 
needed down to 3 times. 

However the channel could have changed within these 4 last OFDM symbols which is why it 
might be necessary to use algorithms that estimate how the channel changes over time. This can be 
done by some form of interpolation. Either the missing pilots could be extrapolated from the 
previously received symbols or by receiving a few extra symbols before processing the current 
symbol and thereby be able to identify the missing pilots through interpolation, such as linear, spline 
etc. 
 

Implementation 
In this receiver design the channel is assumed to be slow fading, the 4 most recent scattered 

pilots are used and to reduce the noise an averaging of the pilots is performed as suggested in [11], 
an n value of five was used for the averaging. The averaging was performed on the pilots instead of 
on the estimated channel to reduce the execution time. 

Using this algorithm reduced some of the noise on the pilots before performing the frequency 
domain interpolation but in a non static receiver this would make the receiver perform worse in the 
case of a fast changing channel due to the lag induced. To increase the performance in a fast 
changing channel the number of symbols used could be controlled by an estimated SNR. It would 
simply take the average of fewer values at a high SNR. 

The first 4 symbols are not affected by this averaging to get a usable set of scattered pilots as 
soon as possible to be able to perform the frequency direction interpolation. 

5.9.2 Frequency direction 

In the frequency direction the sample points (pilots), are separated by 3 indexes, in order to 
estimate the channels effects on the other carriers some sort of interpolation needs to be done.  

There are a number of different techniques available, in this article [13] some were compared 
were as the wiener filter gave the best performance. 

The proposed algorithm in [14] provides a better result when compared to a mismatched Wiener 
filter but it relies on a lot of sine and cosine calculations. 

[15] Proposes that several filters with a small bandwidth should be used which could reduce the 
noise compared to using one filter. But this method suffers from the same problem as the algorithm 
it is compared with, that it might include some of the fictitious impulses produced within the 
passband from the up sampling. 

The recommended algorithm to implement would be a wiener filter, it is however a rather 
complex algorithm with a large inverse matrix calculations. There are however some articles that 
address the high complexity of the wiener filter for example [16] and others which simplify the 
algorithm by assuming that the noise is uniformly distributed. As previously stated in [9] 
implementing a 2D wiener filter does not provide that much better estimate than using 1D wiener 
filters therefore a 1D wiener filter is recommended since it is easier to implement. 
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However due to time limitations a different solution was used to get the receiver up and running 
more quickly. The implemented algorithm is a combination of 4 stages, up sampling, pre rotation, 
low pass FIR filtering and post rotation. According to [20] a low pass filter will create a respectable 
performance but since it does not take the SNR into account this will most likely not be a good 
candidate for SFN where the deep faded subcarriers have a very low CNR, this was also confirmed 
through Matlab simulations where it gave four times as many errors as allowed by NorDig. This 
algorithm was however implemented to get a working receiver before implementing a more 
advanced algorithm.  

 
Up sampling 
To identify what the channel effect was in between the scattered pilots we need to up sample 

the signal. The figure below shows what the frequency domain of the pilots looks like after the up 
sampling. 

 
Figure 23: The frequency domain of the pilots after upsampling, region 1 represents the desired frequencies, the 

intervall between the dotted lines represents the end of the guardintervall and the maximum channel delay that can be 
detected before aliaising occures. 

 
When upsampling three times the frequency domain will get two unwanted extra copies of the 

spectrum, region two and three. We want to remove these extra regions, this is done by using a 
lowpass FIR filter. 
 

Pre and Post rotation 
The filter used needs to filter out region 2 and 3 leaving only region 1, but using a normal low 

pass filter would also include most of region 3 in the pass band. To filter out all of the other parts the 
proposal from [10] is used. By first rotating the pilots the spectrum will be shifted to the left which 
means that the part we want to keep is within the pass band of the low pass filter. 

 
Figure 24: The spectrum after rotation has been performed. 

FIR filter design 
As seen in Figure 24 the part we want to keep is region 1 and we want the pass band to keep an 

even amplitude and have a linear phase therefore a low pass FIR filter is used. We want region 1 to 
be completely within the pass band and leave region 2 and 3 in the stop band. The areas in between 
the regions will not contain any signal information, provided that the channel delay spread is shorter 
than the guard interval, so the transmission bands need to be constrained to these areas. We want 
the transmission band to be in the area in between region 1 and 2 and in the area in between region 
3 and 1. 



34 
 

 
Figure 25: The spectrum after filtering, the blue line represents the ideal filter transfer function. 

 
The FIR-filter was designed using the filter design tool found at [21]. The values used in the filter 

design were estimated and then tweaked to fit the desired requirements, the values used in the 
design and the resulting coefficients for the filter can be found in the appendix. After filtering, the 
result is rotated back again and the desired result is achieved which can be seen in Figure 26. 

 

 
Figure 26: The spectrum of the final result of the channel estimation 

 
Edge repetition 
A problem that occurs when filtering near the edges of the subcarriers is that there are no pilot 

samples outside of the edges. This causes an edge effect called Gibbs phenomenon as can be seen in 
the figure below. 

 

 
Figure 27: Illustration of the absolute value of the channel estimate for the left most subcarriers after the channel 

estimation. No channel was applied so the line should be completely straight since no distortion has been applied to the 
transmitted data. 

 
The filter will cause a ripple effect on the subcarriers on the edges. This effect can be reduced 

according to [12], in that article several different methods are tested. To reduce the ripple effect in 
the receiver the pilots at the edges are repeated outside of the spectrum creating virtual pilots which 
effectively reduces the edge effect when filtering.  
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Implementation 
Since 2/3 of the values after up sampling have been performed are zeros. Only 1/3 of the FIR-

filter coefficients will be used for a given output since the other coefficients will be multiplied by a 
value which is equal to zero.  The same goes for the first rotation, therefore the rotation is only done 
on the samples with a value not equal to zero (only on the pilot samples). The table below shows 
which inputs and which coefficients are used for a specific output from the FIR filter. 

 

 C0 C1 C2 C3 C4 C5 C6 … C44 C45 C46 C47=0 

Y100 X100   X97   X94 …  X54   

Y101  X100   X97   …   X54  

Y102   X100   X97  … X57   X54 

Y103 X103   X100   X97 …  X57   

Y104  X103   X100   …   X57  

Y105   X103   X100  … X60   X57 
Figure 28: The table show which coefficients C that should be multiplied with which input sample X to create the 

output Y, the empty boxes are the zeros inserted when up sampling, they are left out to make it easier to read. 

 
As can be seen since 2/3 of the samples are zeros the filter could be seen as three different filters 

since there will be three different sets of coefficients that are used to calculate the different outputs. 
The input values and coefficients used for the first filter can be seen in the table below. 

 

 C0 C3 C6 … … … … … … … C42 C45 

Y100 X100 X97 X94 … … … … … … … X57 X54 

Y103 X103 X100 X97 … … … … … … … X60 X57 

Y106 X106 X103 X100 … … … … … … … X63 X60 

Y109 X109 X106 X103 … … … … … … … X66 X63 

Y112 X112 X109 X106 … … … … … … … X69 X66 

Y115 X115 X112 X109 … … … … … … … X72 X69 
Figure 29: The table shows which input samples X combined with which filter coefficients C that are combined to 

create the respective output value Y, the table above shows the values used for the first filter. 

 
By ignoring the sample values that are zero the filtering time is reduced to 1/3 of the original and 

since there is no point in actually inserting zeros in between the samples this is just taken in to 
consideration when selecting which samples to use when doing the filtering and not actually done on 
the processor. The rotation after the filtering which move the spectrum back again of course have 
done be applied to all samples. 

The filter uses 47 coefficients this is because of that firstly an odd number of coefficients were 
needed to get an integer valued delay from the filter, in reality 48 coefficients are used but the last 
coefficient is set to zero. Secondly it was because of the ability to divide the filtering into 3 separate 
parts and that the CMAC was able to process 4 values at a time. Therefore the number of coefficients 
(including the last coefficient set to zero) needed to be evenly divisible by 12 to use the potential of 
the CMAC fully.  36 coefficients did not fully live up to the requirements. And since going from 36 
coefficients to 37 resulted in as much more computational effort as going up to 48 since the CMAC 
needed to run for an extra iteration anyway, 47 coefficients was used. 

The three new filters use 1/3 of the original filters coefficients giving them 16 coefficients each, 
where as the last filter only has 15 useful coefficients since the last coefficient is equal to zero. 
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5.10 Channel compensation and demapping 

As previously discussed in the chapter about SFN, having a 0db echo will produce constructive 
and destructive interference. As a result several subcarriers will  an energy that is near zero which 
means that the energy will probably be less than the energy of the average SNR, if not they will at 
least have a very low dynamic range. The longer the delay spread is, the more subcarriers will be 
affected this way causing several constellation points to be very hard to identify where they were 
supposed to be. 

The demappers normally used can be divide into two groups, hard and soft decision demappers. 
Using a soft decision demapper could provide a much better value for the Viterbi decoder than what 
a normal hard decision demapper could do. A hard decision demapper demaps a constellation point 
to a zero or a one based on which side of the boarder it is. A soft decision demapper uses the 
distance between the two decision borders for a given bit to determine the probability of the bit 
being a zero or a one, this probability value is called a soft bit.  These soft bits are later used in the 
FEC by the Viterbi decoder. 

In this case a soft demapper will only provide so much, the real problem here is a lot of the 
subcarriers have a very low energy and therefore a very low reliability since they are very susceptible 
to noise. A soft decision demapper which also takes the subcarriers energy into account will produce 
an even better result. The demapper uses the channel energy as a variable when determining the 
soft bit and would report to the Viterbi decoder that the specific bit is not that accurate as it would 
have been had it had a higher energy level.  

A simple form of channel compensation is Zero Forcing (ZF). The formula below shows how to do 
Zero Forcing. 

                 
      

                
 

   

   
 

 
To compensate for the channel using ZF you would have to have a hardware that supports 

division, division is costly to implement and time consuming to run. From this formula you can 
however derive a solution which does not require any division support.  By first multiplying the 
received symbol samples with conjugate of the channel estimation it will align the constellation 
points to the right angle. As can be seen in the figure below the constellation points are aligned to 
the right angle but appear to radiate from the center of the constellation diagram. 
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Figure 30: The result when multiplying the symbol with the conjugate of the channel estimation, the angle for all of 

the constellation points are aligned but nothing has been done to the power yet. 

 
Secondly, in order to avoid having to calculate the division the decision borders are multiplied 

with the channel energy instead of dividing the received symbol with it. 
 

            

     
     

              
                                    

 
To demap the angle aligned constellation points the demapper only needs the energy of the 

channel estimation points to use as reference and to be able to scale the decision borders 
accordingly. The decision boundaries B within the demapper would scale together with the reference 
energy data and thereby eliminating the need for division.  

Coresonic’s demapper is a soft bit demapper and uses a soft bit precision of 5 bits, meaning the 
soft bit can take the values [-16, 15] where -16 represents a high probability that the bit was a 0 and 
15 represents a high probability that the bit was a 1. Coresonic’s solution also uses the channels 
energy directly (not only to remove the division) to determine if the given constellation point is 
accurate enough. If the channel energy for a specific bit is very low it will lower the soft bit value for 
that constellation point towards zero and since a bit equal to zero has the same probability of 
representing a 0 or a 1 the bad effect from ZF estimation is effectively removed. The inaccurate bit is 
instead determined by the error correction. 
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5.11 Extracting data subcarriers 

When extracting the data and the channel energy for the demapper the memory interface 
component is used to address the CDM with the contents of an IDM where the data carrier addresses 
are stored. We want to be able to extract both the data and the energy in parallel by using the same 
IDM memory. The CALU is used to extract the data subcarriers and the CMAC is used to extract their 
respective channel energy. Since these two instructions cannot be issued at the same time the CMAC 
is started first and the cycle after the CALU starts its extraction. However the IDM has already 
increased its memory pointer once before the CALU starts which means that the CALU missed the 
data from the first CDM address. To compensate for this the CORE extracts the first sample that was 
missed by the CALU when the vector instructions issued on the CALU and CMAC is done. 

5.12 Error correction 

The error correction provided by Coresonic was implemented completely in hardware. To be able 
to use the FEC in the simulator an adapter had to be written and placed in between the integer 
network and the FEC to get them to interact properly. The FEC was taken from the C++ receiver 
model and the Viterbi block within the FEC chain is used to estimate the bit error rate. 

5.13 Scaling 

Since the receiver is implemented on a 16 bit fixed point processor it is very important to try in 
keeping as high dynamic range as possible. This is accomplished by having variable scaling at three 
places. The variable scaling is also important to be able to avoid overflow. The first is placed before 
the FFT since the FFT performs a lot of multiplications and accumulations. The second is placed after 
the FFT to make sure we have as high dynamic range as possible for the next operations. And lastly 
there is one after the channel estimation since it also performs several multiplications and 
accumulations and we want to have a high dynamic range for the data and the reference values for 
the demapper. 

It was also very important to keep the scaling in mind when using old values from an earlier 
symbol. Therefore the latest scaling changes are tracked in order to compensate the stored values 
with this change, for example the stored pilots or the last channel estimate which is used for CFO 
tracking. 

5.13.1 Scaling and Overflow controller 

The scaling powers for the different scaling positions are determined by their own dedicated 
controller, each main part of the receiver has its own overflow variable which is set if that operation 
caused an overflow. The overflow control is put directly after all of the processing has been done for 
that particular symbol. Changing the scaling values immediately could cause unwanted noise if not 
handled properly therefore it was easier and more efficient to put the scaling control at the end of 
the symbol processing. 

Each controller keeps count of how many overflows that has occurred within the area designated 
for that specific controller. If there has not been any overflow for some time the scaling power is 
increased. If there are more scaling to be done after this the closest scaling power after the current is 
decreased to avoid causing an overflow there and thereby keeping an overall even scaling level. 

If there on the other hand has been an overflow the scaling values are not decreased 
immediately, they are only reduced if there have been a certain number of overflows within a given 
time. This is to avoid having sudden peaks lowering the scaling factor unnecessarily and as a result 
lower the dynamic range since most of the signal has a lower power. When lowering the scaling 
power the scaling power for the position after is increased to avoid lowering the overall scaling level. 

If there has been an overflow the other scaling controllers will not be allowed to change their 
tracked data since they would have acted on bad data. 

The scaling values can vary between 0 and 4 and all the initial scaling values are all set to 1. 
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5.13.2 Updating old estimates 

When using values and estimations based on previous symbols it is very important to make sure 
their values match the new symbol. For example, the old pilots used for the channel estimation 
needs to be scaled to the same energy level as the new symbol if the scaling controller has changed 
the scaling values. The stored pilots also need to be rotated if the synchronization tracker has 
changed the synchronization point. Both of them are very important since the channel estimation is 
based on an average pilot value based on several old symbols, if these compensations are ignored 
there will be a lot of self induce noise. 

When inevitably parallelizing the receivers data flow some of the compensations based on the 
estimations done needs to be delayed one extra symbols due to the fact that they are not ready in 
time for that symbol. For example the CFO is estimated while the next symbol is in the middle of 
being sampled. As a result the compensation for the CFO is delayed by one symbol. How the receiver 
is parallelized is discussed in the next chapter. 

5.14 Resource Allocation 

As stated earlier the receiver will be implemented on a 16 bit DSP processor running at 80-100 
MHz. This gives the requirement that we have about 10 cycles per sample. The time consumption for 
the different parts of the receiver has been visualized in Figure 31. The time is proportional to the 
time available for processing one symbol before the next arrives. 

  
 

In Figure 31 it is clear that the processing of one symbol can not be done in time if processed 
sequentially. In fact parrallellising the processing is very simpel. The DFE can handle the sampling of 
the symbol, the core can process the data using the different execution units and accelerators and 
the demapper component demaps and sends the softbits directly to the FEC block. A revised and 
colorcoded diagram of the result can be seen in Figure 32.  

Figure 31: Time diagram showing available processing time and time consumed per main processing block 

Figure 32: Time diagram showing the processing flow for symbol n. 
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By parallelising the receiver it does however require more memories, the DFE needs one 
dedicated memory to store its samples in (CDM1).The demapper needs two dedicated memories, 
one containing the constellation points to be demapped(CDM8) and one containing their respektive 
reference energy(CDM7). 

Parallellising or not the core needs  six memories. One memory to store the current symbol being 
processed (CDM0). One memory for storing the synchrouniation tracking buffer and the old pilots 
(CDM3).  One memory is used for storing the FFT coefficients, the channel estimation FIR filter 
coefficients and the synchrounization tracker FIR filter coefficients (CDM4), this memory could be set 
as a read only memory. One memory is used for storing the previous channel estimation(CDM6) used 
by the timining and frequency offset tracker. Lastly (CDM2) and (CDM5) are used as temporary 
storage between different operations.  The reciever also uses three integer memories, these 
memories contain addreses for extracting subcarriers which carry pilots, TPS and data. A complete 
diagram of the resource usage can be seen in Figure 33. 

 
1. Synchronization tracking 
2. Pre FFT Scale and move (from DFE sampling memory) 
3. FFT 
4. Post FFT scale and shift (shifts the data so the DC subcarrier is in the center) 
5. Timiing and frequency offset tracking 
6. Rotate and scale old pilots (So they will match the new symbol’s pilots) 
7. Extract scattered pilots 
8. Pre FIR filter rotation 
9. FIR filter 
10. Post FIR filter rotation and move channel estimation to storage (for CFO estimation) 
11. Data scaling 
12. Channel compensation 
13. Extract data carriers and the respective channel energy for those carriers 
 

Figure 33: View from CDS showing resource allocation, Green means that it is reading from the network, red means that it is writing to the 
network and blue means that it is processing data. 
Note: The timing for the FEC accelerator is not correct since it was only implemented to get an estimate of the BER. 
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Other than the memories the reciever uses one CMAC and one CALU. A NCO component for 
generating complex values used for rotation, Cordic for calculating the angle of a complex number 
and a memory interface component used for addresing a complex data memory with an external 
address which comes from the contents of an integer data memory.  It also contains the DFE, the 
demapper and the FEC chain. 

 
 CDM0 CDM1 CDM2 CDM3 CDM4 CDM5 CDM6 CDM7 CDM8 IDM0 IDM1 IDM2 

Memory 
Size 

8192 8192 + 
400 

8192 6048 + 
400*2 

8192 + 
48 + 8 

6048 + 
42*2 

6048 6048 6048 245 6048 
*2 

6048 
*2 

Figure 34: The memory size requirements for the different memories. 

 
In the figure below the different states of the reciever can be seen, The delay from starting the 

reciever until the first symbol is decoded is 18 OFDM symbols which corresponds to about 16 ms. 
And the latency of 3 symbols given from the parallelization corresponds to about 3 ms. 

 

 
Figure 35: Time diagram showing the state of the receiver. 

 
The green boxes represents that the DFE is active and is receiving samples, the blue represents that 
data is being processed and the yellow represents that the demapper and FEC is processing data. The 
synchronization is done during symbol 4 and the synchronization tracker starts at symbol 13. After 17 
symbols the timing and frequency estimation available and after 18 symbols the first output is 
produced. 
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6 FPGA implementation 

This chapter will contain the different modifications that need to be made in order to test the 
receiver on the FPGA. Coresonic had just bought a new Virtex 6 FPGA board and designed a new 
ARM to interface to the FPGA and their processor and an A/D converter chip, these chips were not 
up and running and had not yet been fully tested. Some of the components in the simulator did not 
work as how the documentation explained that the hardware version did. 

6.1 FEC block interface 

The RTL FEC block provided by Coresonic was an old version for an earlier version of the DSP 
architecture. It had the demapper integrated into the FEC block and was not a separate accelerator 
as in the current DSP architecture. To make the FEC block work with the new architecture the 
demapper in the FEC block was removed and an interface between the integer network and the 
inner deinterleaver was created. An illustration of the hardware design can be seen in Figure 36. 

 

 
Figure 36: Illustration of the interface created between the integer network and the inner deinterleaver 

 
The demapper previously used in the FEC block produced 6 soft bits at a time and sent the result 

to the inner deinterleaver whereas the new demapper only produced one soft bit every other clock 
cycle. To make it work for the new external version of the demapper a shift register was 
implemented to work as a buffer. As soon as 6 soft bits have been received and put in the shift 
register the ii_data_available signal was set and the inner deinterleaver would be able to sample the 
data.  
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7 Verification 

To be able to test and check the performance of the receiver in CDS a FEC block needed to be 
implemented. The FEC block did not exist in the simulator but only in hardware. To simulate the 
receiver and be able to get the BER rate information a wrapper had to be written, the wrapper 
mimicked the interface to the network and sent the data from the network to the FEC part of the 
receiver’s C++ model. This way the demapped data could be sent through the network to the FEC and 
the BER could be extracted from the Viterbi decoder. The final receiver was however not tested on 
the FPGA due to time limitations. 

7.1 Simulation models 

There are a number of channel models already specified that are used to test whether a receiver 
has an acceptable performance. The Ricean fading channel can be used to test the receiver when you 
have a line of sight to the transmitter. The Rayleigh fading channel is more applicable when there is 
something obscuring the direct line of sight, such as buildings or trees.  

Those two channels were used in the simulation, the specification for the channels are specified 
in the appendix of the DVB-T standard [17]. 

Two more channels were used, one with a 0db echo delayed by 95% of the guard interval as 
specified in NorDig Unified Specification [22] and the other was a channel with a single impulse with 
only AWGN noise applied which will be used as a reference. 

7.2 Simulation Results 

The receiver was tested in the Coresonic’s DSP processor simulator with four different channels. 
The input data to the simulator was created using their C++ transmitter. The data was then 
processed in a channel simulator which applied the different channels and applied AWGN. Before the 
data was sampled in the receiver some of spikes in the input samples where saturated, about 0.6 %. 
The transmission parameters used can be seen in Figure 37. 

 

OFDM symbol size 8192 

Guard interval 1024 

Puncture rate 2/3 

Modulation 64-QAM 
Figure 37: Transmission parameters used when simulating. 

 
The BER measurement presented in the Figure 38 was calculated on a run of 20 symbols. This 

corresponds to 120960 bits. When the BER was above      the Reed Solomon decoder was unable 
to correct the errors and therefore it was unable to calculate the BER. The lower bound of the graph 
is limited by the number of symbols used for the calculation. The measurement points where the 
Reed Solomon decoder did not find any bit errors in the 20 symbols is left out from the graph. 
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Figure 38: The result of testing the receiver in the DPS-processor simulator. 

 
As stated earlier to receive a good enough result in a SFN a simple FIR-filter is not enough instead 

one of the algorithms presented should be used, preferably the wiener filter. When looking at the 
simulation result presented in Figure 38 the noise on the channel is clearly not the problem, the BER 
has a plateau on about        which indicates there is something else that is preventing a better 
performance. In the AWGN channel the receiver barely passes the NorDig specification test. 

As a test the number of soft bits used when demapping a symbol was changed from 5 bits to 8 
bits. The result can be seen in Figure 39. 

 

 
Figure 39: A comparison of the BER when using 5 and 8 soft bits when demapping the symbol. 

 
When the SNR is above 22 Db the BER has decreased with a magnitude of one and a QEF output 

can be achieved for a 0db echo. The result is closer to the requirement set by NorDig but is still in 
need of the Wiener Filter. Why the BER decreased when changing from 5 to 8 should be investigate 
further. 
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8 Conclusion 

To summarize, the result of the thesis is DVB-T receiver which is implemented on one of 
Coresonics 16 bit fixed point DSP-processor architectures. The receiver’s performance has been 
examined using CDS with data generated by a C++ transmitter. The simulation reveals that the 
receiver does not fully meet the requirements but it should however not have any problems with 
receiving the DVB-T transmission in Linköping depending on the channel characteristics.  

The receiver has the following functionalities; it synchronizes with the transmitter and tracks the 
start of the OFDM symbols to be able to avoid ISI. It also tracks the transmitter carrier frequency and 
sampling frequency. The transmitter does not take use of the TPS carriers since the transmission 
parameters used in Linköping is known a prior as specified [18]. The receiver assumes a slow fading 
channel and averages the pilot carriers from several carriers to reduce the SNR. The receiver uses a 
47 tap low-pass filter to interpolate over the scattered pilots in order to generate a channel 
estimation. The estimated channel energy is then used in the soft bit demapper to compensate for 
the channel effects. A low carrier energy would translate to an uncertain soft bit value sent to the 
FEC.  

All in all implementing the receiver was a large and educational project and even thou the 
receiver is working and capable of receiving a DVB-T transmission it is far from complete. Therefore 
the next chapter will contain a list of possible future work that could be done to the receiver to 
increase the performance and make it more robust. It also contains possible changes that could be 
done to the architecture to better fit the needs of the receiver. 
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9 Future work 

Here some possible future changes to the receiver design and the DSP architecture is presented. 

9.1 Receiver design 

 The time consumption for computing the sliding window correlation in the 
synchronization algorithm can almost be cut in half. By first performing the correlation 
sample wise like you would in ensemble correlation, which would only be performed on 
a little bit more than the first half of the data. And then by telling the CALU to perform 
sliding window summation on that part and at the same time use the CMAC to perform 
the sliding window correlation on the second part of the data in parallel with the CALU. 
The time required for the sliding window correlation will almost be cut in half since you 
can use both the CMAC and the CALU to perform the time consuming summation of the 
correlation result. The result will however be divided to two memories but this can easily 
be solved by a move or simply process the data separately. 
 
The time for the CMAC to compute the values with the current solution is 40960 cycles 
with a step size of 64. With the proposed solution it would require an initial of 1536 
cycles and then 20480 for the summation with a total of only 22016 cycles.  
 

 The First and second filter coefficients are the same for the channel estimation FIR filter. 
The only difference is that the second filter uses the first filters coefficients in reverse 
order. This means that only the first filters coefficients needs to be stored. 
 

 Use the TPS carriers to identify transmission parameters 
 

 Implement a wiener filter for channel estimation. 
 

 If the current FIR filter is kept one of the better ripple effect removers explained in [12] 
should be implemented. 
 

 When synchronization “jumps” the previous channel estimate should be rotated so that 
CFO and timing offset could properly be tracked. 
 

 Instead of saturating the negative values in the synchronization tracker buffer they 
should instead be scaled by 0.5 and then an offset of 0.5 should be added. By removing 
the negative peaks this way we make sure that the synchronization point with the 
minimum amount of ISI is always found since there might not be an ISI free region and in 
that case there might not be a positive value within the buffer. 
 

 Reimplement the subcarrier index generator used for TPS, pilots and data carrier 
extraction which was available for the earlier version of the architecture. 
 

 Synchronization tracker could start earlier, directly after synchronization has been done. 
The tracker performance should also be tested in a varying channel. 
The tracker buffer only contain real values which means that it could be packed in the 
memory and enable the CMAC to calculate the 8 tap FIR filter for one output per cycle. 

 

 Time domain interpolation of pilots instead of averaging them. 
If using average, let update factor be determined by SNR. 
 



50 
 

 The whole last channel estimation does not have to be stored, only the subcarriers at 
continuous pilot positions. 

 

 Exclude continuous pilots with low energy from CFO estimation 
 

 Implement a DVB-T2 receiver instead since it appears that DVB-T is about to be replaced 
with the new standard DVB-T2 in the coming year [23] 

9.2 DSP Architecture 

 The CMAC/CALU operations will signal for overflow when running a vector operation but 
there is no way of knowing how many overflows that occurred. For example if you want 
to scale 8192 samples an you get overflow on one of those samples the overflow flag is 
set but one overflow might not mater that much. However if you get 100 overflows 
obviously you have scaled too much but there is no way of knowing the difference. 
Therefore I suggest that instead of using an overflow flag in the CMAC, an overflow 
counter should be used, this counter counts how many overflows that has happened 
since the last time the counter was reset. In a normal processor if you get an overflow it 
can be handled immediately but since the DSP processor uses its own independent 
vector execution units the overflow needs to be handled once the vector operation is 
completed. Using an overflow counter could provide a better value to base the scaling on 
and therefore provide a better result in the receiver since getting an overflow may not 
be that hazardous as you might think. 
 

 Possibility to set a variable saturation level or a saturation instruction which uses the 
CMAC constant control register. 
 

 Some kind of vector logic unit could perhaps be implemented which then could be used 
to include/exclude certain samples from a computation.  If the input value is negative do 
not use it, if it is positive the sample should be used. 
For example when calculating the angle in the CFO algorithm, the power of all the 
continuous pilot carriers could be calculated, and then by using the vector offset 
instruction in the CALU to subtract the minimum energy level which is considered to be 
too low from that energy vector the logic vector is created. Then this vector could be 
used in the CORDIC to ignore these samples. Or if the CORDIC is connected to The CALU 
which adds all the outputs from the CORDIC simply ignores that value. 
Or for example when wanting to find the maximum positive value when using the 
SQRABSMAX by simply using the same input as a source for sample exclusion the CMAC 
would ignore those negative samples when searching for the maximum value. 
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Figure 1: Transmission parameters used in the city of Linköping, U12. 
 
Image references from the DVB standard [17] 

Figure 3: Illustration of the data flow in a DVB-T transmitter 
 

Figure 5: Pilot insertion pattern, filled circles represents boosted pilots and the empty circles 
represent the other carrier types. 
 
Figure 6: Modulation scheme for the data subcarriers which carry real data. 

  

http://www.etsi.org/
http://www.teracom.se/Documents/Utbyggnadsplaner/Kanal%20och%20modplaner/Modplan_storstn.pdf
http://www.teracom.se/Documents/Utbyggnadsplaner/Kanal%20och%20modplaner/Modplan_storstn.pdf
http://www.kte.hu/upload/publikaciok/understanding_digital_tv.pdf
http://code.ucsd.edu/~yushen/publications_files/Yushi%20Shen-Jan06-Freescale-OFDM.pdf
http://www-users.cs.york.ac.uk/~fisher/mkfilter/racos.html
http://www.nordig.org/pdf/NorDig-Unified_ver_2.3.pdf
http://www.teracom.se/Documents/Produkter/Irdtesting/Teracom%20DTT%20receiver%20FAQ%202012-04%20v014.pdf
http://www.teracom.se/Documents/Produkter/Irdtesting/Teracom%20DTT%20receiver%20FAQ%202012-04%20v014.pdf
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11 Appendix 

 

C0 C1 C2 C3 C4 C5 C6 C7 

788 3035 7626 9882 7626 3035 788 0 
Figure 40: Filter coefficients used for the FIR filter for the synchronization tracking buffer. 

 

Sample rate 8192 

Cutoff 800 

Filter length 47 

Alpha value 0 

Raised cosine Yes 

DAC compensation No 

Apply hamming window Yes 
Figure 41: Values used when creating the low pass FIR filter for the channel estimation. 

 

Coefficient indexes Filter 1 Filter 2 Filter 3 

C0 – C2 -22 56 133 

C3 – C5 176 132 -36 

C6 – C8 -299 -534 -557 

C9 – C11 -222 448 1192 

C12 – C14 1573 1172 -136 

C15 – C17 -1995 -3558 -3758 

C18 – C20 -1747 2660 8755 

C21 – C23 15064 19816 21582 

C24 – C26 19816 15064 8755 

C27 – C29 2660 -1747 -3758 

C30 – C32 -3558 -1995 -136 

C33 – C35 1172 1573 1192 

C36 – C38 448 -222 -557 

C39 – C41 -534 -299 -36 

C42 – C44 132 176 133 

C45 – C47 56 -22 0 
Figure 42: The coefficients used for the low pass FIR filter in the channel estimation, the filter coefficients were 

scaled with a value so that neither of the filter had a gain of more than 1. 
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